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Abstract

The problem of estimating feature orientation from noisy image data is addressed using a multiresolution technique. It is
shown that by an appropriate choice of representation of orientation, it is possible to employ simple linear smoothing
methods to reduce estimation noise. The smoothing is done using a combination of scale-space recursive filtering and
iterative estimation, giving significant improvements in estimated orientations at low computational cost. Applications to
enhancement and segmentation are presented.

1 . Introduction

In both computer and biological vision, it has long been recognised that orientation is one of the most significant
properties of local image features such as edges [eg1 ]. This is no doubt due to the explicit geometrical nature of
orientation, which provides direct evidence of shape in 2-d or 3-d in a way which is relatively independent of illumination
and other contingent factors affecting the image.

Not surprisingly, therefore, estimation of orientation is a central issue for both biological and machine vision systems1'4
and a wide variety of methods have been suggested for estimation and representation of orientation information29. The
earliest methods, based on gradient operators [eg6] have been supplemented by Fourier domain approaches2'5, zero-crossing
analysis3, Hough transforms9 and circular harmonic analysis7'8.

Because many of these methods are noise sensitive, there has often been a need for methods of 'smoothing' the resulting
orientation estimates by some form of local or even global processing, to produce a satisfactory result. The methods
proposed to solve this problem range from simple averaging5 to Hough transforms9, relaxation labelling4 or Bayesianl Part of the reason for this diversity is the variety of representation forms used for the orientation
information and in part it comes from the diversity of the underlying image models, whether these models are formulated
mathematically or amount to little more than a collection of heuristics. In any event, most of these methods have
limitations of one sort or another and many are rather expensive computationally.

It is the purpose of this paper to describe a method of estimating orientation based on a multiresolution signal model and
employing simple averaging operations on the initial orientation estimates to provide significant gains in signal-noise
ratio (SNR) at comparatively minimal computational cost. The simplest scheme is based on scale-space recursive filtering
and costs of the order of 5 multiplications/pixel, while a more complex form, based on a combination of scale-space
recursion and an iterative Bayesian scheme, is capable of extracting boundary orientations from data with 0dB SNR.
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Because the question of orientation representation is central to the form of estimation algorithm, this issue is discussed
first. This leads naturally to consideration of appropriate methods to obtain an initial multiresolution orientation estimate.
The modelling of such data and derivation of computationally efficient estimation schemes are then considered. Examples
of the use of these methods in image enhancement and segmentation are then presented and the paper is concluded with a
discussion of the new methods and their extension to related problems.

2. Orientation Representation

2.1 Gradient or Principal Axis?

Given that the image intensity at a point (x,y) in the plane can be written as a scalar function of (x,y), the most obvious
direction to associate with the point (x,y) is defined by the gradient vector6ff \t tg (x, y) = ': ;) = (g0 (x, y) i (x, y)) (1)

and this forms the basis of many orientation representations. If the image consists of a single oriented feature

f (x, y) = fi (x cos 0 + y sin 0) (2)

then clearly

g (x, y) = r (x, y) (cos 0 sin O)t (3)

where

r(u)= (4)

and even if the orientation 0 varies slowly as a function of (x, y), local measurements using g (., .) will yield an
appropriate orientation.

However appealing its simplicity, the gradient representation suffers from a major weakness as a representation of the
orientation This is the presence of an unknown sign in the derivative r(x,y) -changing r(x,y) to -r(x,y) leaves the
orientation the same, but it reverses the sign of g(x,y). In other words, there is an inherent ambiguity in the above
definition of orientation which causes arbitrary shifts of it in the representation. Moreover, suppose fi(u) is an even
function

0 < fi (u) = fi (-u) < f (0) (5)

then

g(O,O)=O (6)

and no estimate of orientation exists, even though the image may be changing rapidly in the neighbourhood of the origin.

When noise is present, some form of averaging of the orientation estimate is required. This compounds the two problems,
for if an average of g(x,y), is formed over some circle centred on the origin, to give a(O,O), say, then

R /R2-x2
a(O,O)= $ f g(x,y)dydx=O ('7)

R 4Rx2
so that no meaningful average orientation can be found, despite the fact that the feature within the disc of radius R has a
clear orientation.
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These problems led Granlund to propose a Fourier domain approach to orientation estimation, employing a 'double angle'
representation. Knutsson showed how this could be estimated from the image f(x,y) by use of a set of quadrature filters
with a specific polar separable frequency response5'14. Similar ideas have been proposed by Zucker and and an
alternative formulation in terms of circular harmonics is given in7'8. The simplest way to understand these ideas is to
relate them to the gradient g(x,y). This can be done rather simply using a tensor rm1 . Thus, the tensor function
G(x,y) is defined by

t 2 (cos2O cosOsinO'\G (x, y) = g (x, y) g(x, y)=r (x, y)0.0 sin2ø) (8)

it is not hard to see that G(x,y) carries no sign ambiguity of the type discussed above. Moreover, the matrix G(x,y) has as
its principal eigenvector the vector

v (x, y) = (cosO sino)t (9)

which defines the orientation unambiguously. In effect, the tensor G(x,y) defines the 'inertia ellipse' of the Fourier domain
energy distribution of f (x, y). Because the matrix can be rather cumbersome to work with, an equivalent 'double angle'
vector representation can be used 2,5• This has the form

Y (x, y) = (g2(x, y) - g2(x, y) 2g(x, y)g(x, y) )t (10)

= r2(x, y) (cos2O sin2O)t

Clearly v (x, y) carries the same orientation information as G(x,y) and has the same 'magnitude', but it does lack
information on the shape of the ellipse, which can be significant in cases where f(x,y) is not of the ideal form of eqn (2).
Unlike g(x,y), either G(x,y) or y(x,y) can be successfully averaged to improve SNR and for this reason '(x,y) has been
used in the work presented below, where noise reduction is essential.

2.2 Discrete or Continuous Orientation?

Having settled the first issue regarding representaiton of orientation, the next question is whether to use a 'continuous'
orientation representation, such as that used by Granlund et al2'5 or to use a quantised form, as advocated by Zucker.

This is intimately associated with the form of estimation to be employed. Most relaxation schemes, whether
deterministic4 or stochastic10, employ discrete state-spaces and some form of 'likelihood' maximisation. Similarly,
Hough transforms are obliged to employ discretizations of the parameter space. In these cases, it may be difficult or
impossible to use continuous spaces.

In terms of estimation, however, there are two obvious objections to the 'discrete' approach. The first is that discretization
results in estimation bias - the local orientation of a line at 350 will nonetheless be estimated as 400, if that is the nearest
quantised orientation, even when there is no noise present. While further global processing may be used to correct the
error, there seems no good reason for introducing the error in the first place, if itcan be avoided. The second reason is that
a continuous representation allows the use of that most universal of noise reduction techniques -averaging5. Local
averaging is simple to implement, bias free, and is capable of extension to the more sophisticated smoothing methods
described below.

For these reasons, a continuous vector representation of the form of y(x,y), eqn (10) has been used in the work described
here.
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3. Orientation Estimation

As discussed in the introduction, there are two aspects to orientation estimation: the initial estimation process and a
subsequent 'smoothing' operation. Both of these can be done efficiently using multiresolution techniques13'16. The
overall estimation process is illustrated in Fig 1, which shows that there are a total of three processes: construction of a
gray level lowpass pyramid, initial orientation estimation on each level of the pyramid, followed by downward propagation
of estimates from higher levels to lower levels, to reduce estimation errors.

0.001 0.018 0.029 0.018 0.001

0.018 0.067 0.088 0.067 0.018

0.029 0.088 0.119 0.088 0.029

0.018 0.067 0.088 0.067 0.018

0.001 0.018 0.029 0.018 0.001

L L
f(i,j, 1) = w (m,n) f(2i - m, 2j - n, 1- 1)

m=-L n=-L
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Fig 1 Orientation estimation algorithm structure

Table 1 Lowpass kernel

Construction of the lowpass pyramid is a straighiforward process, which can for example use the Burt and Adelson
Gaussian pyramid12 or some improved form of averaging kernel18. A (5 x 5) kernel which was specifically designed for
this purpose is given in Table 1 . The general form of processing is

(11)

where f(i,j,l) is the image on level 1 and f(i,j,0) = f(i,j). Equation (1 1) applies for averaging kernels w(m,n) with size
(2L + 1), of course. From this pyramid level, an initial orientation estimate y(i,j,l) can be formed. The simplest way to
do this is to use a pair of Roberts edge detectors6

10 (i, i) = 1 i = 0, j = 0 li (i, i) = 1 i = 0,j = 1 (12)
= -1 i=1,j=1 = -1 i=1,j=0=0 else =0 else
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These give quite a reasonable approximation to the partial derivative operators defining g(x,y), albeit rotated by /4. Thus
if

gk (i,j, 1) = ik (i,j) * f(i,j, 1) (13)

then

Y (i, ' 1) = (go2(i, j, 1) - gi2(i, j, 1) 2g(i, j, 1)g(i, j, l))t (14)

is equivalent to the definition of e4n (10), but with the aforementioned axis rotation. It should also be noted that because it
is a (2 x 2) operator, the edge detector centre is at the point (1/2, 1/2). This half pixel shift, usually irrelevant at the full
image resolution, is significant at higher levels of the pyramid. To remove its effect, simple (2 x 2) averaging with the
kernel

h(i,j)= 1/4 -1i,jO (15)

can be used. Alternatively, the (3 x 3) kernel listed in Table 2 which has been designed for accurate orientation
estimation18, can be used.

-0.074 -0.095 0
-0.095 0 0.095

0 0.095 0.074

Table 2 Edge kernel

The above scheme is computationally cheap and is adequate for edge orientation estimation, but where lines and textures are
involved, the more expensive scheme described by Knutsson5 should be used. This employs four pairs of quadrature filters
in orientations separated by /4, to give vector

Y (i, ' 1) = ((g02 (i, ' 1) - g22 (i, ' 1)) (gi2 (i, j' 1) - g32 (i, j i)))t (16)

where

gk (i,j, 1) = Iwk (i,j) * f(i,j, 1) I (17)

and w (i, ) 5 the complex analytic filter in the kth orientation5

it itkOk+ 0 k<4 (18)

Full details of the filter design are given in5 and illustration of their use in estimation in'4.

In terms of angle representation, the two forms v(ij,l) of eqns (14), (16) are equivalent, up to a rotation. The difference
between the estimators is in the generality of the underlying signal model: in the gradient case, the image is assumed to
consist of homogeneous regions separated by clear boundaries, while the quadrature filters are equally effective for all forms
of local anisotopy, whether edges, lines or texture elements.
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Further processing of the estimates requires a model of variation of orientation across the image. A natural way to do this
is to model the vector y(ij,l) as an evolution through scale, via a linear equation of the form

k k
y(i,j,l-1)= : v(m,n) (19)

m=-k n=-k

where v(i,j) is a scalar interpolation filter and i(ij,l) is an innovation vector

11 (i, ' 1) = (lb (i, j,4 ) ii (i, ' i))t (20)

with

E Tik (i, ' 1) = 0 E 1k (i, ' 1) TIp (q, r, s) = kp iq jr ls i2 (21)

This linear multiresolution signal model is the vector counterpart of the scalar models described in15'16. In the simplest
example, the signal is defined on a quadtree, with

Y (i,j,l- l)=y(i/2,J/2,l)+1 (i,j,l- 1) (22)

In this simple case, it can be shown that the minimum mean squared error estimator for (i, ' 1), given a set of noisy data

(i, ' 1) = y (i, ' 1) + V (i, ' 1) (23)

is just

, (i, 1) = ' (1/2, J/2, 1 + 1) + (1 - Bi) ? (i, 1) (24)

Thus the best estimate for the vector y(i,j,l) can be expressed as a first order recursive filter operating in scale-space. The
parameter Bi is a function of the signal and noise variances15. Comparing eqns (19) and (22) suggests the general form of
sub-optimal estimate which has been used in applications

.;, (i,j, 1) = l V (m, n) • ('/2 m,J/2 - n, 1+ 1) + (1 - Bl)S (i,j,l) (25)mn
Although it is slightly more complex than the quadtree estimator, providing the interpolation filter size (2k+1) is kept
small, the computational price for the scale-space smoothing operation is considerably less than an equivalent image filter,
or indeed than a comparable iterative scheme based, for example, on a Markov Random Field (MRF) model of the
orientation behaviour. As a rough guide, Table 3 shows a comparison between the effective kernel sizes for roughly the
same computational burden for three cases: a kernel operating on level 0 of the pyramid, an iterative scheme using a (3x3)
kernel on level 0 and the scale-space recursion using a (3x3) interpolation kernel.

Method Kernel Size Effective Kernel Size

Filter on level 0 4 x 4 4 x 4
Iterative on level 0 3 x 3 5 x 5
Scale-space recursion 3 x 3 whole image

Table 3

Clearly, the scale-space recursion of eqn (25) is potentially far superior to the other methods. It might be thought that the
comparison is unfair because the scale-space method assumes consistency of orientation over far larger scales than actually
occur in any normal image. This is not so, however, since in that case the correlation between successive levels will be
low for higher levels of the pyramid and so consequently will be Bi, the feedback coefficient.
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In such cases, however, it is true that iterated lateral processing on each level can produce an improvement in the estimate
which cannot be obtained using only the scale-space recursion. For that reason, the vertical propagation of eqn (25) can be
supplemented by an iterated estimation procedure of the form

: ( m, n, Ok—i (i, ' 1)) ,k-1 (i, 1) (26)m n
where w(m,n,O) is an oriented smoothing kernel depending on the last estimated orientation

Ok (i,j, 1) = 1/2 Arg (k (i,j, 1))
and v (i, ' 1) is given by eqn (25).

The kernels w(m,n,O) can be implemented by interpolation from a fixed set of kernels, as in5, or by constrained
optimisation13. For the right choice of smoothing kernel and a Gaussian signal model, this method could be described as
an iterated conditional mean -aprocess rather similar to Besag's Iterated Conditional Mode method for estimation based on
MRF models17. It also bears some resemblance to the relaxation method described in4. Its effect is to exploit local
structure which cannot be captured by the scale-space model.

4 Applications

The above methods have been used with some success in two application areas: enhancement and segmentation of noisy
images. A complete description of the algorithms employed goes well beyond the scope of this paper, but the main results
can be presented without going too far into details.

As a first example, consider the enhancement of the noisy image of Fig 2, which is corrupted by additive white Gaussian
noise with a SNR of 0dB. This is a SNR at which earlier techniques generally perform rather poorly, due to the problem
of estimating the orientation parameter14. The scale-space recursion of eqn (25) was used in this case on an initial
orientation estimate formed using quadrature filters, (eqn 16). The improvement in the orientation estimation error in this
case was 4dB. This orientation estimate was used to control an anisotropic multiresolution enhancement process, which
gave the output image shown in Fig 3, which has a SNR of 14dB, a significant improvement over earlier techniques. Full
details of this procedure can be found in16.

A second example illustrates the use of the method in a segmentation algorithm. The noisy image of Fig 4 contains five
shapes, all having a constant gray level. The image is corrupted by additive white Gaussian noise with a standard deviation
1.25 times the difference in gray level between objects and background, a SNR of -2dB. The segmentation algorithm
employs the orientation estimate to refine a boundary estimate obtained from quadtree based region growing. The initial
orientation estimate was obtained from a pair of (3x3) edge operators run on a Gaussian pyramid, as in eqn 14. In this
case, both scale-space recursive filtering and lateral processing were used, as in eqns (25). The relevant results are shown in
Table 4, which gives the orientation vector estimation errors as a SNR, as a function of level. Again it can be seen that
there is a significant improvement in SNR as a result of the processing. The resulting level 1 estimate was then used to
estimate the boundary positions in an iterative hill-climbing scheme, resulting in the final segmentation shown in Fig 4.
Full details of the scheme can be found in13.

Pyramid Level Input SNR (dB) Output SNR (dB)

0
1
2
3
4

-8.9
9.3

22.3
35.4
45.8

19.2
23.6
28.3
38.0
45.8

Table 4 Input and Output SNR in orientation estimate as a function of pyramid level for input image of Fig 4.
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5 Conclusions

The problem of obtaining accurate orientation estimates from noisy data is one of considerable practical importance because
the operators used to extract such estimates are inevitably broad in spatial frequency bandwidth and hence noise sensitive.
The methods described in this paper, which combine an appropriate orientation representation with multiresolution
filtering, are both effective and cheap in computational terms. A general computational algorithm has been presented and
specific examples of its application have been used to demonstrate its effectiveness.

Of course, there is no reason why these methods could not be applied to other important signal parameters, but such
extensions require an adequate solution of the first problem addressed in this paper - representation - before they will yield
to this approach. Obvious areas of interest include textural features and extension to higher dimensions. It remains an
open question at this time whether suitable representations can be found for such information. Without them, the
essentially linear models employed here would be of limited utility.
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Fig 2 Original Lena' Image; SNR= 0dB

Fig 3 Anisotropic Enhancement of Fig 2; SNR= 14dB
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Fig 4. Segmentation result superimposed on original image
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