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Abstract—This paper proposes a new fragile watermarking
capable of perfectly restoring the original watermarked pixels of
a tampered image. First, a secure block-wise mechanism, resilient
to cropping, is used to localise tampered blocks of pixels. The
authentic pixels and some reference bits are then used to estimate
the original 5 most significant bits (MSBs) of the tampered pixels
by means of an exhaustive and iterative restoration mechanism.
Results are presented to demonstrate the restoration capabilities
of the proposed mechanism.

I. INTRODUCTION

Fragile watermarking describe techniques to insert infor-
mation imperceptibly (i.e. a watermark) in digital images, so
that distortions in the content can be indirectly exposed by
changes in its watermark [1], [2]. Furthermore, the fact that
the watermark undergoes the same distortions as the cover
images opens up the possibility of not only detecting tampered
regions, but also restoring the altered contents to its original
state, before the manipulation took place.

The restoration mechanism can be either approximate or
exact. Schemes with approximate restoration capabilities can
recover a coarse version of the original content, even if the
tampered region is considerably large [3]–[8]. Nonetheless, the
quality of the restored content may be insufficient for some
applications.

Schemes with exact restoration capabilities can perfectly
reconstruct the original content, provided that the altered
region is not too large. In [9], some reference bits generated
from the 5 most significant bit-planes (MSBPs) of the image
are inserted using a reversible embedding mechanism. At
the receiver end, a portion of the watermark is employed
to localise tampered pixel-blocks, while the reference bits
allocated in authentic pixels are used to reconstruct the original
content perfectly. Nevertheless, this can be achieved only
if the tampered area covers less than 3.2% of the image.
Zhang and Wang [10] proposed a method, whereby the 5
MSBs of every altered pixel can be accurately estimated
by means of exhaustive attempts, as long as the portion of
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tampered pixels is less than 6.6% of the image. In [11],
tampered pixel-blocks are localised by means of a block-wise
method resilient to cropping, while an exhaustive mechanism
uses the watermark derived from the 5 MSBPs of the image
to enhance the tampering localisation and restore the exact
content. However, only a portion of the pixels can be restored
with this mechanism. Zhang et al. [12] proposed a scheme,
whereby some reference bits calculated with the 5 MSBs of
pairs of pixels are used to reconstruct the original content of
altered regions. When the exact content could not be restored,
an approximation is estimated exhaustively. The same authors
proposed an elegant restoration mechanism in [7]. Here, a
system of linear equations is formed with a vector of reference
bits allocated in authentic pixels, the bits of the authentic pixels
and a binary pseudo-random matrix. Then, the system is solved
to calculate the original bits of the altered pixels. The scheme
manages to restore the original content of an altered region
that covers up to 24%–28% of the image, depending on the
settings of the algorithm and the image size.

In this paper, a secure block-wise method is used to localise
altered blocks of pixels, even when the watermarked image
has been cropped. Additionally, some reference bits are used
to identify a set of potential restoration candidates for each
tampered pixel, considering the authentic surrounding pixels.
The sets are subsequently refined to find to the correct 5 MSBs
of each tampered pixel. The rest of the paper is structured as
follows. Section II describes the proposed method and some
results are reported in Section III. Finally, some conclusions
are given in Section IV.

II. PROPOSED METHOD

Consider an 8-bit grey-scale image sized n1×n2. Assuming
that both n1 and n2 are multiples of 8, denote the total number
of pixels as n(= n1n2). A pixel can be represented by 8 bits
denoted as b1, b2, . . . , b8, where b1 is the least significant bit
(LSB) and b8 is the MSB.

A. Embedding Process

Using a secret key k1, the image is pseudo-randomly divided
into subsets of m pixels each, thereby generating a total of



ns (= n/m) subsets. Let xi,1, . . . , xi,m denote the pixels in
the i-th subset. An m-bit code is computed using the bits,
b4, . . . , b7, of every pixel in the subset; that is,

ri = H(x̂i,1, . . . , x̂i,m) , (1)

where H(·) is a cryptographic hash function (e.g. SHA algo-
rithm [13]) and, x̂i,j ∈ [0, 15] is given by,

x̂i,j = bxi,j/8c mod 16 , j = 1, . . . ,m. (2)

Observe that the value of x̂i,j is given by the bits b4, . . . , b7
of xi,j . The most significant bit b8 is not considered in (2)
to constrain the search of potential restoration candidates and
enable the filtering mechanism detailed in Section II-C.

The code ri can be represented as the sequence of bits
ri,1, . . . , ri,m, called reference bits, which are subsequently
embedded in the bit b3 of every pixel in the subset as,

xwi,j = (bxi,j/8c × 8) + (ri,j × 4) , j = 1, . . . ,m . (3)

A second set of reference bits are generated by dividing the
image into subsets of m pixels each, but now using second
secret key k2. The idea behind the two different keys is to
associate every pixel to two different subsets. So, in practise,
k2 can be defined as a function of k1, without compromising
the security of the scheme. An m-bit code is computed using
the 5 MSBs of every pixel in every i-th subset as,

ri = H(x̌i,1, . . . , x̌i,m) , (4)

where x̌i,j ∈ [0, 31] is given by,

x̌i,j = bxi,j/8c , j = 1, . . . ,m . (5)

The resulting reference bits ri,1, . . . , ri,m are embedded in the
bit b2 of every pixel in the subset as,

xwi,j = xwi,j + (ri,j × 2) , j = 1, . . . ,m . (6)

Because the security of the restoration mechanism relies on the
immense number of possible combinations of pixel subsets,
we have assumed that to use keyed hashes in (1) and (4) is
unnecessary.

To enable the detection and localisation of tampered pixel-
blocks, we adopted the secure block-wise method resilient to
cropping in [11], which is a tailored version of the method
in [14]. Divide the watermarked image into non-overlapping
blocks of 8× 8 pixels, and denote the total number of blocks
as nb (= n/64). For each block, a 64-bit description code is
encoded as, I ||n1 ||n2 || p, where I is an image index exclu-
sively associated to the image, p denotes the block index (of
the p-th block), and || denotes concatenation of bits. Note that
all the description bits share a common prefix (i.e. I ||n1 ||n2);
let Λ denote the length of the common prefix. This information
can be decoded by the detector to localise possible tampered
pixel-blocks and, in case of cropping, restore the original shape
of the image, while correcting any possible displacement of the

content. Additionally, a 64-bit has code is generated by means
of a cryptographic hash function fed with the the 7 MSBPs of
the block (i.e. the bits b2, . . . , b8 of every pixel in the block).
The exclusive-or operation between the description code and
the hash code is computed to generate a 64-bit authentication
code,

ap,j = wp,j ⊕ hp,j ; p = 1, . . . , nb, and, j = 1, . . . , 64 , (7)

where wp,j is the j-th bit of the hash code of the p-th block,
hp,j is the j-th bit of the description code of the p-th block,
and ap,j is the j-th bit of the authentication code of the p-th
block. The least significant bit-plane (LSBP) of the p-th block
is replaced with the encrypted version of the authentication
code of the same bit-length.

To estimate the average distortion inflicted to host images,
let us assume that the distribution of the embedded watermarks
is uniform. This is a reasonable assumption, because of the
characteristics of cryptographic hash codes. Since the 3 LSBPs
of the image are being replaced by the watermarks, the average
energy of the distortion on each pixel is,

E =
1

64

3∑
i=0

3∑
j=0

(i− j)2 =
21

2
, (8)

so, the average peak signal-to-noise ratio (PSNR) is,

PSNR ≈ 10 log10

(
2× 2552

21

)
= 37.9 dB (9)

B. Tampering Localisation and Cropping Survival

Divide the input image, sized n′1×n′2, into non-overlapping
blocks of 8×8 pixels and denote the total number of blocks as
n′b. The 64-bit sequence retrieved from the LSBP of each block
is decrypted to obtain its corresponding 64-bit authentication
code. Additionally, a 64-bit hash code is generated with a
cryptographic hash function fed with the 7 MSBPs of each
block. The bits of the description code of every block are
decoded by,

w′p,j = a′p,j⊕h′p,j ; p = 1, . . . , n′b, and, j = 1, . . . , 64 , (10)

where a′p,j is the j-th bit of the authentication code of the p-th
block, h′p,j is the j-th bit of the hash code of the p-th block,
and a′p,j is the j-th bit of the description code of the p-th
block. Let A be a set of description codes, whose Λ MSBs
are identical to each other. If the image has been watermarked,
the number of elements in the set A – i.e. the cardinality |A|
– is expected to be higher than a threshold τL.

If |A| ≤ τL, 64 shifted versions of the image are analysed
as above. In every shifted version, all the pixels in the image
are displaced λi rows and λj columns, for i = 0,−1, . . . ,−8
and j = 0,−1, . . . ,−8. This enables the authentication of
images whose left/upper-most edges have been removed by
cropping. If none of the shifted versions was regarded as wa-
termarked, the detection process is terminated altogether. The



probability that a non-watermarked image will be misjudged
as watermarked can be modelled by,

PD1 =

[
1−

τL∑
q=0

(
n′b
q

)
2−qΛ(1− 2−Λ)n

′
b−q

]
× 64 , (11)

where
(
n′

b
q

)
is the binomial coefficient.

If the image is regarded as watermarked, retrieve n1 and
n2 from the common prefix of the description codes with
higher occurrence, and restore the original shape of the image
in case of cropping. Additionally, the block index retrieved
from the description codes are used to estimate a possible
common displacement to translate the authentic content to
its original location, thereby resynchronising the watermark
with the restoration mechanism detailed below. The blocks
associated to the tampered bit strings are then localised in a
bitmap.

C. Self-Propagating Restoration

Once the tampered blocks have been properly localised, the
following mechanism is executed to estimate the original 5
MSBs of the tampered pixels. The pixels and the reference
bits allocated in unaltered pixel-blocks will be referred to as
reserved pixels and reserved reference bits, respectively.

Step 1: Here, the goal is to find a set of potential restoration
candidates for every tampered pixel in a subset. The following
procedure is only executed for subsets containing at least one
tampered pixel.

Using the key k1, the image is pseudo-randomly divided
into subsets of m pixels each to generate a total of ns
subsets. Let yi,1, . . . , yi,m be the pixels of the i-th subset,
for i = 1, . . . , ns, and ci be the number of tampered pixels in
the subset. The remainder of this step is executed for every
i-th subset, provided that ci ≤ 3. Tampered pixels in subsets
with more than 3 altered pixels will be associated to a set
of potential restoration candidates containing all the possible
5-bit values 0, . . . , 31, and the remainder of the step will be
skipped. The probability that the condition above will be met
for a subset is given by,

PR1 =

3∑
q=1

(
m

q

)
αq(1− α)m−q , (12)

where α is the is the ratio between the number of tampered
pixels and the total number of pixels.

Let r′i,1, . . . , r
′
i,m be the reference bits retrieved from the

bit b3 of every pixel in the i-th subset,

r′i,j = byi,j/4c mod 2, j = 1, . . . ,m . (13)

Some m-bit test codes are computed as, H(ŷi,1, . . . , ŷi,m),
where ŷi,j = (byi,j/8c mod 16) if yi,j is a reserved pixel,
otherwise, it exhaustively takes all the 4-bit values ŷi,j =
0, . . . , 15. A total of nc(= 16ci) test codes will be generated
and compared with the retrieved reference bits (and consider-
ing only its reserved bits) to identify the 4-bit values that led
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Fig. 1: In nearly 94% of the pixels, in a data set with over
1000 natural images, the absolute difference between the 5
MSBs of a pixel and the mean estimated from the 5 MSBs of
its neighbours was below 5.

to a match. Let β(= 2ci−m) denote the probability that a test
code will produce a match. The probability that the number
of test codes that will lead to a match equals any given t can
be estimated as,

PR2 =

(
nc

t

)
βt(1− β)nc−t , (14)

The 4-bit values that led to a match are subsequently
extended to form a set of 5-bit potential restoration candidates
associated to every tampered pixel. For example, consider
that a matching test code obtained as the combination of two
tampered pixels, say ŷi,u = 4 and ŷi,v = 13, whose binary
representation will become the 4 MSBs of a pair of extended
5-bit values. That is, 410 = 01002 will be extended to the pair
410 = 001002 and 2010 = 101002, while 1310 = 11012 will
be extended to the pair 1310 = 011012 and 2910 = 111012.
Thus, the sets of potential restoration candidates Ru = {4, 20}
and Rv = {13, 29} will be associated to the pixels yi,u yi,v ,
respectively. However, an extended value is discarded from the
set if the other extended value in the pair is sufficiently close to
the average estimated with the 5 MSBs of the reserved pixels
surrounding the tampered pixel. For example, let µu be the
mean calculated with the 5 MSBs of the reserved pixels around
yi,u. If |µu− 4| < τµ, where τµ is a predefined threshold, the
value 20 is discarded, resulting in a refined set Ru = {4}. This
filtering rule stemmed from empirical observations made on a
data set containing over 1000 natural images. We noticed that,
in over 94% of the cases, the absolute difference between the
5 MSBs of a pixel and the mean estimated with the 5 MSBs
of a subset of its neighbouring pixels is less than 5 (in fact,
in our experiments, we set τµ = 5). The comparison between
the pixels in the data set and the a mean calculated using a
subset of 1 to 8 neighbours is shown in Fig. 1.

Step 2: The aim of this step is to refine the set of potential
restoration candidates associated to each altered pixel in an
attempt to find a unique restoration candidate.

Once again, the image is divided into subsets of m pixels
each, but now using the key k2. Denote as r′i,1, . . . , r

′
i,m the
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Fig. 2: Experiments on three images: (a) Waterfront, (d) Dragon and (h) Boat. (b) Tampered version of (a). (c) Tampered
region localised in (b). (e) Cropped version of (d). (f) Corrected image-shape and displacement from (e). (g) Tampered region
localised in (f). (i) Cropped version of (h). (j) Corrected image shape and displacement from (i). (k) Tampered region localised
in (j).

reference bits extracted from the bit b2 of every pixel in the
i-th subset,

r′i,j = byi,j/2c mod 2, j = 1, . . . ,m . (15)

Some m-bit test codes are computed as, H(y̌i,1, . . . , y̌i,m),
where y̌i,j = byi,j/8c if yi,j is a reserved pixel, otherwise, it
exhaustively takes all the potential values in its associated set
Rj . Every text code is compared with the retrieved reference
code, considering only the reserved bits. The elements in Rj
that did not lead to a mach are discarded from the set. Finally,

the 5 MSBs of the altered pixels associated to a single potential
restoration candidate can be readely recovered.

Iterations: Step 1 and Step 2 are iteratively repeated until
no further pixels can be restored.

Although a comprehensive probabilistic analysis of the
proposed restoration mechanism is on its way, there is an
interesting property that can provide valuable hints about
the effectiveness of the proposed restoration mechanism. In
particular, observe that the ratio α decreases as the number of
restored pixels grows after each iteration, thereby increasing
the probability PR1 and reducing the probability PR2 for
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larger values of t. In other words, the chances that a tampered
pixel can be restored in future iterations increases as the
number of restored pixels grows, resulting in an apparent self-
propagating effect in the restoration mechanism. However, it
fails when the initial ratio of tampered pixels is too large
(typically above 25% of the image).

III. RESULTS

The used 512 × 512 test images are shown in Figs. 2(a)
(Waterfront image), 2(d) (Dragon image) and 2(h) (Boat im-
age). The following settings were empirically found to deliver
the best performance: τL = 20 (less than 0.05% of the total
number of pixel-blocks), m = 16 and τµ = 5. The average
PSNR between the original test images and their watermarked
version was assessed to be 37.87 dB, which is consistent with
the predicted embedding distortion in Eq. (9).

First, a doctored image was generated by placing a jet
fighter at the centre of the watermarked version of the Water-
front image, as shown in Fig. 2(b). The pixel-blocs regarded
as altered are depicted as a white region in Fig. 2(c). As
illustrated in Fig. 4, the cumulative percentage of restored
pixels increased sharply from 65% in the first iteration, to
100% in the iteration 4.

To demonstrate the resilience capabilities of the proposed
method against cropping, 25% of the pixels in the watermarked
versions of the Dragon and the Boat images were cut off to
generate the 512 × 384 images in Figs. 2(e) and 2(i). The
cropped portions were the left-most columns in the Dragon
image and the right-most columns in the Boat image. The
system managed to restore the original shape of the cropped
images, while displacing the authentic pixel-blocks to its
original location, as illustrated in Figs. 2(f) and 2(j). The
missing pixels identified in the tampering localisation maps
are shown in Figs. 2(g) and 2(k). As illustrated in Fig. 4,
the restoration mechanism required 30 iterations to restore
99.92% of the missing pixels of the Dragon image and 34
iterations to restore 99.94% of the missing pixels of the boat
image. Observe that the cumulative percentage of restored
pixels gradually increased as the number of iterations grew.
The sequence of images shown in Figs. 3(a) to 3(d) are the

images resulting from iterations 5, 15, 25 and 30, respectively,
of the execution of the restoration mechanism on the image
in Fig. 2(j).

A comparison of various watermarking methods with
restoration capabilities is presented in Table I. There is an ev-
ident trade-off between the maximum proportion of tampered
pixels that can be restored and the quality of the recovered
areas. The methods in [15] and [8] are the ones that cause
the lesser embedding distortion. However, because of the
tampering coincidence problem, detailed in [7], the method
in [15] cannot recover all the pixels, even if the altered area
covers only a small proportion of the pixels in the image
(e.g. 20%). The schemes in [3], and [7] (method 2) provide
approximate restoration capabilities of corrupted areas as large
as 59% and 66% of the image, respectively. In these methods,
the smaller the altered area, the higher the quality of the
reconstructed content. The method in [5] provides high-quality
restoration capabilities of images containing altered areas that
cover up to 35% of the pixels. The latest three methods in
the table afford exact restoration capabilities. Nonetheless,
the method in [10] works only when the tampered region
covers less than 6.6% of the image. On the other hand, the
method in [7] (method 1) can restore images with tampered
portions of up to 24%–28% of the image, depending on the
initial settings and the image size. However, not even a single
pixel can be recovered from cropped images. In contrast,
the proposed method can reconstruct the original content of
images that have been tampered or cropped up to 23%–25% of
the image, depending on the texture properties of the image.
Although extensive experiments on a large image data set are
on their way, so far, we have observed that the proposed
scheme achieves a better restoration performance when the
altered region is predominantly low-textured. This is because
the original value of a tampered pixel in a low-textured area
can be more easily predicted by its authentic neighbours in
the filtering mechanism of potential restoration candidates.

IV. CONCLUSIONS

A new watermarking mechanism with exact restoration
capabilities has been presented. The scheme relies on a secure
mechanism, resilient to cropping, which localises blocks of
altered pixels. Additionally, some reference bits and the sur-
viving authentic pixels are exhaustively examined to identify
a set potential restoration candidates of each tampered pixel,
which is subsequently refined to estimate its original 5 MSBs.
The procedure is iteratively repeated until no further pixels can
be recovered. Results show that the proposed scheme manages
to reconstruct the original content when the altered or cropped
area represents up to 25% of the total number of pixels in the
image.
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(a) Iteration 5 (b) Iteration 15 (c) Iteration 25 (d) Iteration 30

Fig. 3: Sequence of the restoration of the image in Fig. 2(j) in iteration 5, 15, 25 and 30.

TABLE I: Performance comparison.
Method Average embedding

distortion (PSNR)
Average restoration
quality (PNSR)

Cropping Condition for restoration

Method in [15] 44.2 dB 29.9 dB No Limited by the tampering coincidence problem
Method in [3] 37.9 dB [26,29] dB No Tampered area < 59%
Method in [5] 37.9 dB 35.0 dB No Tampered area < 35%
Method 2 in [7] 37.9 dB [22,40] dB No Tampered area < 66%
Method in [8] 44.2 dB 29.9 dB Yes Tampered area < 33%
Method in [10] 37.9 dB +∞ No Tampered area < 6.6%
Method 1 in [7] 37.9 dB +∞ No Tampered area < 24% – 28%
Proposed method 37.9 dB +∞ Yes Tampered area < 23% – 25%
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