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About the Module
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⚫ Lectures: Monday at 1pm   &   Tuesday at 9am   &   Friday at 12pm
  Lecture recordings are on Moodle

⚫ Seminars: Up to 1-hour seminar each week, depending on guests availability 
  

⚫ Labs: 1-hour lab session each week

More details at https://warwick.ac.uk/fac/sci/dcs/teaching/material/cs909/

https://moodle.warwick.ac.uk/course/view.php?id=78215
https://warwick.ac.uk/fac/sci/dcs/teaching/material/cs909/


• Foundation in Machine Learning Concepts: To deepen the understanding of foundational 

concepts in Machine Learning, encompassing both traditional data mining algorithms and 

advanced machine learning methodologies.

• Grasping the Role of Machine Learning in Real-World Applications: To provide a comprehensive 

understanding of how machine learning techniques can be leveraged to solve complex real-world 

problems.

• Mastery of Machine Learning Algorithms: To gain a broad-scope and thorough knowledge of a 

variety of algorithms used in machine learning.

• Practical Application of Machine Learning Tools: To enhance the ability to apply advanced 

machine learning tools and techniques to real-world data.

Module Aims



• Demonstrate a comprehensive understanding of different data mining tasks and the 
algorithms most appropriate for addressing them.

• Evaluate models/algorithms with respect to their accuracy.

• Demonstrate capacity to perform a self-directed piece of practical work that requires 
the application of data mining techniques.

• Critique the results of a data mining exercise.

• Develop hypotheses based on the analysis of the results obtained and test them.

• Conceptualise a data mining solution to a practical problem.

Learning Outcome



Topics

• Introduction to machine learning, basic concepts and motivation;

• Data pre-processing and basic data transformations;

• Regression models;

• Classification: linear discriminants, SVMs, other classifiers such as decision trees and forests;

• Model evaluation, bias-variance trade-off;

• Ensemble methods: boosting, bagging & random forests;

• Dimensionality reduction: Principal Component Analysis (PCA), T-distributed Stochastic Neighbour Embedding 
(t-SNE/UMAP);

• Introduction to deep learning, backpropagation, gradient descent;

• Convolutional neural networks;

• Word embeddings;

• Sequence-to-sequence models, Residual Neural Networks;

• Attention mechanisms and memory networks;

• Language processing;

• Unsupervised deep learning and generative models;

• Learning Strategies such as Transfer learning, etc.



⚫ 50%: Exam in May/June

⚫ 25%:  1st  Assignment

⚫ Deadline of Submission 1:  Week 6 

⚫ 25%:  2nd Assignment

⚫ Deadline of Submission 2:  Week 11

Assessment
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Textbooks

• Mitchell, T. M. (1997). Machine Learning. McGraw-Hill.
• Bishop, C. M. (2006). Pattern Recognition and Machine Learning. Springer.
• Murphy, K. P. (2012). Machine Learning: A Probabilistic Perspective. MIT Press.
• Hastie, T., Tibshirani, R., & Friedman, J. (2009). The Elements of Statistical Learning: Data Mining, Inference, and Prediction  

(2nd ed.). Springer.
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No single textbook is required, but 
reading from them will help immensely!



Programming in the Module

⚫ We will be using Python!

⚫ Many packages available for text processing
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Outline

⚫ What is Machine Learning?

 

⚫ Why Machine Learning?

 

⚫ Machine Learning Principles
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What is Machine Learning?
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Paintings by two different painters
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Who’s painting is this?
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And this?

learning from data for generalization to unseen cases
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How many categories (clusters) are there?



Find the odd one out!
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Predict the next element

• 1,1,2,3,5,8,13,___
• 21

• A yellow car that transforms into a transformer is called_____
• bumble bee

•          can transform into ______
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Question?

• Consider the vectors
• X1=[1 2 1 4]T

• X2=[2 4 2 4]T

• X3=[0 0 0 4]T

• X4=[3 6 3 4]T

• X5=[4 8 4 4]T

• To store each vector, how many dimensions (or variables) do we need?



Learning to drive
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Questions

• How were you able to recognize that the object 
shown was indeed an apple?

• How were you able to discriminate between the 
paintings from two different painters?

• How were you able to find out the different 
types of apples in the picture?

• How did you manage to find the next number in 
the series?

• How did you manage to predict the next 
element?

• How were you able to find which dimension 
was redundant?

• How were you able to find the odd one out?

• Learning to drive / write?

Classification

Classification

Clustering

Regression

Dimensionality Reduction

Anomaly Detection

Reinforcement learning

Next Element Prediction
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Definitions

• Computers are ___________.
• Dumb

• Making a machine (computer) perform the same tasks which you have just done is 
called ______________

• Artificial Intelligence

• If you make a computer learn to do these tasks using existing data, then this is called 
____________

• Machine Learning (learning from data)

• Mining for patterns in data (for understanding it better and making predictions) is
• Data Mining

• Solving a machine learning task using a deep layered network of artificial neurons is 
called _________

• Deep Learning (Learning from data with neural networks)



Why do we need Machine Learning?
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Why Machine Learning?

Vincent van Gogh



Why Machine Learning?

Vincent van Gogh

…ATTCGAGGATTACACCGTAAGAAATTT…
…ATCGCCTGATTACATATATACCGTTGG…
….AGATTAAATCGTTCGATTCACATTGAC

…ATTCGAGGATTACACCGTAAGAAATTT…
…ATCGCCTGATTACATATATACCGTTGG…
….AGATTACATCGTTCGATTCACATTGAC

https://blog.salesforceairesearch.com/your-tldr-by-an-ai-a-deep-reinforced-model-for-abstractive-summarization/



Why Machine Learning?

Vincent van Gogh
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Why Machine Learning?

Vincent van Gogh

Vincent van Gogh
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Why Machine Learning?

Vincent van Gogh

Vincent van Gogh

Deduction (top-down) vs. Induction (bottom-up) Reasoning

• Required Reading
• Halevy, Alon, Peter Norvig, and Fernando Pereira. 

“The Unreasonable Effectiveness of Data.” IEEE Intelligent Systems, 2009.
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The Hierarchy of Definitions

http://www.deeplearningbook.org/slides/01_intro.pdf
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Formal Setup

• Input Space  𝒳

• Output (label) space   𝒴

• We have a training set 𝒟 = 𝑥1, 𝑦1 , 𝑥2, 𝑦2 , … , 𝑥𝑛, 𝑦𝑛 with 𝑥𝑖 ∈ 𝒳, 𝑦𝑖 ∈ 𝒴.

• Aim: Learn a function  𝒇: 𝒳 → 𝒴

• If 𝒴 is discrete → Classification

• If 𝒴 is continuous → Regression

Vincent van Gogh

Painter 

names
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms
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(Machine) Learning Paradigms



Welcome to “Big” AI!

• Since (2021 ~)

• HUGE neural networks

• VAST amounts of training data

• MASSIVE compute power for training
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Key Idea

Intelligence
Is  primarily a problem of 

data
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A series of factors

GPUs Data Models



Why Deep Learning Now?

• Better algorithms and understanding

• Computing power (GPUs, TPUs, …)

• Abundant data

• Open source tools and models
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Large (Language) Models

• On going story..
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44https://ourworldindata.org/artificial-intelligence 

https://ourworldindata.org/artificial-intelligence
https://ourworldindata.org/artificial-intelligence
https://ourworldindata.org/artificial-intelligence


The Philosophy of ML Algorithms



The Philosophical 
foundations of 

Machine Learning
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The Philosophical 
foundations of 

Machine Learning
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Paintings by two different painters
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Who’s painting is this?
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And this?

learning from data for generalization to unseen cases

inductive inference



I. Entities have (explicit or implicit) representations
52

A transformer that 
can transform into a 
yellow car 

My self



“Bank” in which 
statement is more 
semantically related to 
the picture?

• A: As he walked by the bank, he saw some tillers

• B: As he walked by the bank, he saw some tellers
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II. Semantic relatedness of entities is context dependent 
and thus their representations are contextual

As he walked by the bank, he saw some tillers As he walked by the bank, he saw some tellers
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III. It is possible to develop representations in an inductive 
manner (i.e., through empirical observations)

https://en.wikipedia.org/wiki/Johannes_Kepler

https://earthobservatory.nasa.gov/features/OrbitsHistory
https://plato.stanford.edu/entries/induction-problem/ 
 

https://plato.stanford.edu/entries/induction-problem/
https://plato.stanford.edu/entries/induction-problem/
https://plato.stanford.edu/entries/induction-problem/
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IV. Representation of an entity can allow us to reconstruct or 
“generate” it



V. Generalise beyond the training observations &
VI. Learning through interactions with actions and consequences.
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US Airways Flight 1549
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I. Entities have (explicit or implicit) representations

II. Inductive bias and structure: Relations between 
entities depend on the context, and thus their 
representations are contextual.

III. Learning from data: It is possible to develop 
representations in an inductive manner (through 
empirical observations)

IV. Learning signal: Representation of any entity can 
allow us to reconstruct or “generate” it to a 
“sufficient” degree

V. Generalise beyond the training observations

VI. Learning through interactions with actions and 
consequences

Feature analysis / Representation learning

Using Convolutions, Transformers, Graph Layers, or any 
other architectural priors.

Loss functions, (gradient) optimisation

Supervised, self-supervised, generative objectives

Regularisation, validation, augmentation, etc.

Reinforcement learning, policies, world models, etc.

AlgorithmsModelling Principles



Conclusion

• What is meant by a feature representation?

• What is a feature space?

• What are the philosophical foundations of machine learning?

• What is linear separability?

• Lab assignments

• What applications is ML particularly suited to?

• What are some interesting applications of machine learning?

• What interesting application would you like to develop once you learn the 
module?

• What do you think is lacking in the philosophical foundations of machine learning 
we discussed?
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  𝒳


  𝒴


  𝒟   =    {   (   x 1 ,  y 1 ) ,  (   x 2 ,  y 2 ) , … ,  (   x n ,  y n ) }   with   x i ∈ 𝒳 ,    y i ∈ 𝒴 .


  𝒇 :   𝒳 → 𝒴


  If  𝒴  is discrete             → Classification


  If  𝒴  is continuous → Regression

