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Outline
» Cats

* Feature Space and the K-Nearest Neighbors (k-NN)

e Classification with k-NN
e Limitations of k-NN

e Linear Classification

* RAO: A General Framework for Machine Learning



How many PCs to recognise a cat?

€he New Hork Eimes

How Many Computers to Identify a
Cat? 16,000

th Giethisarticle 2> []

An image of a cat that a neural network taught itself to recognize. Jim Wilson/The New
York Times

https://www.nytimes.com/2012/06/26/technology/in-a-big-network-of-com puters-evidence-of-machine-learning.html
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How many PCs to recognise a cat?
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How many PCs to recognise a cat?

Top level features: images that most excite the
nodes in the network

https://www.nytimes.com/2012/06/26/technology/in-a-big-network-of-computers-evidence-of-machine-learning.html
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... first ‘impressions’ of a neural network!

* Images that induces the highest values on the neural units

https://www.nytimes.com/2012/06/26/technology/in-a-big-network-of-com puters-evidence-of-machine-learning.html
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Machine Learning: Classifying Cats and Dogs

Basic idea:

If it walks like a duck, quacks like a duck, then
it’s probably a duck.



Machine Learning: Classifying Cats and Dogs

Representation or Feature Space
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at the top)
wix+b=0
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Snout length long

(longer snouts to the right)

Training
examples




Machine Learning: Classifying Cats and Dogs

Representation or Feature Space
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Machine Learning: Classifying Cats and Dogs

Representation or Feature Space = 5 nearest neighbours
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Machine Learning: Classifying Cats and Dogs

k = 5 nearest neighbours

Representation or Feature Space Wi
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Machine Learning: Classifying Cats and Dogs

j (x® = OV 1 (x@ — x2)’

k = 5 nearest neighbours

Vote: 3 dogs, 2 cats
— classify as dog

wix+b=0

(decision boundary)

Representation or Feature Space Wy
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Training
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Machine Learning: Classifying Cats and Dogs

Representation or Feature Space Wi
A /’/ @ “x
/ : 2
high . s .‘ ~g \\\ w
2 [ —
S dog outlier
- Vote: 3 dogs, 2 cats
Ear pointiness lasait d
(more pointed ears — classily as dog
at the top)
wix+b=0
(decision boundary)
low :
short | \ Snout length long
\ (longer snouts to the right) '
Training

examples




What happens if? - kNN Limitations

Interactive k-NN Edge Cases

Explore 1-NN, k = n, ties, duplicates, imbalance, feature scaling, and the curse of dimensionality.

Scenario  Balanced example Ml Reload preset

Feature 2

Feature 1

@ ClassA @ ClassB O Query
Background = predicted class; nearest neighbours are outlined and linked to the query point.

A normal intermediate-k case. The decision is local, but less sensitive to a single observation than 1-NN.

DEMO

Controls
k
ol

n = 12 training examples

Distance metric
Euclidean (L2)
Voting

Uniform vote

[ Standardise features

Add A

Place query

Tool: place query point

Current prediction

Class B
A: 1.00, B: 4.00

Add B

Undo point



https://livewarwickac-my.sharepoint.com/:u:/g/personal/u1775268_live_warwick_ac_uk/IQBEFE9igqAVTaHKTv_J5j1YATF58OgvV-0Z0LB5DmSf8G8?e=XdShZo

What happens if? - kNN Limitations

* |If k =1, each point gets the label of its

single nearest training example Scenario k=1 .
» Maximally local, low bias / high
variance .
®
®e ° .
* However, very susceptible to outliers .

and noise . y



What happens if? - kNN Limitations

* If k = n: Every prediction uses the Sconario Kk =n .
entire training set.
* Always predicts the global majority ®
class. . ©
~ @ @
. . . : © © ®
« Maximally global: high bias / low © o

variance ®

® ClassA @ ClassB O Query



kNN Limitations

Scenario  Class imbalance B Reload preset

Class Imbalance: . . ® o

A locally meaningful minority class can * & ®
be overwhelmed as k becomes larger. e



kNN Limitations

Scaling issues

* Attributes may have to be scaled to prevent distance measures from being
dominated by one of the attributes

Example:
* height of a person may vary from 1.5m to 1.8m
* weight of a person may vary from 90lb to 300lb
* income of a person may vary from £15k to £200k



kNN Limitations - High Dimensionality

Curse of Dimensionality
* kNN quickly starts losing accuracy as the num. of dimensions goes up.

* If there are many irrelevant attributes, the accidental similarity “shadow” meaningful
similarity and k-NN is no better than random guessing.

Dimensions = 3

Points = 43
Dimensons = 2 ® O O O
Points = 42 ® © O O @
®@ O O O o
_ ‘ ® O O O
Dlmcn5|ons =1 ® © o ©o O
Points =4 O O @ @
® & & o
O @ O O
—-O0—O0—0—0— ® © © o O
® © © o ® o
® © o o ©
® © o o |®




I
Classification Approaches: A Linear Classifier?

* Does k-NN classify with a straight line? (is it a linear classifier?)

* Nonlinear Classification boundary

24



Classification Approaches: Linear Classifier

* Generalization and Memorization
* Remembering everythingis not learning

* The true test of learning is handling similar but unseen cases,
l.e., Generalization

A . o A o
0
)0 ¢ 09%
}" ® .‘ P “' PP :..
° o
*o® $o90\ ¢
Has great memorization but may generalize Has lesser memorization but may generalize better
poorly (under certain assumptions) (under certain assumptions)

25



Discriminant based Classification

* In this type of classification, the objective is to learn a function f or, in the case of more than
2 classes, a set of functions from training data which can generate decisions for test data such
that the classes in the data can be separated.

(2)
» Class label assignment: c(x) = argmax;—1 _y fr(x) ' fxzw) >0 o
* f(x) tells you the ‘k-classiness’ of an example x :::.
0" ® & 40
* If the number of classes M = 2: " X3 ®
* Chooseclass-1if fi(x) = f,(x), i.e,, f1(x) — f,(x) =0 ® 4
 Otherwise assignittoclass-2, i.e,fi(x) —f,(x) <0 >
* We can thus replace the two functions with a single function flxi;w) <0 Xt

fx) = fi(x) — fo(x)
Assign to positive class if f(x) = 0, otherwise negative
f(x) = 0 separates the two classes and is called the discriminant
If the function(s) are linear, the classifier is called a linear discriminant

26



Exercise

@ O

(;w) = wix® + wox@ + o+ wyx@ 4+ h= 0
d
such that
Ifyl = +1, then f(xi;W) >0

And Ifyl = —1, then f(xi,' W) <0 28



Exercise

29



Exercise

30



Doing it interactively

w, 1.0
2

w, 1.0

e )

b 1.5

(0, 1) 1,1 Loss function

1@ f(x) = -050 @ x)=050 .
loss = 0.50 loss = 0.50 Hinge: max(0, 1 -y f(x)) v
v t v t T2 o
coree e Show decision regions
Show f(x), loss, and prediction
Correct AND Reset
Score
f(x) =wix; + wax; +b
Prediction
f(x)>0=+1
(0,0) (1,0 )2
.YIX)—-1!>U .r{xl—-uw fx)<0=-1

loss = 0.00 T loss =0.50 X,

v correct ¥ correct AND is linearly separable: only (1,1) should be
positive. Any line that places (1,1) on one side and
the other three points on the other side solves the
problem.

@ Negative class: y =-1 @ Positive class: y =+1 === Decision boundary: f(x) = 0 AND truth table
Accuracy Mean loss Boundary X, X, y y f(x) loss
100% 0.38 x, = -1.00x, + 1.50 0o 0 -1 -1 -150 0.00
0 1 -1 -1 -0.50 0.50

1 0 = 3 -0.50 0.50

DEMO 31
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Example: Another Way (Algebraic Constraint Satisfaction to find equation)

(0,0)

f(x;w) = wx(D+w,x2+b =0

(1,1):
(1,0):
(0,1):
(0,0):

2

w(1.0)+w,(1.0)+b > 0
w;(1.0)+w,(0.0)+b < 0
w,(0.0)+w,(1.0)+b < 0
w(0.0)+w,(0.0)+b < O

2

wq+w,+b > 0
wi+b <0
w,+b <0
b<0

2

b=-1.5
W1= 1.0

W2= 1.0
33




Exercise

* |s this problem linearly separable?

01:v=-1 @ @ (1,1) 1y =-1

. O

(0,0)Zy= 1 (1,0) :y=-1

34



What about this one?

+1 fx;w) = woxD+wox2+w,xB+b = 0

35



 What about this one?

(1,1):
(1,0):
(0,2):
(0,0):

w(1.0)+w,(1.0)+b > 0
w(1.0)+w,(0.0)+b < 0
w;(0.0)+w,(1.0)+b < 0
w,(0.0)+w,(0.0)+b > 0

36




REO: A general framework to look at Linear Classification

Line-1
e We would like to minimize the number of errors Error: (4+1)/(14+11) = 20 %

a discriminant function f(x) makes

* Representation:
Assume we look at only linear functions
flw) =wy +wix® +wyx®@ + oo+ wx(@ =0

e Evaluation: Error: (1+2)/(14+11) =12 %_
We need to define error that a particular Number of Examples X1
f(x; w) makes ® 14

o1

* Optimization:
We need to minimize the error by tuning w

38



Building Linear Discriminants

. (2)
* Representation X

- Features ‘ .

- Linear Function
fw) =wix® + wx®@ + o+ wex@ +p =0

e Evaluation -
- Misclassification Error .

* Optimization ‘ ‘*(1)

- Find a line that minimizes misclassifications
- How done: Visual reckoning / Constraint Satisfaction  ©

(1,1):  wy(1.0)+w,(1.0)+b >0
(1,0:  w;(1.0)+w,(0.0)+b < 0
(0,1): W4(0.0)+w,(1.0)+b < 0
(0,0 W1(0.0)+w,(0.0)+b < 0

39
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  D  (   𝒙 𝒂 ,  𝒙 𝒃 ) =      (   x a  ( 1 ) −  x b  ( 1 ) ) 2 +    (   x a  ( 2 ) −  x b  ( 2 ) ) 2


  D  (   𝒙 𝒂 ,  𝒙 𝒃 ) =      (   x a  ( 1 ) −  x b  ( 1 ) ) 2 +    (   x a  ( 2 ) −  x b  ( 2 ) ) 2


  D  (   𝒙 𝒂 ,  𝒙 𝒃 ) =      (   x a  ( 1 ) −  x b  ( 1 ) ) 2 +    (   x a  ( 2 ) −  x b  ( 2 ) ) 2


  D  (   𝒙 𝒂 ,  𝒙 𝒃 ) =      (   x a  ( 1 ) −  x b  ( 1 ) ) 2 +    (   x a  ( 2 ) −  x b  ( 2 ) ) 2


  𝒇


  𝒄  ( 𝒙 ) =   𝒂 𝒓 𝒈 𝒎 𝒂 𝒙  𝒌 = 𝟏 , … , 𝑴    𝒇 𝒌  ( 𝒙 )


   f k  ( 𝒙 )


  𝒙


   f 1  ( 𝒙 ) ≥  f 2  ( 𝒙 )


   f 1  ( 𝒙 ) −  f 2  ( 𝒙 ) ≥ 0


   f 1  ( 𝒙 ) −  f 2  ( 𝒙 ) < 0


  f  ( 𝒙 ) =  f 1  ( 𝒙 ) −  f 2  ( 𝒙 )


  f  ( 𝒙 ) ≥ 0


  f  ( 𝒙 ) = 0


  f  (   𝒙 𝒊 ; 𝒘 ) > 0  


  f  (   𝒙 𝒊 ; 𝒘 ) < 0  


  f  (  𝒙 ; 𝒘 ) =  w 1  x   ( 1 ) + w 2  x   ( 2 ) + … +  w d  x   ( d ) + b =   0


   


   y i = + 1


  f  (   𝒙 𝒊 ; 𝒘 ) > 0  


   y i = − 1


  f  (   𝒙 𝒊 ; 𝒘 ) < 0  


  f  ( 𝒙 )


  f  (  𝒙 ; 𝒘 ) =  w 0 +  w 1  x  ( 1 ) +  w 2  x  ( 2 ) + … +  w d  x   ( d ) = 0


  f  (  x ; w )


  𝒘


  f  (  𝐱 ; 𝒘 ) =  w 1  x  ( 1 ) +  w 2  x  ( 2 ) + … +  w d  x   ( d ) + b = 0

