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Abstract—Cognitive radio is a promising technology for ful-
filling the spectrum and service requirements of future wireless
communication systems. Real experimentation is a key factor
for driving research forward. However, the experimentation
testbeds available today are cumbersome to use, require detailed
platform knowledge, and often lack high level design methods
and tools. In this paper we propose a novel cognitive radio
design technique, based on a high-level model which is imple-
mentation independent, supports design-time correctness checks,
and clearly defines the underlying execution semantics. A radio
designed using this technique can be synthesised to various
real radio platforms automatically; detailed knowledge of the
target platform is not required. The proposed technique therefore
simplifies cognitive radio design and implementation significantly,
allowing researchers to validate ideas in experiments without
extensive engineering effort. One example target platform is
proposed, comprising software and reconfigurable hardware. The
design technique is demonstrated for this platform through the
development of two realistic cognitive radio applications.

Index Terms—cognitive radio, radio design, design methods,
radio platforms.

I. Introduction

COGNITIVE radio is “a type of radio in which com-
munication systems are aware of their environment and

internal state and can make decisions about their radio op-
erating behaviour based on that information and predefined
objectives” [1]. Experimentation using realistic platforms and
testbeds is key to bringing cognitive radios [2], [3] and cogni-
tive networks [4] closer to reality. As cognitive radio research
advances, and nodes become more numerous, autonomous,
and flexible, a number of design challenges relating to coex-
istence and interference arise, which cannot be analysed and
tackled at design time. Only through real experimentation on
testbeds can such systems be analysed, tested and verified.
This paper presents a detailed review and comparison of

existing cognitive radio test and experimentation platforms and
frameworks, including a discussion of their limitations (Sec-
tion II). We find that design approaches vary greatly, require
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in-depth understanding of the low-level platform architecture,
and lack any systematic way of dealing with reconfiguration.
The model of computation (MoC), defining the execution se-
mantics of the radio, i.e., how a radio is executed, is often not
clearly defined. This results in a cumbersome, ad-hoc approach
to radio development, severely limited design portability, and
experimental results which are often impossible for other
researchers to fully understand and reproduce. This ad-hoc
approach also creates a situation where validating promising
research ideas in a real setting becomes a complex engineering
task, that distracts from developing the ideas further on a solid
experimental foundation.

Additionally, many existing platforms focus solely on soft-
ware and do not support embedded hardware-accelerated
systems, e.g. field programmable gate arrays (FPGAs). Those
which do integrate hardware often require the user to have
extensive hardware design experience and are thus considered
too complex for use by cognitive radio researchers. This
makes the use of computationally-intensive signal processing
techniques, which often require hardware acceleration for real-
time performance, unfeasible for experimental systems.

A platform-independent model for describing the system
composition of CRs, based on functional blocks, is proposed
(Section III). It allows designs to be understood and checked
for computational functionality without first being imple-
mented. The model is also the first to combine both the radio
processing and reconfiguration within the same description,
simplifying computational verification and precluding the need
for implementation platform knowledge. This enables radio
researchers to focus on applications of interest, designing,
iterating and evaluating real systems, without the need to
focus on low-level details. It reduces design effort, provides
higher reliability, and allows easy deployment on different
target platforms.

As an example target platform, we show how this model can
be used to implement FPGA-based CRs through a customised
tool flow we have developed (Section IV). Components are
mapped through an existing library of software and hardware
components, creating a real system that matches the model,
including reconfigurability. The tools take care of generating
all the necessary configurations, meaning a designer with no
FPGA experience can still target such a platform, greatly miti-
gating previous barriers to entry. Two example applications are
presented to show the portability of our approach (Section V).
They were mapped onto two different FPGA platforms and
demonstrated at the IEEE International Symposium on Field
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Programmable Custom Computing Machines (FCCM) and
ACM SIGCOMM in 2009.
The methods outlined in this paper are beneficial to two

main groups of researchers. Those working on physical layer
components, e.g., on new modulation, detection, or coding
techniques, can quickly compose full cognitive radio systems
which include their new components. They do not need to
concern themselves with the communication with other com-
ponents, the connection to the cognitive decision making pro-
cess, and reconfiguration management. Secondly, researchers
working on networks can use the proposed methods to quickly
compose physical layers by combining existing components
and re-using other designs, while reconfiguring aspects as
needed at run-time. They need not concern themselves with
platform-specific details. Both groups are able to test their
techniques on real platforms in realistic scenarios, without
being reliant solely on simulations results. Furthermore, they
can describe the behaviour of their radio and communicate
their designs to other researchers easily.

II. Existing Radio Experimentation Platforms

In this section we give an overview of existing frame-
works for designing and implementing software-defined radios
(SDRs) and cognitive radios. Their properties are analysed
in Section II-C, and the challenges facing cognitive radio
designers using these frameworks are identified.

A. High-Level Design

The frameworks presented here provide a rich set of tools
and re-usable components to aid radio design. Their key
feature is allowing radio development at a high level of
abstraction.
1) GNU Radio: GNU Radio is an open source software

development toolkit for software radio applications [5]. It runs
on general purpose processors (GPPs), allowing for easy, low-
cost software radio experimentation and development. Radio
applications are constructed by connecting and configuring
existing re-useable signal processing components through
Python scripts. The performance-critical components are com-
piled from C++. A large number of processing components
are available in GNU Radio.
To reconfigure radios, the Python application can pause the

execution, reconfigure the components and connections, and
resume execution. Information about the radio in execution can
be retrieved through message queues, although this feature is
rarely used in the current version of GNU Radio.
2) Open-Source SCA Implementation::Embedded: OSSIE

is a lightweight Software Communication Architecture (SCA)1

implementation [6]. The SCA is an interoperable, multi-
platform architecture framework for software radio sys-
tems [7]. OSSIE is implemented purely in C++ for execution
on general purpose processors (GPPs), allowing fast and
easy prototyping for experimentation and research. A library
of pre-built components and waveforms is available. Radio
applications (called waveforms in SCA terms) are composed
from signal processing components using graphical tools or
XML.

1The SCA is at the core of the JTRS project, hosted by the U.S. DoD.

OSSIE processing components run as separate processes,
communicating via message queues provided by the CORBA
middleware. Since the SCA is for SDRs, rather than cognitive
radios [1], OSSIE does not support run-time reconfiguration.
In addition to GPPs, the OSSIE project has targeted em-

bedded systems using digital signal processors (DSPs) as the
main processor [8].
3) Iris: Iris [9] is a flexible and reconfigurable frame-

work for a variety of platforms, also supporting FPGA-
based platforms with some processing components running in
hardware [10], [11]. Radios for Iris, i.e., the configuration and
connection of signal processing components, are described in
XML. A Decision Engine can be implemented by the user to
subscribe and react to events triggered by radio components.
Reactions can comprise of anything from diagnostic output to
full reconfiguration of the radio application.
The Iris engine, the component library and the Decision En-

gine are compiled from C++. FPGA processing components
can be developed using any hardware design flow, though
typically, a hardware description language is used.
Iris radios are executed using a simple synchronous sched-

uler, executing all components once per scheduling cycle.
This ensures efficient execution, but limits the range of radio
systems that can be implemented. Currently a new release of
Iris is under development, which allows more powerful and
flexible radio configurations [12].

B. Low-Level Design

Another set of cognitive radio/software radio frameworks
provides tools and application programming interfaces (APIs)
at a lower level. These are used to develop radio applications
from the ground up, using programming languages and/or
hardware description languages. No library of generic re-
usable processing components is provided. This gives the
developers a higher degree of freedom in how they implement
the radio. They can decide how the signal processing is
implemented, how it is executed, and how reconfiguration is
realised. However, this results in more effort being needed to
realise a particular system.
1) Wireless Open-Access Research Platform: WARP is a

scalable, extensible and programmable hardware platform with
a Xilinx Virtex-II Pro FPGA as its baseband processor and up
to four RF daughter boards [13]. The physical layer of a radio
is implemented in the FPGA logic fabric, while MAC layer
functionality can be implemented in C using the embedded
PowerPC processor cores (without an operating system). In
October 2009 a new version of the WARP board was released,
featuring, among other capabilities, the more powerful Virtex-
4 FPGA and Gigabit Ethernet connectivity [14].
Various reference designs and tutorials are available detail-

ing a variety of radio implementations on the WARP board.
Standard Xilinx tools are used to program the WARP board,
allowing efficient software radio implementations. Hence, sig-
nificant hardware expertise is required to take advantage of
the WARP platform.
2) Lyrtech: Lyrtech is a company that offers a variety

of SDR development platforms, together with software and
hardware development kits [15]. The radio architecture used
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is based on the SCA, extended to support FPGA and DSP
components [16]. Lyrtech’s hardware platforms are modular,
consisting of antennas, an RF module, an interface module,
a baseband processor and optional expansion modules. The
baseband processor is a hybrid system with a DSP processor,
an ARM processor, and an FPGA. A software development
kit for DSP and ARM development is provided, along with
an extension of Xilinx System Generator for MATLAB-based
FPGA design.
The Lyrtech platforms are powerful, flexible and come in a

small form factor. Since they are SCA compliant, it is possible
to compose a radio from SCA components at a relatively high
level. However, the SCA component granularity is usually
coarse, for instance comprising full narrowband receive and
transmit waveforms. This limits the re-useability for the design
and experimentations with new radio configurations and often,
desired waveforms must be developed from the ground up.
The FPGA, DSP, and ARM are capable of run-time re-

configuration, but since Lyrtech is targeting SDRs, rather than
cognitive radios, no design or run-time tools for cognition and
run-time reconfiguration are provided.
3) Kansas University Agile Radio: KUAR is a compact,

powerful, and flexible software radio development and ex-
perimentation platform for cognitive radio research [17]. It
consists of a full embedded Pentium PC running the Linux
operating system, a Xilinx Virtex-II Pro FPGA, an RF front-
end, and active antennas. Its small form factor and the op-
tional battery pack make it easily portable. KUAR provides
software and hardware APIs for configuration and control
and for processor-FPGA communication. Radio applications
are developed using standard compilers and low-level FPGA
design tools. A small library of radio components is provided.
Radio designers have to implement the signal processing,

execution model, radio life-cycle management, and control
using the APIs provided. This ensures a high degree of
freedom and high performance, at the cost of an increased
development effort and tight coupling to the implementation
platform.
4) WINLAB Network Centric Cognitive Radio: The

WiNC2R is a cognitive radio platform that uses flexible
hardware accelerators to achieve programmability and high
performance at each layer of the protocol stack [18]. The
prototype consists of one or more baseband modules (with
an FPGA at their core), each connected to an RF module,
a networking module, and a CPU. The performance intense
radio functions are executed on dedicated hardware acceler-
ators (implemented in FPGA logic), while control intensive
functions are performed by data processors (implemented as
soft CPU cores on the FPGAs). A system scheduler manages
the synchronisation of all the processing elements as well as
data transfers. System reconfiguration is managed by the ex-
ternal CPU which can reconfigure hardware accelerators, data
processors, and the system scheduler if required. The WiNC2R
is still at an early stage of development; the prototype is not
fully developed and no design tools are available thus far.

C. Analysis

The cognitive radio frameworks discussed in Section II-A
all provide a library of re-usable signal processing compo-

TABLE I
Summary of the discussed platforms.

Design Reconf. Comp. Defines Real-time
Level Runtime Tools1 MoC Hardware

GNURadio [5] high � � × ×
OSSIE [6] high × �2 × �
Iris [9] high � � ×3 �

WARP [13] low × × × �
Lyrtech [15] low × � × �
KUAR [17] low � � × �
WiNC2R [18] low � × × �

� : fully supported; � : partly supported; × : not supported;
1 high-level radio composition tools, to assemble a full system
2 the design framework does not include cognition
3 will be supported in future release [12]

nents and compose radios by connecting these together. This
design method is often described as dataflow-based design. A
dataflow graph is a directed graph where the nodes represent
processing components and the edges represent the flow of
data through the system. This is an intuitive and established
approach for describing signal processing systems and is used
by many design and simulation tools outside of cognitive radio
(e.g., [19]–[21]). It decouples the signal processing imple-
mentation from the system composition and allows for the
composition of systems without detailed platform knowledge.
However, in order to efficiently use dataflow graphs for

design, the dataflow model of computation (MoC) must be
known to the designer. The execution semantics, i.e., how
components are executed and how data is passed between
components, must be clearly defined in the MoC, ideally in
terms independent of low-level implementation details. The
three described frameworks do not define the applied MoC
in an implementation-independent way, thus, radio designers
need detailed platform knowledge in order to design efficient
radios.
The platforms discussed in Section II-B require low-level

design expertise. This allows for a great level of freedom,
allowing almost any radio system to be implemented. How-
ever, the considerable implementation effort required is often
impractical for research and experimentation.
It is also clear that the frameworks discussed often lack a

well-defined way of expressing reconfigurability. Even more
importantly, no existent modelling approaches allow the de-
signer to do so in an implementation-independent way. Mech-
anisms for reconfiguration are provided for some, but vary
greatly between frameworks and require in-depth understand-
ing of the low-level architecture. This makes it difficult for
radio designers to experiment with and reason about cognitive
radios and networks. It is also important to note that the high-
level frameworks primarily target software on general purpose
processors, while the low-level frameworks focus more on
hardware implementations, mostly using FPGAs.
Table I shows a comparison of the frameworks discussed.

The comparison criteria are based on the discussions above.
To achieve the processing performance and power efficiency

required for realistic, cutting edge, real-time cognitive radio
implementations, it is important that high performance com-
putational resources like FPGAs and DSPs are available to the
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radio designer. It is also important for the designer to be able
to think independently of the implementation platform. In this
paper, we attempt to offer the best of both worlds: a high-
level platform-independent model for cognitive radio design,
that includes both composition and reconfiguration; and an
example design flow and tools showing how the model can be
mapped to a real high performance implementation platform.

III. Cognitive RadioModel

It is hugely beneficial for researchers and developers of cog-
nitive radios to be able to design such systems at a high level of
abstraction, avoiding detailed platform knowledge where pos-
sible. This reduces the design effort, increases reliability, and
allows easy deployment on different target platforms. It also
prevents the limitations of a single platform from working their
way into the radio description, resulting in constraints that are
of no relation to the application being described. Developers
instead focus on the radio’s function and cognitive decision-
making and need not concern themselves with platform details.
We believe that the dataflow-based design approach adopted

by the frameworks discussed in Section II-A is an important
foundation for describing such systems. However, such a
description can only be platform-independent if the MoC
is defined independently of implementation details. More
importantly, dataflow graphs do not capture the dynamic
nature of cognitive radios; they can only represent a single
configuration. Incorporating other configurations that might
arise as a result of the cognitive decision-making would need
the model to be extended.
This section proposes a model for describing cognitive

radio designs that harnesses the strengths of existing dataflow-
based methods while overcoming the current limitations of
existing design frameworks. It describes the radio’s function,
all reconfiguration options, and defines an interface to the
cognitive decision-making process without relying on any
platform implementation details. It can be used not only as
a basis for developing real cognitive radio implementations,
but also as a formal description of cognitive radios which can
then be understood and analysed by other researchers.

A. Data Plane

Dataflow graphs are an established approach for designing
signal processing systems and so, we base our model on
this approach. It is common in signal processing to use a
hierarchical flow graph, where a nodes can represent other
flow graphs. For example, an OFDM node in a graph might
be broken down into a graph with nodes for subcarrier modu-
lation, inverse FFT, and cyclic prefix insertion. To capture the
dynamic nature of cognitive radios, we must allow multiple
options to be selectable for a node in the flow graph. For
example, the subcarrier modulation node in such an OFDM
system might contain multiple modulators from BPSK to 64-
QAM, only one of which is active at a time. Here we present
the model we have developed.
Each level of hierarchy is a dataflow graph, i.e., a directed

connected graph, where the nodes represent either processing
components or subsystems and the edges (links) represent the
flow of data.

Components are the atomic entities for processing data
in the model. They take data from their input ports, per-
form processing, and produce data on their output ports.
An example is a QPSK modulator, which maps information
bits to complex signal samples. A component has a set of
parameters, which may be the empty set. For example, a
pulse-shaping filter might have parameters for the number of
taps and the roll-off factor. Components have a set of input
and output ports. Arbitrary numbers of inputs and outputs
are permitted. For instance, a ‘select’ component has two
input ports and one output port, routing one of the inputs
to the output port depending on a parameter. Components
without inputs are sources, components without outputs are
sinks. Components without ports are not permitted. Note that
this model does not include the internal representation of
components; it concerns itself with the composition of radios
from a library of components.
A subsystem represents a new level of hierarchy. It can

combine multiple mutually-exclusive dataflow graphs, only
one of which is active at any given time. Each of these graphs
is what we call a mode in the subsystem. An example is
a modulator subsystem which contains modes for different
QAM modulators ranging from QPSK to 64-QAM. The radio
can then be configured for any type of QAM modulation by
activating the corresponding mode. When viewed from the
next level up in the hierarchy, the subsystem is, at any point
in time, represented by the the dataflow graph for the active
mode. The graphs for each mode in a subsystem are allowed to
have external input and output ports, with the same restrictions
as for components. To ensure that each of the graphs in a
subsystem (i.e., each mode) is compatible with the connections
of the subsystem in the higher level graph, we restrict all
modes with one subsystem to have the same number of input
and output ports. Subsystems are used to build a hierarchy
of flow graphs for the cognitive radio system. The depth of
the hierarchy is not bounded in this model, becoming more
detailed when going down the hierarchy until the dataflow
graphs no longer contain any subsystems at the lowest level.
This extension to existing dataflow models allows us to capture
reconfiguration of arbitrary complexity.
Component parameters are used to tune the operation

of each component. They have data types, a specification
of allowed values (which might be an interval or a list),
and a value. Additionally, some components might be run-
time reconfigurable. For example, a scaling component might
expose the run-time reconfigurable parameter ‘gain’ of type
real, with allowed values in the interval [0,∞), to allow tuning
of the scaler at run-time.
Component or subsystem ports can be either input or output

ports. A data type is associated with each port, and defines the
type of the data items consumed or produced. When active,
components consume data from their input ports and produce
data on their output ports, for example by mapping information
bits to signal samples in a modulator component.
A link is a connection of output ports to input ports of

components or subsystems. It resembles a first in first out
(FIFO) buffer, i.e., multiple data items can be stored on a
link. Data items produced on output ports are queued at the
end of the buffer and items consumed from input ports are
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Subsystem/
Component A

Mode 1

Comp/Subs.

Event

Control Plane

Subsystem B Subsystem/
Component C

Mode 2

Mode 3

Comp/Subs. Comp/Subs. Comp/Subs.

Data Plane

MoC: SDF

MoC: PN

change 
active
mode

reconf. parameter

state machine Petri Net
void BER_clb(float BER){
  if (BER > 0.001)
    changeMode(ss1, 2);
}

callback function connection to an
external cognitive
engine

e.g.:

Fig. 1. The proposed cognitive radio model. The data plane shows two levels
of hierarchy, using a subsystem with three modes. Two different MoCs are
applied: Dataflow Process Networks (PN) and Synchronous Dataflow (SDF).

taken from the beginning. For instance, information bits are
passed from a convolutional coder component to a modulator
component via a link.
The data plane of the proposed cognitive radio model is

illustrated in the top section of Fig. 1, showing two hierarchy
levels and using a subsystem with three modes.
As discussed in the beginning of this section, it is essential

to define the MoC of the model, i.e., its execution semantics,
in terms that are independent of implementation details. With
this information, radio designers can successfully construct a
model of the radio and understand its execution behaviour.
The MoC for the proposed model is defined as follows.

Each dataflow graph at any level in the model hierarchy can
be treated as a flat dataflow graph by viewing the subsys-
tems it contains as single components. Well-known and well-
investigated dataflow MoCs can then be applied to these flat
graphs. We therefore require that the top level of the model,
as well as every subsystem within it, define the dataflow
MoC applied. Every mode within a subsystem must apply
the same MoC, though it is possible to combine different
MoCs at different hierarchy levels. However, this can only
be done if the MoCs are compatible (this is discussed later).
A large number of dataflow MoCs have been proposed in the
literature, (see [22] for a summary of many of these). We have
constructed the proposed model based on the two most widely
used for signal processing: the extremely flexible Process
Networks (PN) MoC and the highly efficient Synchronous
Dataflow (SDF) MoC, combining the two major requirements
for cognitive radio systems: flexibility and efficiency.
1) Dataflow Process Networks: The PN MoC was orig-

inally published by Kahn [23], and was later refined by
Lee and Parks [24]. It is the most flexible dataflow MoC.
In the PN MoC all components are processes that execute
asynchronously. They read their inputs by blocking reads on
the input ports and write to the output ports using non-blocking
write operations. The only permitted way for processes to
communicate is through input and output links. This ensures

deterministic behaviour. There are no restrictions on when
processes output data and how much data they output. PNs
have been shown to be Turing complete, i.e., all algorithms
that can be realised on a theoretical Turing machine can also
be realised using a PN graph.
A PN graph might execute in unbounded memory and it is

generally undecidable whether bounded memory is sufficient
for its execution. This makes it impossible to execute general
PN graphs on a real machine. Lee and Parks [24] proposed an
execution method using blocking writes, starting with small
buffer sizes on each link and dynamically increasing them as
needed at run-time up to a limit. This method allows the exe-
cution of a large subset of PN graphs on real machines. Note
that due to the blocking reads and associated context switches,
the PN MoC can pose a significant run-time overhead.
The PN MoC is suitable for graphs containing components

producing or consuming variable numbers of data items. For
instance, a flexible receiver radio containing a bandwidth-
adaptive OFDM demodulator [25] requires the application of
the PN MoC due to unpredictable input and output data rates
of that component.
2) Synchronous Dataflow: A dataflow graph is called syn-

chronous if fixed sampling rates can be given on each port
of all components in the graph [26]. That is, the number of
items consumed on each input port and the corresponding
number of output items produced per component execution
is fixed and known at design-time. This knowledge allows a
thorough analysis of the graph at design-time: required buffer
sizes on each link can be determined, guarantees for deadlock-
free operation can be given, and static and efficient execution
schedules can be computed. These properties make SDF
graphs extremely valuable for signal processing applications
and allow for execution with minimum overhead. Methods to
check for SDF graph correctness and to construct schedules
are given in [27].
SDF graphs are a subclass of PN graphs, i.e., all SDF

graphs can also be executed using the PN MoC. This implies
for the proposed cognitive radio model that PN graphs may
contain SDF subsystems, but not vice versa. SDF graphs are
not Turing complete, i.e., some algorithms cannot be modelled
using SDF graphs. For example, a ‘select’ component, which
routes one of its input ports to the output, depending on the
value of a boolean input, cannot be modelled using SDF.
Many physical layer components typically used in radios

are synchronous. For example, a pulse-shaping filter always
produces a single output item for each input item. A QPSK
modulator maps two input bits to one complex sample at the
output. Graphs containing these components can be efficiently
executed using the SDF MoC.

B. Reconfiguration

Cognitive radios need to support frequent reconfiguration to
adapt their behaviour to the current environmental conditions.
These reconfigurations can be classified into three types:
parametric, structural, or functional. A parametric reconfig-
uration is a change of a component parameter in one or
more of the components in the data plane. For instance, the
gain of a scaling component can be adjusted. A structural
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reconfiguration is a change of the radio’s structure, i.e., of
the currently executing dataflow graph. For instance, replacing
a QPSK modulator component with a 16-QAM modulator.
This structural reconfiguration is represented by a switch of
the active mode in a subsystem. A functional reconfiguration
involves a complete overhaul of the radio’s function, e.g.,
from WiFi to UMTS. This can be treated as a special case
of structural reconfigurations, where a single subsystem at the
top level contains modes for each function. Thus, the proposed
hierarchical structure of the radio data plane along with
component parameters enables all types of reconfiguration.
It has proven valuable for checking the model’s correctness

(see Section III-D) and to aid automatic synthesis tools, to
make all reconfiguration options explicit in the radio model’s
data plane. That is, parameters that might be changed at run-
time, along with their possible values, are added to the set
of reconfigurable parameters; no other parameters may be
reconfigured. This set of reconfigurable parameters forms what
we call the Control Specification.

C. Control Plane

The control plane of the radio model is responsible for
monitoring the execution of the data plane, performing radio
reconfigurations, and setting the active modes in all subsys-
tems of the data plane. It executes the cognition cycle of a
cognitive radio, which involves three stages: observe, decide,
and act (a simplified version of the cycle introduced in [28]).
During the observe stage, the control plane monitors the state
of the radio and can retrieve information from the data plane.
The decide stage involves decision-making using the observed
information, and might include machine learning techniques.
During the act stage, the chosen reconfiguration actions are
applied to the data plane. In the literature, the part of a
cognitive radio which executes the cognition cycle is often
called cognitive engine.
The control plane is connected to the data plane using

the well-known Publish and Subscribe MoC (see for exam-
ple [22]). That is, components in the data plane publish events
which they may trigger and the control plane can subscribe
to them. Subscribing to an event means the control plane is
notified when it occurs. Events can carry information, e.g., the
current bit error rate (BER), or a map of available spectrum.
This can be used to obtain information from the environment
and the radio itself; it therefore represents the observe stage
of the cognition cycle. Information about the radio may also
be retrieved without an event being triggered, for example by
querying the current state of the data plane.
Due to the wide variety of approaches and methods for

decision-making in a cognitive radio [29], i.e., the decide
stage, the definition of a strict MoC for this step would
severely limit the range of algorithms implementable. In-
stead, the model for this part is unspecified, increasing the
radio model’s flexibility. For example, simple radio controllers
might be implemented using the finite state machine (FSM)
or Petri net [30] MoCs, where switches of the active mode in
subsystems are dependent on simple conditions. An example
would be switching the applied coding scheme based on
predefined thresholds of the BER. More complex controllers

can use callback functions in software code, invoked when
certain events are triggered. Those could implement a genetic
algorithm maximising an objective function given on a number
of possible actions, to find the optimum radio configuration in
a given situation.
The controller applies the chosen actions to the data plane

in the act stage. Those can be changes in parameter values of
components or switches of the active mode in a subsystem.
For example, one set of actions might change the modulation
scheme from QPSK to 16-QAM by switching the active mode
in a modulator subsystem and choose a higher roll-off factor
for the pulse-shaping filter by adjusting the corresponding
parameter of that component.

D. Model Correctness

Defining the cognitive radio model and its MoC in platform-
independent terms has the additional advantage that a model
can be checked for correct construction. It is possible to
detect errors that violate the model’s constraints and its MoC,
ensuring that the radio is executable on a real platform. This
is a powerful feature of the proposed model since it allows
early detection of errors, saving development time and effort.
1) General Criteria: The following criteria are straightfor-

ward to check given a specific radio model, therefore we do
not give details here:

• All component parameters exist and the assigned values
are within range,

• parameter reconfigurations are allowed and within range,
• all link data types can be uniquely determined,
• the link data types are consistent and supported by
components, and

• SDF graphs do not contain PN subsystems.

To enable the verification of these criteria, information about
the ports and parameters of existing components (from the
component library) must be available. If no such component
implementation exists, a set of requirements for component
implementation can be derived from the model (parameters,
data types, reconfigurability). These can be used later in the
design process to implement the missing components.
As discussed in Section III-A1, it is generally undecidable

whether a PN graph is executable on a real system. Therefore,
if the MoC used in all hierarchy levels of the given model is
PN, there is nothing more that can be done at design-time. The
radio designer must synthesise the model onto a real platform
and execute the radio in order to find out whether it can be
executed in bounded memory and without deadlocks.
2) Criteria for Models Using the SDF MoC: The SDF MoC

allows a model to be checked for correct construction without
executing it (see Section III-A2). That is, guarantees for the
existence of a cyclic execution schedule and the absence of
deadlocks, and the boundedness of the buffer memory on
the links can be given. This feature can be used to develop
correctness checks for the proposed model if some portion of
it employs the SDF MoC. In order to do this, we introduce
the following notation.
Let S n denote the set of all modes in subsystem n of a given

model. Further we denote the set of desired reconfiguration
values for parameter m as Pm. Then, at any given time instant,
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the global state of the data plane is given as the Cartesian
product of all S n and Pm in the model, i.e.,

G =
N−1∏

n=0

S n ×
M−1∏

m=0

Pm, (1)

where N denotes the total number of subsystems in the model,
M is the total number of reconfigured parameters, and

∏
is

the Cartesian product of the arguments. The resulting set G is
a set of tuples, each representing a state of the data plane.
For each of the states in G, the hierarchy can be flattened

to a single dataflow graph with fixed parameters. Therefore
it is possible to apply the well-known SDF graph correctness
checks [26], [27] for the SDF portions of the data plane. By
checking each of the states it can be guaranteed that the model
is correctly constructed.
However, the number of states |G| can get very large due to

the Cartesian product in (1), which results in a potentially very
complex model checking procedure. To reduce the number of
states for model checking, the following rules can be applied:
1) Only SDF subsystems need to be considered, subsys-
tems using the PN MoC can be eliminated.

2) All reconfigured parameters that do not affect the in-
put/output sampling rates of a component can be elim-
inated.

3) On multiple hierarchy levels, some subsystems can
never be active simultaneously; these combinations can
be eliminated.

4) In each SDF subsystem, modes with the same external
input/output sampling rates can be reduced to one mode.

5) In each SDF subsystem, modes where the external
input/output ratios are multiples of each other can be
eliminated by computing the lowest common multiple of
the rates and repeating the mode schedules accordingly,
so that they have the same external input/output rate.

6) If some modes or parameter settings are mutually ex-
clusive, as may be given in constraints by the radio
designer, the number of combinations can be reduced.

Thus, the reduced state space can then be expressed as

Ǧ =
∏

i ∈ I
reduce(S i) ×

∏

j∈ J
P j (2)

where the index set I is the set of SDF subsystem indices, the
index set J is the set of indices of reconfigured parameters
that affect the component’s input/output sampling rates, and
the function ‘reduce’ applies the mode reduction techniques
as explained above in rules 3 to 6.
The model can be flattened to a single dataflow graph for

each state in Ǧ, correctness checks can be applied, and SDF
schedules can be computed. If all checks succeed, the model
is correctly constructed. Note that these checks are performed
at design-time and are therefore not performance-critical.

E. Model Transformation

Due to the hierarchical nature of the proposed model, it is
often possible to express the same functionality in different
ways. In fact, it is possible to transform one representation
into another by applying simple rules, without affecting the
functionality of the radio. This is important since the model
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Fig. 2. Model transformation relationships.

can be transformed into representations that are easier to syn-
thesise, align more naturally with the resources, and execute
more efficiently on any given platform.
The following behaviour-preserving transformation rules

can be given for the proposed radio model (see Fig. 2):
1) A component at the input or output of a subsystem may
be moved into the subsystem by replicating it in all of
the subsystem’s modes.

2) A component with a parameter with discrete reconfig-
uration values may be transformed into a subsystem
with separate modes for each of the possible parameter
values, making them fixed parameters in each of the
modes.

3) Subgraphs of a dataflow graph might be placed into a
subsystem containing only one mode.

Note that the application of transformation rules 1) and 2)
might result in different behaviour to the original graph if the
affected component has an internal state. To be truly equiva-
lent, the duplicated components must share their internal state.
However, depending on the application, this strict equivalence
may not be required. For instance, if a pulse-shaping filter with
reconfigurable roll-off factor is transformed using rule 2), the
delay line does not need sharing since after a reconfiguration,
the output is considered invalid until after the filter delay has
passed anyway.

F. Summary

The model presented here completely and accurately de-
scribes the behaviour of a cognitive radio, including its re-
configuration options. The execution semantics are clearly
defined. Correctness checks are given to allow for detec-
tion of composition errors at design-time. The model is
implementation-independent, yet, the transformations pre-
sented allow it to be modified to a given target platform. It
allows radio designers to compose cognitive radios, understand
their behaviour and check them for composition errors without
considering a target platform. This greatly reduces the effort
needed for testing cognitive radio algorithms in the real world
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and allows researchers to communicate their designs to each
other.

IV. FromModel to Architecture

Having defined the modelling approach, we now discuss
how a model can by implemented on physical platforms,
creating real cognitive radios for experimentation. First, we
look at the general design flow for generating real radio
configurations. Then we discuss synthesis of the model for
an FPGA-based cognitive radio platform running Iris (see
Section II-A3). This platform is just one example. Since
FPGA-based systems are more complicated to handle than
pure software implementations, this example is sufficient to
prove that the design approach presented can also be applied
to pure software platforms.

A. Design Flow

Radio design using the proposed model-based cognitive
radio design technique facilitates system-level design and
composition of radios using components existent in a compo-
nent library. Radio designers follow the flow given in Fig. 3.

The two aspects of a cognitive radio design are the data
plane and the control plane. First, a radio designer describes
the data plane using a hierarchical flow graph of radio compo-
nents (see Section III-A). Then the designer maps the desired
components to those available in the component library, and
describes the radio model as presented in Section III.
The Control Specification, as introduced in Section III-B,

specifies which component parameters are required to be run-
time reconfigurable and the range or set of values they can
take. This is required for the model correctness checks as
discussed in Section III-D.
The radio model and the Control Specification are passed to

the model checking tool which checks if the radio is composed
correctly using the methods presented in Section III-D. Errors
in the model are indicated to the developer who may then fix
them and re-run the checks until they succeed.
Up to this point in the design flow, the radio design is

platform-independent. Now the radio developer may choose
a target platform, provided that model synthesis tools are
available for the given platform. If this is not the case,
developers have to implement the radio manually. In such a
case, the model-based design technique is still beneficial since

the model can be used as a design specification for manual
implementation.
For the platform-specific synthesis step we first outline

the architecture of our FPGA-based platform running the Iris
software radio.

B. Platform Architecture

Our example radio platform is built around an FPGA.
FPGAs are customisable silicon devices which can be used
to implement arbitrary hardware datapaths and can be re-
configured when needed. Hence, they represent a platform
that can provide the high performance of custom processing
datapaths that exploit algorithmic parallelism, with the flexi-
bility of reconfiguration at run-time. Moreover, Xilinx FPGAs
can be partially reconfigured; one part of the device can be
reconfigured while the other continues to function – a clear
enabler for cognitive radios.
We base our system architecture on the Iris software radio

platform introduced in Section II-A3. Iris has been extensively
re-engineered to adhere to the model presented in Section III,
and allows for the incorporation of hardware as well as
software processing components [10], [11].
The data plane is implemented as a combination of software

and hardware components, and described in an XML format.
In the case of hardware, it is implemented in the FPGA fabric,
in what we term customisable processing regions. These can
be reconfigured at run-time using FPGA partial reconfigura-
tion. Software components, as well as the Iris Runtime System,
run on the processor subsystem. This contains all the basic
hardware required to run the Linux operating system on an
embedded processor. It remains active throughout the lifetime
of the system and can be programmed in software.
The architecture is flexible in terms of the capabilities of

the FPGA used and the number of customisable processing
regions present; the transformations discussed in Section III-E
enable the same radio model to be mapped to alternatively con-
figured FPGAs. An FPGA architecture with one customisable
processing region is shown in Fig. 4.
The control plane of the radio model runs the Decision

Engine in the Iris software radio. This is implemented in
C++, and uses an API to subscribe to component events and
perform reconfigurations of the data plane. The Iris Runtime
System manages the radio execution and provides the API for
the Decision Engine. Fig. 5 shows an outline of the system
architecture.
The library of available processing components details their

input/output characteristics including data types and can be
used by the designer to implement whichever waveforms are
needed. During radio design, it does not matter whether these
components are implemented in hardware or software.

C. Data Plane Implementation

In this framework, we distinguish between the design of
processing components and their composition into radios. At
present, a large number of components are available in the
Iris component library as software, with a growing number of
hardware components being developed. It is possible to add
custom hardware or software components to the library.
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hold radio processing chains.

Components must implement a simple interface, either in
software or in hardware. Software components are imple-
mented in C++ using class inheritance. The interface for
hardware components consists of FIFO signals for the input
and output ports and signals for triggering events and setting
parameters. We do not specify how hardware components
should be implemented internally; designers may use standard
hardware description languages or high-level design tools
(e.g., AccelDSP for MATLAB-based design on Xilinx FP-
GAs).
Since Iris supports both software and hardware components,

we can combine the two within a single system, and this
provides a powerful verification and debugging mechanism. It
is possible to process data through hardware, then store it in a
file for offline analysis, or transfer the data for visualisation in
MATLAB. This is also beneficial when developing a custom
hardware component, since this data can be be used to verify
the implementation against software versions.

D. Control Plane Implementation

The operations of the control plane are, by definition,
control-driven and are hence amenable to implementation in
software; the performance benefit in moving such operations
into hardware is marginal and likely to be outweighed by the
complexity of doing so. Thus, we implement the control plane
in software.
The control plane in the Iris framework consists of two

parts, the Decision Engine and the Iris Runtime System,
as shown in Fig. 5. The Decision Engine implements the
cognitive decision making process of the radio, and uses a
simple API to subscribe to component events and perform
reconfiguration actions, as described in Section III-C. This API
is provided by the Iris Runtime System, which manages the
radio execution and performs the low-level actions associated
with reconfiguration commands.
The hierarchical radio model (see Section III) for execution

by Iris is described in XML form. The Iris Runtime System
parses the specified XML file, instantiates and connects the
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Fig. 5. The run-time system architecture for a target with two customisable
processing regions.

required components, loads the Decision Engine, and controls
and monitors system execution.

E. Implementing Reconfiguration

As described in Section III-B, reconfigurations can be either
a switch of the active mode within a subsystem (a functional
or structural reconfiguration), or a reconfiguration of a compo-
nent parameter (parametric reconfiguration). Reconfigurations
in software are straightforward and do not need special treat-
ment. In the following we focus on reconfigurations involving
hardware components.
Mode switches are facilitated through reconfiguration of the

FPGA; swapping modes for a subsystem implies reconfiguring
the corresponding customisable processing region. When the
number of available regions in the platform is sufficient to
accommodate the number of subsystems in the radio being
modelled, configurations have a one-to-one mapping. Consider
now, the case where the number of regions in the platform is
less than the number required for the high level radio model.
In such a case, we can proceed to transform our radio model
using the transformations given in Section III-E until we have
the same number of subsystems containing only hardware
components as customisable processing regions on the FPGA.
These hardware subsystems cannot contain further subsystems
and must therefore be flattened using the transformation rules.
Extra subsystems are allowed, but can only contain software
components.
Parametric reconfigurations are less straightforward. If the

parameter to be reconfigured can be mapped to a simple
hardware parameter, e.g. the gain parameter of a scaling
component, the software writes the new parameter value
into a hardware register. The hardware reads this register
and changes its behaviour accordingly. If a parameter to
be changed implies considerable changes in the hardware
circuitry, e.g. the generating polynomial of a Viterbi decoder,
a subsystem must be generated during model synthesis with
a replicated Viterbi decoder, each with a different polynomial
(applying transformation rule 2) in Section III-E). That is,
when the generating polynomial is to be changed, the hardware
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needs to be reconfigured, as represented by the modes in the
subsystem.
Our aim is to maintain the interface to the Decision Engine

as defined in the high-level model during design. Radio
designers should not concern themselves with the transfor-
mations that have to be applied to the model to fit the target
platform, and it should be transparent to the designer whether
components run in software or hardware. This requires a
translation layer, which converts high-level events and recon-
figuration commands to the low-level equivalents that execute
on the target platform.
Events can be triggered from the hardware in the cus-

tomisable processing region by setting a value in a register.
The translation layer reads these registers and triggers a
software event to the Decision Engine which can then react.
Reconfiguration actions from the Decision Engine are con-
verted into low-level reconfiguration actions by the translation
layer, performing hardware reconfigurations (mode switches)
or register write operations as needed.

F. Automatic Radio Model Synthesis

For our target platform, the user implements the Decision
Engine using the Control Specification and a simple API in
C++. It can subscribe to events published by components,
and apply functional, structural or parametric reconfiguration
to the data plane.
The only two inputs that the radio developer needs to

specify are: the XML radio model description, including the
Control Specification; and the C++ Decision Engine. The
Decision Engine does not need to consider implementation
details of the components it is controlling (i.e., software or
hardware), since the interfaces are abstracted.
Since the Decision Engine is implemented in software,

cognitive algorithms are limited by the processing power
and capabilities of the embedded processor. However, the
designer has the flexibility to interface the Decision Engine
with external event triggers, other hardware, or alternative
cognitive engines.
These two inputs are given to the platform synthesis tool,

which we have named the Composer. It uses the Control
Specification, the XML description of the radio model, and the
component library to generate the FPGA configurations. First,
it determines which components to implement in hardware,
based on the availability of hardware implementations, the
available hardware resources, and performance constraints. It
then applies the model transformation rules given in Sec-
tion III-E to fit the FPGA architecture (as explained in Sec-
tion IV-E). It then generates the required FPGA configurations,
the translation layer as outlined above, and an XML file for the
Iris Runtime System. The radio is now ready to be executed
on the FPGA-based platform.

G. Summary

We showed how the platform-independent model presented
in Section III can be mapped to a real implementation plat-
form. We are able to use the transformations presented in
Section III-E to make the model amenable to implementation
on a wide variety of platforms. The high-level model allows
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Fig. 6. Demonstration setup. We used the Xilinx University Program (XUP)
Virtex-II Pro FPGA board for Section V-A, the Xilinx ML507 board with a
Virtex 5 FPGA for Section V-B, and the USRP radio frontend [35].

designers to develop and reason about cognitive radio appli-
cations while being decoupled from specific implementations.
We showed our custom design flow for mapping models to
FPGA platforms. Since the model captures the information re-
quired for automatic model synthesis, developers do not need
to concern themselves with low-level details. We also showed
how the model facilitates the incorporation of new processing
components and complex control capability, making it scalable
to different types of systems.

V. Example Radio Applications

There is a clear trend towards more adaptability in emerging
wireless communication standards, where several radio param-
eters are changed at run-time according to channel quality.
Examples are LTE [31] and WiMAX [32], where the coding
and modulation schemes are adapted.
In this section, we apply the proposed cognitive radio design

methods to the development of a similar radio which can
adapt its coding method to current channel conditions. We
then extend that system to include spectrum sensing at the
receiver. The application data is a video stream, provided by
VLC Player through its UDP interface. The implementation
platform is the Xilinx University Program (XUP) board [33]
which hosts a Xilinx Virtex-II Pro FPGA for the adaptive
coding demonstrator. The design is then ported to the Xilinx
ML507 board [34] hosting a more powerful Virtex 5 FPGA
and extended with sensing. We use the Universal Software Ra-
dio Peripheral (USRP) radio frontend [35] which we connect
to through a TCP socket via a PC bridge. This was necessary
due to a lack of USB 2.0 connectors on the development
boards. Figure 6 shows an overview of the demo setup used
for the examples below.

A. Adaptive Coding Link

For simplicity, we have chosen a simple point-to-point
link, where the transmitter encodes video data using con-
volutional codes with rate 1/2, and the receiver decodes the
data using a Viterbi decoder. The error correction capability
of a code improves with larger constraint lengths. On the
other hand, larger constraint lengths result in much more
complex implementations of the Viterbi decoder, resulting in
significant increases in area usage and power consumption on
the FPGA [10]. Therefore we have designed a system to switch
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between codes with constraint lengths 6 and 8, as well as no
coding, always selecting the least complex scheme that can
still achieve a target bit error rate (BER) or frame error rate
(FER), in order to minimise power dissipation.
1) Transmitter: Fig. 7 shows the transmitter radio model.

It operates as follows. Data is passed from the video source to
the transmission chain via UDP (a VLC Player is running on a
laptop connected to the Tx FPGA board). The Framer adds a
64-bit frame access code to each frame of data to identify
it, and appends a checksum. The Convolutional Encoder
encodes the data with 1/2 code rate and a reconfigurable
constraint length code. The Differential QPSK Modulator
maps information dibits (2-bit units) into phase changes in
the complex base band signal. The UpSampler and RRC
Filter (root-raised cosine filter) act as a pulse shaper, used to
control the transmission bandwidth and signal-to-noise ratio
(SNR). Data is transmitted to the receiver by the UsrpTx
component, which controls the USRP radio front-end used
for this demonstration [35].
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Fig. 9. Simulated BER vs. SNR for different codes, and an example code
switching sequence.

2) Receiver: The receiver model is shown in Fig. 7. Data
is obtained from the USRP radio frontend. It passes through
the RRC Filter, which acts as a matched filter, increasing the
SNR. When a modulated signal is received, the frequency of
the local oscillator is typically off by some variable margin,
which is corrected by the Carrier Synchronisation component.
Timing Synchronisation finds the correct sampling points for
each symbol, eliminating the effects of timing shifts and jitter.
The Differential QPSK Demodulator is then used to map
the complex signal samples back into information dibits. The
Viterbi Decoder decodes the data, using codes that match the
convolutional coder at the transmitter. The Deframer correlates
the fixed 64-bit frame access code inserted at the transmitter
with the data, in order to identify the start of a frame. It
extracts the data from the frames and performs checksum
verification. The data is then passed to a VLC player running
on a separate laptop via UDP, which plays the received video
stream.
3) Radio Controller: The radio controllers work as fol-

lows. At the receiver side, the controller subscribes to events
holding the current BER and FER and implements a simple
state machine which changes the active coding configuration
depending on pre-defined BER/FER thresholds. When a new
coding scheme is selected, the transmitter is informed through
a feedback channel. In this example we implemented the
feedback channel using Ethernet for simplicity, though this can
be done wirelessly. The transmitter controller reconfigures the
radio according to the information received on this feedback
channel.
Figure 9 shows simulated BER vs. SNR curves. The thresh-

olds for switching the coding scheme are chosen based on
these curves, so that the target BER is maintained.
The figure also illustrates an example adaptation sequence.

The system starts in the most robust coding state (c = 8) at
time t = t0. The controller monitors the BER output of the
Viterbi decoder at the receiver. The threshold for switching to
less robust coding is passed at time t = t1, so it initiates a
parametric reconfiguration by setting the c parameter of the
Encoder and Decoder blocks to 6 (step 1 in Fig. 9). At time
t = t1, the signal quality increased so that the BER is lower
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Fig. 10. Adaptive coding receiver data plane synthesised for an FPGA
platform with one customisable processing region. A mode switch is mapped
to hardware reconfiguration.

than the threshold. The controller disables coding (step 2 in
Fig. 9). At time t = t2, the channel conditions have worsened
considerably and the BER has risen above the threshold, so the
Encoder and Decoder are reconfigured to the constraint length
8 code (step 3 in Fig. 9). In this manner, the system continues
to use the most suitable type of coding for the current channel
conditions.
4) Model Synthesis: At this point in the design, the model

can be checked for correctness using the methods described
in Section III-D. The XML model description and the Control
Specification are given to the model checking tool, which
performs the correctness checks. Once successful, the Deci-
sion Engine for transmitter and receiver are implemented as
outlined above, and the Composer tool is used to synthesise
the designs for our FPGA-based platform running Iris.
In this example, the FPGA is configured to have only one

customisable processing region. The component library holds
efficient hardware implementations of the computational com-
plex components, i.e., the encoder, decoder, synchronisation,
modulation, demodulation, and filter components. The Com-
poser applies the model transformations given in Section III-E
and synthesises the data plane. The synthesised receiver is
shown in Fig. 10, the transmitter is synthesised similarly. It
further generates the required bitstreams for the FPGA and
a translation layer mapping the events and reconfiguration
commands from the controllers to hardware register read and
write operations and hardware reconfiguration commands.
The resulting configurations are ready to be executed on our

FPGA-based Iris platform. The radio designer did not have to
deal with low-level implementation details, the radio model
was checked for errors before synthesis, and the radio can be
executed on a real system.
5) Results: A throughput of 6.25Mbit/s with coding is

achievable if the radio front-end is integrated into hardware.
Since the USRP front-end is connected to the XUP board
via an Ethernet bridge through a PC, the performance at the
Framer/Deframer was limited to 0.5Mbit/s.
In order to quantify the power benefits of adaptation, we

have measured the average power consumption of the three
receiver radio chain configurations (i.e., no coding and coding
with constraint lengths 6 and 8). Figure 11 shows the power
consumption when increasing the throughput for the complete
FPGA; it increases linearly with throughput. Additionally, the
graph shows the large impact constraint length has on power
consumption given the increased amount of FPGA resources
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required. As we can see in the figure, at a throughput of
6Mbit/s, the constraint length 8 implementation consumes
approximately 1.6W. If the received SNR improves to the
point where a non-coding radio chain implementation can
provide the required BER, an adaptive reconfiguration can
reduce power consumption to under 1W, a saving of 60%.
This adaptive coding system was demonstrated at FCCM

2009 [10].

B. Extending the Radio With Spectrum Sensing

Extending the above radio to more complex systems is a
relatively easy task using the proposed design methods. We
need to add a sensing mode to the receiver, for searching for
the transmission frequency without prior knowledge.
1) Receiver: To achieve that, the receiver is modified to

include the USRP receive component and a single subsystem
at the top level. That subsystem contains two modes, one
for normal reception, containing the full receiver radio for
adaptive coding as described above, and another for sensing.
This sensing mode consists of a component to estimate the
power spectral density (PSD) and a detector component for
detecting the transmitter’s frequency.
2) Transmitter: The transmitter is only modified slightly.

The controller changes the transmit frequency in the UsrpTx
component randomly every 30 seconds to demonstrate the
sensing receiver functionality. Thus the transmitter model is
similar to Fig. 7.
3) Radio Controller: The controller at the transmitter is

unmodified from Section V-A. The controller at the receiver
subscribes to a LostSignal event published by the Deframer,
which is triggered when no frames are found. It also subscribes
to the CarrierFreq event published by the Detector component,
which holds the estimated transmit frequency. If the LostSignal
event is triggered, the controller switches to sensing mode,
and tries to locate the transmit frequency. Once found (the
CarrierFreq event is received), it reconfigures the frequency
in the UsrpRx component and switches back to receive mode.
During receive mode, the adaptive coding scheme is applied
as described above.
Figure 12 shows the receiver radio model.
4) Model Synthesis: The component library for the

Iris/FPGA target platform contains an efficient hardware im-
plementation of a PSD estimator component, while the de-
tector is available in software. Thus, Composer synthesises
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Fig. 12. Adaptive coding receiver with sensing mode. The Rx Subsystem is
the full radio shown in Fig. 8.

the system as shown in Fig. 13, applying the transformations
discussed in Section III-E. Again, only one customisable
processing region is used. A second subsystem running in
software is generated, to hold the software components at the
end of the radio chains.
This demonstrator was implemented on a different board,

the Xilinx ML507, featuring a newer Virtex-5 FPGA, showing
the portability of our design approach. No changes to the
model were neccessary to synthesise for this new board.
5) Results: The combined sensing and adaptive coding

demonstrator is able to follow frequency changes of the trans-
mitter with minimal interruption of the video stream. It adapts
its coding scheme to the current channel conditions, always
selecting the code with the lowest power consumption while
ensuring the BER is below the target. This demonstrator com-
bines software and hardware components, a mode-switching
radio controller, and uses FPGA partial reconfiguration, yet, it
was composed from a high-level platform-independent model
automatically.
This combined adaptive coding and sensing radio has been

demonstrated at SIGCOMM 2009 [36].

C. Summary

As shown by these two simple example applications, the
proposed model-based design technique is suitable for de-
veloping real cognitive radios. It can be used for FPGA-
based embedded systems, combining hardware and software
components, as well as for pure software platform. Extending
a radio is a simple task due to the re-usability of model
subsystems and automatic mapping to physical subsystems.

VI. Conclusion

In this paper, we identified some major challenges faced
when using existing cognitive/software radio platforms for the
development of and experimentation with cognitive radios. We
have presented a novel approach to developing such radios,
based on a high-level radio model. The model describes radio
behaviour, including possible reconfigurations, independent of
the target platform. Correctness checks have been presented,
allowing error detection at design-time. It has been shown
that the model can be transformed to fit a variety of target
platforms.

MoC: SDF
UsrpRx c. proc. reg.

MoC: SDF

PSD Estim.

Rx 
no coding

Rx
c = 8

Rx
c = 6 UDP to VLCDeframer

Detector

MoC: SDF

Defr./Detect

Fig. 13. Synthesised adaptive coding receiver with sensing mode (data plane).
The model is transformed to map to one customisable processing subsystem
on the FPGA and another in software. The Rx systems are the same as shown
in Fig. 10, the Deframer/Detector subsystem is running in software.

Automatic tools take the high-level model and synthesise
a specific implementation for a chosen target platform. We
chose an FPGA-based port of the Iris software radio as
a demonstrator platform. An adaptive coding and sensing
cognitive radio was successfully developed using the proposed
techniques, underlining the applicability to real systems.
With this approach, radio developers do not require detailed

platform knowledge, the development process requires less
manual effort, and the design can be easily ported to other
target platforms. Hence, researchers are able to test their
algorithms in the real world with significantly reduced effort.
We believe that this contribution will drive cognitive radio
research forward significantly.
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