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Abstract

A generation of multiplex �bre-fed spectrographs have been designed and
developed for 4 m class telescopes, to provide spectroscopic follow-up for billions
of astrophysical targets identi�ed by the Gaia survey. Among them is WEAVE;
a thousand-�bre multi-object spectrograph. WEAVE will observe 50,000 { 70,000
white dwarfs during its lifetime to provide 
ux calibration sources. The WEAVE
white dwarf spectral catalogue will be highly uniform compared with previous spec-
tral libraries.

I present a detailed analysis of WD J204713.76{125908.9; a star accreting
remnant planetary material. The current atmospheric hydrogen-to-helium ratio
poses questions of how planetary material might in
uence the atmospheric evolu-
tion of white dwarfs. This investigation uses high resolution optical and ultravio-
let spectroscopy, but was instigated by a mid-resolution observing program. This
demonstrates the importance of wide surveillance of white dwarfs.

I present years of preparations for the WEAVE: White Dwarf survey, and
the wider WEAVE collaboration. These contributions span the breadth of the ob-
server user process: Preparing target catalogues and �eld con�gurations; a simu-
lated eighteen month scheduling exercise; evaluating the survey performance over a
short period of simulated operation. I present some of the �rst white dwarf spec-
tra recorded by the WEAVE instrument. These are subject to quality assurance
tests and performing preliminary analysis, then used to quantify the instrumental
sensitivity function, and demonstrate the capability of the White Dwarf survey in
provide calibration information.

Among the tens-of-thousands of high quality `regular' white dwarf spectra
to be obtained by WEAVE, there will be thousands that are of particular scienti�c
interest akin to WD J204713.76{125908.9. This work will underpin statistical sur-
veys based on the spectra obtained, and of interesting science targets identi�ed from
WEAVE spectra.
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Chapter 1

Introduction

When the blazing sun is gone,

When he nothing shines upon,

Then you show your little light,

Twinkle, twinkle, all the night.

{ The Star

Jane Taylor

1



1.1 Stars & Planets

The Solar System comprises a complex planetary system around an isolated star.

The evolutionary course of the Sun was determined predominantly by its mass at

formation1. Likewise, the evolutionary courses of the planets and planetesimals were

dictated during the formation of the solar system, although extra-Solar gravitational

interactions play a part here too. As the Solar System is the only known location of

life, we wonder how local conditions in
uenced life's emergence, and how frequent

and long-lived are similar environments elsewhere in the Universe.

Almost half of the visible stars in the sky are single-star systems. Their

evolutionary course, like the Sun's, was largely determined by their formation mass.

Many stars born into stellar multiples never interact with their companion(s) be-

yond a distant gravitationally-bound orbit, and so they avoid the exotic fates that

await interacting stellar systems. Thus, single-star evolution dictates the fate of the

majority of stars.

Exoplanets, formed concurrently with their host star, are known to be com-

mon. Constraining their exact prevalence is hampered by sheer variety, demon-

strated among the more than �ve thousand exoplanets discovered to date2. It seems

that to create an exoplanetary system requires only the presence of elements heavier

than helium; these aggregate into dust, exo-planetesimals, and sometimes exoplan-

ets. So, excluding the �rst generation stars in the Universe,star formation often

entails forming exoplanetary systems.

Combining these uncontroversial statements, we can assert thatthere are a

great many exoplanetary systems around a great many isolated stars. Exoplanet sci-

ence is focused on understanding formation mechanisms, and striving for a statistical

understanding of the exoplanet population, along with discovering new exoplanets

around main sequence stars. However there is plenty to be learned of planetary

systems by looking to the fate of almost all stars: white dwarfs.

1.1.1 Evolution of Isolated Stars

All stars that form with stellar mass M ? . 8M� , possibly up to M ? . 10:5M� ,

evolve to become white dwarfs [Iben et al., 1997]. This is the fate of� 98 per cent

of stars. To understand why requires a brief tour of stellar evolution.

Star formation begins when a giant molecular cloud of gas and dust starts

to collapse under self-gravity. Such a nebula can contain more than ten thousand

1Although metallicity is also important to stellar evolution, it will not be discussed here.
25632 according to https://exoplanets.nasa.gov/ accessed 2024-05-30
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solar masses of material. In this way, proto-stars form and grow in open clusters,

with a distribution of stellar masses arising due to fragmentation of the cloud. A

proto-star eventually depletes the available gas from its vicinity and become a pre-

main sequence star. If su�ciently massive, it continues to contract until the growing

density at the core eventually ignites nuclear fusion of hydrogen into helium in the

core. Fusion occurs by either proton-proton chains (forM ? . 1:5M� ) or the carbon-

nitrogen-oxygen cycle (for higherM ?), releasing atomic binding energy. A pre-main

sequence star matures and joins the main sequence when nuclear fusion becomes

the dominant energy source.

The distribution of stellar masses can be modelled with a stellar initial mass

function [e.g. Salpeter, 1955; Kroupa, 2001; Chabrier, 2003, see Figure 1.1]. Gravi-

tational collapse of the cloud continues until highly ionising radiation - emitted by

massive young stars - curtails formation by ejecting dust and gas from the vicinity

[Str•omgren, 1939]. This self-in
icted cuto� means that only a small fraction, � 0:1,

of the total mass of the cloud is converted into stellar mass [Murray, 2011]. Open

clusters are slowly dispersed by gravitational encounters over lifetimes of' 108yr.

Although the �ne details of the initial mass function (particularly the shape below

below 1 M� ) remain a topic of intense research, in all versions the lower mass stars

are most numerous and the higher mass stars are most scarce.

The internal structure of a star is a result of a hydrostatic equilibrium. Ther-

mal pressure from the stellar core opposes the gravitational force. The internal

structure, energy transport mechanism, radius, luminosity, and lifetime of a main

sequence star are all determined predominantly by its initial mass. The properties

of main sequence stars vary by orders of magnitude (see for example the Surface

Temperature { Luminosity axes in Figures 1.2 and 1.3). Observational classi�cation

is therefore a useful method to distinguish stars. The modern classi�cation system

uses spectral lines, which are sensitive to temperature (a�ecting ionisation state)

and surface gravity (a�ecting line broadening), though this was associated �rst with

luminosity. This system expanded on the simpler Harvard classi�cation system,

whose seven classes (O, B, A, F, G, K, M; shown along the top axis of Figure 1.2)

remain common parlance in astronomy. Although spectral classi�cation is a useful

tool, its categorical structure is somewhat at odds with the continuous nature of the

main sequence.

The end of the main sequence lifetime is marked by the point when the stellar

core becomes depleted of hydrogen and nuclear fusion ceases. The main sequence

lifetime is � MS / M ?= L?, where the stellar luminosity L ? / M ?
3:5 for most main

sequence stars. Consequently we can approximate� MS � 1010 (M ?=M � ) � 2:5 yr,

3



Figure 1.1: Three empirical Initial Mass Functions: Salpeter (blue); Kroupa (or-
ange), Chabrier (green). Shaded regions indicate the end-of-life state based on
initial mass.
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Figure 1.2: Hertzsprung-Russel diagram of stars within �ve thousand light-years
from the Sun using the second data release from ESA'sGaia satellite. The increasing
density of stars is indicated by darker-to-brighter colour. Three evolutionary stages
are labelled above-right of their centroid.
Credit: ESA/Gaia/DPAC, CC BY-SA 3.0 IGO. License viewable at
http://creativecommons.org/licenses/by-sa/3.0/igo/
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Figure 1.3: Evolutionary tracks for a range of initial stellar masses. Di�erent phases
of stellar stellar evolution are denoted by black markers: Chronologically,H pre-
main sequence;? main sequence;� red giant branch; + asymptotic giant branch; �
post-asymptotic giant branch. Note that these phases are not reached at the same
age on each track, and that the 10 M� track never reaches the post-asymptotic
giant branch. Data were taken from MESA MIST packaged model grids for solar
metallicity, available at waps.cfa.harvard.edu/MIST/model_grids.html .
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shown on the top axis of Figure 1.1. For a stellar mass of 0:9 M� this yields a

lifetime of 13 � 109 yrs; isolated stars lower than this mass cannot have endured

their main sequence lifetime within the age of the Universe. Nonetheless, we predict

the fates of these stars with evolutionary models. The subsequent evolution of the

star after it leaves the main sequence is also determined by initial mass. Long-lived

evolutionary phases appear as grouping of stars on a Hertzsprung-Russell diagram

such as Figure 1.2. Evolutionary tracks are illustrated in Figure 1.3 for �ve di�erent

initial stellar masses which cover most of the main sequence mass range. Figure 1.3

does not illustrate the duration of these tracks; that of the 10 M� star spans 27 Myr

while that of the 0.3 M � star spans 450 Gyr. Summaries for loose categories of broad

stellar mass ranges are given below:

Very low mass stars(. 0:25 M� ): These stars should endure for trillions of

years. They are fully convective so burn through all of their hydrogen, and slowly

but directly evolve into pure-helium white dwarfs [Adams and Laughlin, 1997].

Low mass stars(0:25 { 0:6 M� ): At the end of the main sequence lifetime,

the core begins to contract under gravity as nuclear fusion slows to a halt. Fusion

continues uninterrupted in a shell around the core, but the outer envelope of the star

expands and cools. The core becomes electron-degenerate and the star evolves along

the red giant branch, but is not dense enough to ignite a `He-
ash'; a short-lived

episode of helium fusion. The star eventually sheds its outer envelope and becomes

a helium core white dwarf.

Intermediate mass stars(0:6{8 M � ): Evolution onto the red giant branch is

broadly similar that of low mass stars. The helium core grows, fed by the hydro-

gen fusing shell, and continues to contract and heat, eventually becoming electron-

degenerate. The outer envelope expands and cools. At the peak of the red giant

branch the core reaches� 108 K, and the triple alpha fusion process ignites and fuses

helium into carbon and oxygen. Shells around the core continue to fuse helium and

hydrogen, and the star evolves along the asymptotic giant branch in about 1 Myr.

Signi�cant mass loss (0:1 � 0:3 M� ) occurs via stellar winds, which shed hydrogen,

helium, and fusion products into surrounding interstellar space.

Most energy is still released by hydrogen shell burning, but helium 
ashes

occur when helium fusion ignites in the electron-degenerate core matter, which has

been steadily heating as it grows. The release of energy increases temperature but

causes no change in pressure until degeneracy is lifted, at which point there is a

rapid thermally-driven expansion in the stellar core. This manifests as a signi�cant

increase in luminosity. The timing of the �nal helium 
ash will determine the

hydrogen content of the stellar remnant [Althaus et al., 2005; Werner and Herwig,
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2006; Althaus et al., 2010].

The carbon-oxygen core continues to contract under gravity, heating as a

consequence. The stellar envelope is almost completely ejected, leaving only thin

shells of hydrogen and helium around the core. Ultraviolet radiation ionises the

ejected stellar envelope, forming a visible planetary nebula. A carbon-oxygen white

dwarf forms and beings to cool; the irradiation of the nebula is not maintained when

the white dwarf's thin envelope becomes opaque, and the nebula becomes invisible.

High mass stars (& 8 M� ): The core becomes hot enough to fuse helium

quickly3 after hydrogen fusion ends. Their outer envelopes in
ate and they become

super-giants; spectrally distinct from red giants due to their extremely low surface

gravity. Progressively heavier elements undergo fusion; carbon into neon, and at

higher stellar masses silicon into iron. Eventually nuclear fusion will cease in the

core due to either insu�cient temperature, or because no further binding energy can

be released from iron nuclei. An 8{10 M� star may form an oxygen-neon-magnesium

core white dwarf, if it avoids core collapse by su�ciently rapid mass loss [Nomoto,

1984]. Otherwise electron degeneracy proves insu�cient to support the core against

gravity. A violent core collapse supernova occurs, and either a neutron star or black

hole is left behind for all but the most extremely high mass stars (& 100 M� ).

1.1.2 Detecting Planets

Observations of the visible planets begat much of ancient science and time-keeping,

and were deeply intertwined with religious beliefs and symbolism. Hellenistic as-

tronomers named the planets for their Gods. The HinduNavagraha- nine heavenly

bodies4 - are the forces that in
uence human life. Ancient Chinese astronomers

associated visible planets with the �ve elements of Wuxing philosophy. Arabic and

Hebrew astronomers gave the planets largely descriptive names.

Herschel's observations of Uranus led to its identi�cation as a planet, which

expanded the known borders of the solar system beyond the ancient con�nes of the

naked eye. Neptune was subsequently discovered using predictions based on vari-

ations in Uranus' orbit. The discovery of Pluto marked the �rst detection of the

Kuiper Belt, and eventually led to a formalised de�nition of (and Pluto's disquali�-

cation as) a planet in 2006 by the International Astronomical Union. By that time

many extrasolar planets (hereafter exoplanets, or planets) had been identi�ed.

The discovery of two 3M L objects orbiting a millisecond pulsar, causing a

detectable `wobble' in the timing of radio pulsations [Wolszczan and Frail, 1992],

3So quickly that matter does not become electron degenerate, so no helium 
ash occurs.
4 Including the ascending and descending nodes of the Moon

8



Figure 1.4: Schematic representation of the transit and radial velocity methods for
detecting an exoplanet (green) around a star (yellow), with orbital paths (dashed
line) and current velocity (arrows) shown for both. Left side: A transit light curve.
Right side: Three spectra taken at di�erent orbital phases, demonstrating Doppler
shifting due to relative motion of the star.

though sensational in its own right, was far removed from the Solar System in

almost every aspect. The �rst discovery of an exoplanet in orbit around a main

sequence star came a few years later. Mayor and Queloz [1995] discovered a Jovian-

mass companion to 51 Pegasi - a G-type main sequence star almost identical to

the Sun. The inferred planet orbits on a smaller semi-major axis than Mercury

in our own solar system, and would later be termed a `hot Jupiter'; a class of

intrinsically uncommon, but easily detectable, exoplanets. Since the detection of

51 Peg b, planets have been discovered by several methods, some of which I discuss

here:

Radial Velocity

The radial velocity technique was the early workhorse of exoplanet searches. Almost

1000 planets have been discovered by this technique which Mayor and Queloz [1995]

used for their seminal discovery. The technique has been in use in astrophysics for

far longer, though outside the �eld of exoplanets [e.g. Struve et al., 1952]. A star

orbited by planets will itself undergo a re
exive orbital motion, causing Doppler

shifting of the star's spectrum, as shown in Figure 1.4. The line-of-sight component

can be measured using spectroscopy, and over a su�cient baseline, a periodic signal

can be discerned in the radial velocity measurements of the star. The orbital period

P, eccentricity e, and line of sight amplitude of radial velocity K = v? sin i (v?

the true orbital velocity of the star and i the inclination of its orbital plane) are

determined by �tting models to these data. If stellar mass M ? is constrained (such
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as from spectral classi�cation), one has enough information to solve Kelper's third

law (here for a circular orbit) for the semi-major axis:

a3 = P2 G(M ? + M p)
4� 2 � P2 GM ?

4� 2 (1.1)

Using the orbital velocity of the planet vp =
p

GM ?=a, conservation of momentum

M pvp = M ?v? = M ?K= sin i and substituting for K , one can solve forM p sin i ; the

planetary mass degenerate with the unknown inclination sini of the system. If i can

be further constrained, so canM p.

The radial velocity technique is most sensitive to massive, short orbit planets,

as this maximises the radial velocity signal; thus it is especially sensitive to hot

Jupiters. Planetary systems with a low inclination are not detectable by radial

velocity measurements as the line-of-sight component radial velocity component

vanishes. The radial velocity technique requires many spectra with high resolution,

high signal-to-noise ratio (SNR), recorded across a long baseline (preferably several

orbits of the planet) to constrain the orbital period. Consequently radial velocity

searches are time-consuming with long-slit telescopes, and somewhat limited to the

solar neighbourhood by the need for bright targets, although useful contributing

data can be collected at any point through a planet's orbit.

Transits

Although radial velocity measurements were the early favoured method of exoplanet

detection, that has since been surpassed by the transit method. The �rst detected

transit [Charbonneau et al., 2000] was of a planet already detected by the radial

velocity method, but almost 4000 planets have since been discovered by the transit

method alone. Small periodic variations of light from the host star as shown in

Figure 1.4 indicate a planet crossing the observer's line of sight to the star. The

change in observed 
ux { transit depth, � F? { is dependent only on the radii of the

planet Rp and star R?:

� F? =
�

Rp

R?

� 2

(1.2)

By geometric requirements the transit method is sensitive only toi � 90� . As a

result, combined transit and radial velocity observations can tightly constrain the

parameters of an exoplanet. Most signi�cantly, using both methods in concert de-

termines M p and Rp, and thus one can measure the bulk density of an exoplanet,

providing useful information to theories of planet formation. Transiting planets can

be targeted for follow-up transit spectroscopy, which can discern chemical compo-
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nents present in the atmosphere of an exoplanet [Charbonneau et al., 2002].

The simplicity of the transit method lends it many advantages and disad-

vantages. The method uses photometric data, so wide angle telescopes can conduct

searches on large areas of sky [Pollacco et al., 2006; Wheatley et al., 2018, for ex-

ample], with all su�ciently bright stars in the �eld of view monitored concurrently.

It is also easier to probe for smaller planets; detecting Earth-sized planets requires

photometric precision of sub-milli-magnitudes [e.g. L�eger et al., 2009], which is only

possible with space-based observatories such as theKepler satellite [Borucki et al.,

2010].

However, the transit method is functionally insensitive to a planet out of

transit: For long period orbits, the transit epoch might be missed due to any modest

disruption in observations (such as daylight, or inclement weather), and will not

repeat for months or even years. The geometry required for a transit to be visible

from the Solar System also introduces bias; wider orbit planets around a given star

have tighter constraints on inclination in order to transit visibly from the Solar

System. This further reduces sensitivity to wide orbit planets.

There are also a great number of signals due to stellar activity that appear in

such photometric observations - although most have their own scienti�c merit, they

provide a signi�cant false positive rate for transit searches [Santerne et al., 2012].

Gravitational Microlensing

Gravitational lensing arises from the e�ects of General Relativity. A background star

emits light isotropically, but that light is slightly `focused' when a massive foreground

object passes between the background star and the observer. This phenomenon was

�rst observed during the 1919 Solar eclipse [Dyson et al., 1920].

When the foreground object is a star with an accompanying planet, the planet

provides a secondary lensing e�ect. To monitor for gravitational lensing, modest ca-

dence photometry of busy �elds, such as the Galactic bulge, are favourable. The

�rst unambiguous such detection was presented by Bennett et al. [2006], and the

technique can also be used to detect free-
oating planets [e.g. Sumi et al., 2011]. It

remains sensitive to relatively distant host stars and large planetary orbits, and by

being somewhat insensitive to planetary mass, lower mass planets can be detected.

However, planetary microlensing discovery events are neither repeatable, nor pre-

dictable, and hence provide only broad population statistics - though to a di�erent

stellar population.
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Direct Imaging

The principle of direct imaging is simple; image a planet. However, that belies

the technical complexities of the task, which principally requires improving contrast

with the host star. Choice of infrared wavebands captures the peak 
ux of the

planet, and then various methods are deployed to occult light from the host, such

as coronographs or starshades. The �rst detected planetary-mass candidate5 was

presented by Chauvin et al. [2004]. Direct imaging is more sensitive to planets with

high angular separation from their star, and those around fainter stars.

Astrometry

Astrometric planet detection searches for periodic proper motion of stars that can

then be associated with a planetary companion. It makes use of the motion of

the host star about the system's centre of mass, and therefore is more sensitive to

higher mass planets on larger orbits around lower mass stars. The astrometric signal

is also diminished by distance, so closer host stars are preferred. Long observing

campaigns are required to build the baseline for astrometric detection. The �rst

con�rmed astrometric planet detection was presented by Sahlmann et al. [2013].

1.1.3 Planet Formation

A core goal of planetary science is to understand how the diversity we observe

in planetary systems comes about, by developing a general understanding of planet

formation. Here I give a brief and qualitative outline, but more thorough discussions

are available for the interested reader, such as Armitage [2010], Morbidelli et al.

[2012] and Lichtenberg et al. [2022], which informed this overview.

Around a proto-star, the collapsing cloud of material forms a proto-planetary

disc which conserves the nett angular momentum of the cloud. The initial compo-

sition of the cloud is typical of interstellar material, with a small component of

dust comprised of heavier elements and compounds [Lodders, 2003]. These discs

are geometrically thin (vertical scale height h(r ) � radius r ). Being comprised

mostly of gas, the vertical disc pro�le is determined by hydrostatic pressure bal-

ance. The same gas pressure allows the disc to rotate at slightly sub-Keplerian

velocity [Armitage, 2010]. Matter continues to accrete onto the protostar owing to

mass transport driven by viscosity in the disc, which can be described using the

Shakura and Sunyaev [1973]� parameter to construct simple models.

5Uncertainty over the planetary status of 2M1207b concerns not its mass, but its formation
mechanism; a technicality on which the IAU ponders to this day.
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Figure 1.5: A cartoon of snow lines throughout a protoplanetary disc. Not to scale.

The disc is warmed by proto-stellar irradiation, and by the release and dissi-

pation of gravitational potential energy during accretion. The latter is strongest in

the disc's inner regions and at early times when the accretion rate is highest. The

resulting temperature pro�le a�ects a nascent planetary system by determining the

location of snow lines; the orbital distance at which a given molecule can condense6

[e.g. Hayashi, 1981; Morbidelli et al., 2016]. Snow lines mark step-like borders in

the reservoir of dust available for solid body formation, changing the surface density

by a factor of a few, and can migrate with the evolution of the disc temperature

pro�le. They also mark changes in composition of the material reservoir available

planet formation A simple illustration is given in Figure 1.5

Within the disc, micron-sized silicate grains are present below' 1500 K.

Collisions of these particles lead to rapid (� 103 yr) adhesive growth up to at least

mm sizes, at which point bouncing or fragmentation become stronger outcomes of

particle collisions. During the course of this growth regime, dust particles above

mm size settle into the disc mid-plane as they decouple from gas and are less easily

displaced by turbulence. Those larger particles are subject to inward radial drift on

rapid timescales (< 100 yr at 1 au, < 1000 yr at 10 au) owing to aerodynamic drag,

necessitating that the next stage of growth must be quick [Armitage, 2010]. This

6`The snow line' almost always refers to water-ice, but `a snow line' can refer to any species.
Also known as sublimation lines.
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next phase - from mm-sized pebbles through to km-sized planetesimals - is poorly

understood. Candidate explanations include gravitational instability, continued col-

lisional growth, and streaming instability; further discussion is beyond the scope of

this work. Su�ce it to say that planet formation evidently has at least one solution

to this problem, given the number of planets and planetesimals discovered, and it

remains for astrophysicists to understand the mechanism(s) at work.

Once a population of � km-sized planetesimals has formed, gravitational in-

teractions become the dominant mechanism for the assembly of planets. Su�ciently

large bodies exhibit gravitational focusing - the capture cross-section extends be-

yond the bulk radius due to now-signi�cant gravitation on incident planetesimals.

Growth proceeds in a runaway fashion, as gravitational focusing is enhanced as a

planetesimal grows larger. As a planetesimal becomes large enough that we might

call it a proto-planet, it impedes its own growth by exciting the local body of

planetesimals and exhausting the supply available for accretion. This results in a

population of proto-planets distributed across the disc, and also prevents signi�cant

growth in other, smaller planetesimals. Beyond a snow line lies a greater supply of

solid material and therefore the size and number of proto-planets increases.

Interaction between proto-planets and the gas disc leads to migration, which

can be directed inward or outward depending on the conditions in the disc. Migra-

tion brings together otherwise isolated masses, and allows the formation of terrestrial

mass planets such as those seen in our own solar system. The timescale of migration

is inversely proportional to mass, and so in the inner region of a proto-planetary

system the smaller reservoir of mass leads to slower growth and slower migration,

and will eventually result in terrestrial planets. Beyond snow lines, proto-planets

grow faster, so they migrate sooner, and hence the total mass reservoir available to

them further increases. Su�ciently large proto-planets can maintain a gas envelope,

and at even greater masses can accrete from the gaseous component of the disc,

forming gas giants. Given the required speed at which giant planets form, there is

plenty of scope for them to in
uence the continued formation of terrestrial planets

[Morbidelli et al., 2012].

A great number of planetesimals may be left behind by the process of planet

formation (we see evidence of this in the Solar System in the asteroid and Kuiper

belts). These may have undergone di�erentiation, and may have migrated or been

disturbed from their formation radius. Thus the chemical pro�le of a formed plan-

etary system will be far from simple, as shown by the Solar System's asteroid belt.

However we can safely expect to encounter more ice- and volatile-bearing planetes-

imals at larger orbital radii.
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1.1.4 Chemical Diversity of Planetary Material

The assumption of a chemically homogeneous solar nebula has been challenged by

measurements of isotopic ratios in meteorites [see e.g. Warren, 2011]. Whether or

not a protostellar nebular is chemically homogeneous, the condensation of matter

within a protoplanetary disc is certainly far from such. There is no single conden-

sation temperature7 for a given element or species, as the process of condensation

is highly sensitive to temperature, total gas pressure and the abundances of several

species present [Fegley, 2000; Lodders, 2003, Figure 1.6]. Further, the rate of viable

condensation reactions depends upon a multitude of other factors [Fegley, 2000].

The minutiae of these calculations are far beyond the scope of this thesis, but here

I present an outline of the diversity in planetesimal chemistry.

Terminology

When discussing planetesimals, I use the terms `abundance' and `composition', which

have related meanings. Àbundance' concerns the prevalence of atomic species rel-

ative to another element, by weight or by number. It is often given in decadal

logarithmic units, `dex', where 1 dex signi�es a factor of ten. C̀omposition' refers

to the overall chemical make-up of a body, and for example is used when comparing

the chemistry of primitive meteorites to di�erentiated planetesimals.

The abundancesof groups of elements are considered when referring to a

composition as, for example, volatile-rich; these groupings stem from geochemical

classes. Goldschmidt [1937] de�ned the still-used classi�cation of naturally occuring

elements by geochemical a�nity. The three signi�cant categories for this work

are: siderophiles- iron-loving elements, which readily separated into Earth's molten

core; lithophiles - rock- or silicate-loving elements, which remained close to Earth's

surface; andatmophiles (later termed volatiles, which I adopt) - elements that most

often exist in liquid or gaseous states on Earth8. Elements can �t in multiple classes

- for example Goldschmidt classes carbon as both a siderophile and a volatile.

In broad terms, the compositional variety in solar system planetesimals is a

product of formation radius, and subsequent di�erentiation processes experienced

by the body. The composition of the proto-solar molecular cloud underlies the

former. Happily, this can be derived using abundance measurements of the current

solar photosphere and primitive planetesimals, and models of the evolution of the

solar interior [Lodders, 2020]. The former requires that real samples be analysed;

7For ease of comparison, condensation temperatures are frequently calculated at 10� 4 bar.
8Also de�ned are the chalcophiles - sulphur-loving - and biophiles - important for biology.
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Figure 1.6: Condensation pro�les for common species in the Solar System, along
with a plausible pressure-temperature pro�le for the Solar nebula (`P,T Pro�le').
Reproduced from Fegley [2000] with permission from Springer Nature.
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the latter accounts for fusion processes and gravitational settling of metals9 since

the formation of the Sun [Lodders, 2010]. It is also important to identify how

planetesimals condensed, and what evolution they have since undergone.

The most readily available planetary material is Earth, but the interior of our

planet remains inaccessible to direct chemical analysis. Indirect methods provide

constraints on the bulk composition: Earth's moment of inertia indicates a central

concentration of mass. Its density pro�le and layered structure are revealed with

seismic wave measurements [Kennett and Engdahl, 1991]. These can be used along-

side models of chemical evolution during (and since) planet formation to produce

theoretical, but well-founded, compositions of Earth and other planets [Morgan and

Anders, 1980]. Such models are informed by the compositions of asteroids, which

provide snapshots of instantaneous conditions within the Solar system.

While there is a near continuous zoology of meteorites, three main categories

are used: Iron meteorites, which represented fragments of the cores of di�erentiated

planetary bodies. Stony meteorites are dominated by silicates, have not undergone

signi�cant heating since they solidi�ed, and include more primitive samples of the

early Solar system - see below. Stony-Iron meteorites are, unsurprisingly, a combina-

tion of stony and iron material, and are associated with either crust-core boundaries

or collisions between asteroids.

Chondrites

Location in a protoplanetary disc determines the temperature, and so determines

the chemical species that can condense into grains and aggregate together, eventu-

ally growing by collisions forming the �rst rocky bodies. These planetesimals are

chondrites, and where preserved they are the most primitive rocky bodies in the

Solar system. They are stony objects composed of� mm-sizechondrules10 embed-

ded in a matrix of compacted dust, along with refractory inclusions11. Chondrites

are called `pristine' asteroids, in that they have experienced minimal chemical frac-

tionation processes such as melting since their formation, although the origin of

chondrules is unclear and possibly distinct from the rest of the material. Di�erent

groups of chondrites show trends of depletion of volatile elements that indicate their

composition is a product of formation radius.

There are further subcategories, and indices to denote metamorphic evolu-

tion, most of which I will not discuss here - the broader classi�cation of meteorites is

9 In astronomy, metals refers to all elements other than hydrogen or helium.
10 Derived from the Ancient Greek chondros, meaning grain.
11 Crystals of chemical species with the highest condensation temperatures.
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entrenched in historic terminology12, and has inconsistent bearing on the formation

and evolution history of the material. However, worthy of mention are CI chondrites;

a type of carbonaceous13 chondrite whose overall composition bears the closest re-

semblance to the Sun of any planetesimal in the solar system [Lodders, 2003, 2010,

2021]. They contain signi�cant ( ' 20 per cent) proportions of water, along with rel-

atively high portions of other volatile elements. Ironically CI chondrites contain

very few or no chondrules [Frank et al., 2011] - a result of aqueous alteration - but

are still called chondrites due to their overall compositional similarity with other

members of the family [Lodders, 2010]. Unfortunately, CI chondrite meteorites are

extremely rare - only �ve falls of such material have been recovered, yielding less

than 20 kg of material, and long-lying samples (�nds) are vulnerable to weathering.

There is a close match between solar and CI chondrite abundances of almost

all elements. Thus, because physical measurements of the meteorite samples allow

for signi�cantly smaller uncertainties, CI chondrite compositions are used as the

Solar system standard [Lodders, 2003, 2010, 2020, 2021]. The few abundances not

in agreement between solar and CI chondrite are those of volatiles (e.g. H, C, N, O),

which are understood not to be retained in meteorites at solar nebula abundances

[Lodders, 2003; Palme et al., 2014]. Other abundances agree well and show no trend

with volatility, atomic number, or other property [Palme et al., 2014]. Unambigu-

ously identifying and characterising the composition of a CI chondrite analogue in

an exoplanetary system would be the ideal benchmark for comparing its composition

to our own.

Chemical Evolution of Planetesimals

As discussed in§1.1.4, pebbles accumulate into� km-sized planetesimals by pro-

cesses unknown - however, this aggregation must be able to preserve the primitive

composition of planetesimals (else we would see no chondritic meteorites). To pro-

duce the variety of planetesimals present in the solar system requires numerous

physical processes, such as compacting, shocks, scintillation, melting, and catas-

trophic fragmentation. These all require energy sources, and some are associated

with chemical changes either locally of globally in a planetesimal.

Impacts lead to localised heating and shocks, which can compact smaller

planetesimals into more solid con�gurations and cause thermal alteration, but can-

not cause global melting and di�erentiation without fragmenting the planetesimal

[Keil et al., 1997]. Decay of radionuclides such as Al26 provides an energy source

12 Much like many aspects of astronomy.
13 Named for their higher proportion of carbon than other chondrites.
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[Urey, 1955] which can explain sintering, melting, and di�erentiation in planetesi-

mals spanning orders of magnitudes in size [Sahijpal et al., 2007; Gupta and Sahijpal,

2010]. Melting can occur locally or globally for a planetesimal, leading to partial

or global di�erentiation [Taylor, 1992] into core- and mantle-like material, enriched

in siderophiles and lithophiles respectively. Large, di�erentiated planetesimals un-

dergo partial or catastrophic collisions, producing a menagerie of fragments. For

proto-planets, accretion energy alone can lead to bulk di�erentiation of the object.

Lee et al. [2010] suggest that carbon depletion may begin before the formation of

planetesimals due to preferential reaction with oxygen in the inner proto-stellar disc.

Any heating process can lead to depletion of volatiles which were chemically or phys-

ically bound in the planetesimal - even chondrites show some degree of alteration

due to impacts [Trigo-Rodr��guez et al., 2019]. As volatile species enter a gaseous

phase they can readily escape the low gravity of planetesimals, but may remain

gravitationally bound to planets that are in their �nal phases of formation.

It seems unavoidable that the material in the region of the inner planets was

diminished in volatile elements when it formed. That being the case, how do we

recreate the volatile-enriched surface of the Earth? There are multiple explanations,

and once again the minutiae are beyond this work. Su�ce to say that some migration

of giant planets destabilised a reservoir of volatile rich material, scattering it toward

the terrestrial planets. This could have been asteroids [Warren, 2011; Morbidelli

et al., 2012] or a `Late Heavy Bombardment' [Wetherill, 1975; Gomes et al., 2005].

Finding volatile-bearing planets and planetesimals in other planetary systems will

help to solve the question of how volatiles were delivered to our own terrestrial

planets, ultimately leading to the development of life.

1.1.5 Dynamical Evolution of a Planetary System

Once formed, a star undergoes minimal change in mass or radius through its main

sequence lifetime. Consequently, when a nascent planetary system reaches a stable

con�guration, it will not be forced out of that con�guration across the main sequence

lifetime - barring external in
uence. Upon leaving the main sequence stars begin to

undergo dramatic mass loss, which expands the orbits of the planetary system and

leaves it vulnerable to destabilisation. The expansion of the stellar radius is an even

more urgent threat to the inner regions of a planetary system.

The Sun itself will proceed through the evolutionary changes described in

§ 1.1.1. The expansion of the stellar envelope will lead to the engulfment of Mercury,

Venus, and Earth14, while Mars and the outer planets will survive on wider, but still
14 Earth could survive given a plausible but precise evolution through the giant branches.
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(a) (b)

(c i) (c ii)

Figure 1.7: The predicted evolution of the Solar System, reproduced with permission
from Boris G•ansicke. (a) Main sequence phasei.e. present day. (b) Red Giant
phase. Inner planets are engulfed by the expanding red giant Sun, while mass loss
causes orbital radii of more distant planets, and asteroid belt, to increase. (c i)
White Dwarf phase. The white dwarf Sun persists in the centre of the remnant
Solar System, which may have become dynamically unstable. (c ii) White Dwarf
phase. A planetesimal perturbed towards the white dwarf Sun is tidally disrupted
and forms an accretion disc at a distance of a few au.NB Two order-of-magnitude
scale change.
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approximately circular, orbits following steady mass loss from the Sun [Duncan and

Lissauer, 1998; Debes and Sigurdsson, 2002]. Bodies beyond� 104 au are highly

likely to become gravitationally unbound through the post-main sequence phase due

simply to stellar mass loss [Veras and Wyatt, 2012], suggesting the Oort Cloud may

be almost completely unbound. The asteroid belt may undergo catastrophic devel-

opment due to intense irradiation, and orbits of more distant planetesimals such as

the Kuiper belt are sensitive to many in
uences, which makes holistic computation

challenging [Veras, 2016].

Eventually, the outer layers of the dying Sun are ejected as a planetary neb-

ula, leaving a behind a 0:53 M� white dwarf orbited by Mars, the giant planets, and

somewhat perturbed asteroid and Kuiper belts. The changed con�guration of the

asteroid belt and outer planets invite scenarios where planetesimals are dynamically

perturbed onto highly eccentric orbits, capable of closely approaching the white

dwarf. I will discuss this more in § 1.3. What the example of the Solar system

illustrates is that we expect a planetary system to be altered, but not completely

destroyed, by the post-main sequence evolution of the host star. Consequently, the

white dwarf that emerges from the planetary nebula is surrounded by a remnant

planetary system. Figure 1.7 illustrates this evolution. Let us examine now the

enigmatic host of our post-apocalyptic stellar-planetary system.

1.2 White Dwarfs

White dwarfs are the destiny of almost all stars. As discussed in§ 1.1.1 a star

su�ciently massive to ignite nuclear fusion in its core but not so massive as to

later instigate a catastrophic core collapse will evolve to a giant star, expel its outer

layers as a planetary nebula. It leaves behind an ember that is functionally devoid of

internal energy sources, heated by gravitational contraction and doomed to forever

cool.

1.2.1 Spectral Classi�cation

The optical spectra of most white dwarfs are dominated by either hydrogen or helium

absorption lines, or are devoid of strong features. However, myriad minor transition

lines are revealed in some by high quality spectroscopy, demanding a variety of

explanations. First, an outline of the main spectral classes of white dwarfs is needed.

White dwarfs are denoted with a `D' (degenerate) in spectral classi�cation.

Letters are then appended to denote the features of the spectrum, in approximate

order of strength, following the system proposed by Sion et al. [1983], with some
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Table 1.1: Spectral class notations for white dwarfs. Notations in the �rst part of
the table can be used individually or in combination. Notations in the lower part
of the table must be appended to a classi�cation.

Class Features of spectrum
DA Balmer line series
DB He I series
DC Featureless
DO HeII series
DQ Carbon Swan bands
DX Unclassi�ed or peculiar features
DZ Metal lines
...e Emission lines
...H Magnetic Zeeman splitting of lines
...P Polarisation
...V Variability

notation imported from the modern spectral classi�cation system (see§ 1.1.1). The

majority of white dwarf spectra are of spectral type DA - meaning their spectra

feature the Balmer series, or at least H� as the most prominent lines [Kleinman et al.,

2013; Kepler et al., 2021; McCleery et al., 2020]. DO and DB signify the ionised and

neutral helium line series, with DC used for those with featureless continua. The

most common classes are listed and described in Table 1.1, and illustrative examples

are given in Figure 1.8, leaving two key points to address here:

Firstly, spectral types can be combined. Indeed even `DA' is a combination

of degenerate, `D', and A-type/HI line(s), `A'. Further combinations then occur

naturally: a similar star with small calcium absorption features would be a `DAZ',

with the order showing qualitative signi�cance of spectral features. A white dwarf

exhibiting only several strong metal absorption features is labelled a `DZ', but if

a small H� absorption feature is also detected the star is classi�ed as a `DZA'. If

emission features are then detected in those line cores, the star is reclassi�ed as a

`DZAe'.

Secondly,spectral class does not necessarily dictate the numerically dominant

species in a white dwarf 's atmosphere. For example, GD 362 was initially labelled

as a DA [Gianninas et al., 2004], but further study revealed it to have a helium-

dominated envelope [Zuckerman et al., 2007]15. Di�erent species cause di�erent line

strengths; for example, cool `DZ' and `DC' atmosphere do not show spectral lines

of hydrogen or helium. Below e�ective temperature Te� ' 12 000 K helium atoms

15 WD J2047{1259, discussed in Chapter 3, bears a similar history, having been labelled DA by
the Edinburgh-Cape survey before being studied closely.
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produce no absorption features in optical wavelengths, and belowTe� ' 5000 K

hydrogen the Balmer line series disappears. Thus, belowTe� ' 5000 K a spectral

type does not indicate the atmospheric composition. Furthermore, absorption lines

from metals remain strong at these e�ective temperatures. DZ white dwarfs are

typically identi�ed by calcium absorption features and other metals, even though

these species are present at trace levels in white dwarf atmospheres [Hollands et al.,

2017, 2022]. Even at higher temperatures, certain absorption features may not be

detected without high quality spectra.

Spectral class is a strange concept, and not an intrinsic property of a star - if

a star has never had spectroscopic observations taken, it has no spectral class. The

quality of observations also impacts classi�cation, as minor features can be missed.

Wavelength coverage determines what features may be observed at all; spectral

classi�cation normally assumes optical coverage, but this is not always available.

Classi�ers, human or otherwise, are not faultless; hence some stars will inevitably

be mis-classi�ed. Despite this, white dwarf literature often treats spectral type as

an intrinsic property of the star, at least in prose. Throughout the rest of this thesis,

I will use \hydrogen-" and \helium-dominated" to refer to the dominant species in

the white dwarf's envelope. The composition of the core (see§ 1.2.2 below) is of

little direct in
uence on the work presented here.

1.2.2 Properties and Structure of White Dwarfs

One can deduce many interesting properties of white dwarfs without detailed at-

mospheric models: Photometrically-derived spectral energy distributions show that

the white dwarf population occupies a vast range of e�ective temperaturesTe� '

100 000 K to 4000 K, and spans orders of magnitude in luminosity. Spectra show

strong, broad lines of the hydrogen Balmer series, or of helium, indicating extreme

pressure in the stellar atmosphere. Astrometry of white dwarfs in binaries shows

they have masses comparable to low mass main sequence stars. Their membership

in stellar multiples also showed their intrinsic luminosity was much lower than that

of other stars16.

White dwarf masses are sharply peaked around 0.6 M� [e.g. Kepler et al.,

2007; McCleery et al., 2020]. This value is not intrinsically special, but rather a

product of the star formation history and age of the Milky Way. Given time, the

vastly more numerous, lower-mass, longer-lived main sequence stars will evolve into

become white dwarfs, lowering this canonical average value.

16 Sirius B caused consternation when it was discovered to be ten magnitudes fainter, and the
same spectral type as its 2 M� companion, despite a mass ofM ? ' 1 M � ,!

23



Figure 1.8: Examples of white dwarf spectra that illustrate the variety across di�er-
ent spectral classes. Reproduced from the PhD thesis of Christopher Manser (2018),
Figure 1.5.
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Most white dwarfs have a carbon-oxygen core (Rarely: helium, or oxygen-

neon - § 1.1.1), [Fowler, 1926] devoid of nuclear reactions. The core contains& 99

per cent of the star's mass, held in hydrostatic equilibrium as gravitational pressure

(/ M
R2

2
) is opposed by electron degeneracy pressure17 (/ M

R3
5=3

). White dwarfs

therefore physically shrink with increasing mass,R / M � 1=3, but in any case their

radii are typically � 0:01 R� { comparable to the Earth { explaining their intrinsi-

cally faint nature. This elicits a far higher surface gravity (log g ' 8) than main

sequence stars experience.

The core of the white dwarf is surrounded by a highly opaque envelope which

determines the rate of cooling [Mestel, 1952; Koester, 1972; Liebert et al., 1988;

D'Antona and Mazzitelli, 1990; Wood, 1995; Fontaine et al., 2001]. The visible

layer of the envelope is often called the atmosphere of the white dwarf. The ad-

dition of Gaia parallax data led to observational con�rmation of white dwarf core

crystallisation [Tremblay et al., 2019], and enabled determining total stellar age with

uncertainties of less than 5 per cent [Moss et al., 2022]. This makes white dwarfs

useful cosmic timekeepers up to Gyr timescales, even providing a simple lower limit

on the age of the Milky Way and even the universe through the ages of the oldest

known white dwarfs [Winget et al., 1987].

Combining white dwarf cooling sequences with a well constrained initial-to-

�nal mass function [Weidemann, 1977, 1984, 2000; Ferrario et al., 2005; Cummings

et al., 2018] renders white dwarfs a key tool in `galactic archaeology'; that is, un-

covering the history of star formation in the galaxy [Fontaine et al., 2001; Tremblay

et al., 2014; Torres et al., 2021; Cukanovaite et al., 2023].

1.2.3 White Dwarf Atmospheres

Convection and Radiation

The thermal cooling of a white dwarf is limited by the transport of energy away

from the core. Initially, this transport occurs radiatively.

White dwarf envelopes are optically thick, meaning that photons emitted

in the core are absorbed and re-emitted countless times on their way to the stellar

surface. Thus, information such as atomic transitions carried by the photons emitted

in the core is long lost by the time those photons escape the white dwarf surface. In

fact, only the uppermost portion of the envelope transmits information beyond the

star in this way. This region is delimited by the photosphere; a radial point beyond

17 This is note quite true; no white dwarf has a core temperature of 0 K (yet). Thus there is a
thermal pressure component too, which would greatly complicate equations, that is usually ignored.
The non-degenerate envelope also responds to thermal pressure.
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Figure 1.9: The evolution of the convection zone within the envelope of a hydrogen-
dominated (left; reproduced from Figure 14 of Dufour et al. [2007]) and helium-
dominated (right; reproduced from Figure 3 of Bergeron et al. [2011]) 0.6 M� white
dwarf { note the di�erent scales for Te� . The ordinate axis is a description of
radial depth in terms of mass fraction, arranged so that up and down represent the
surface- and core-ward directions respectively. The solid line shows the limit of the
photosphere.

which photons undergo fewer than one scattering events. Light emitted from or

above the photosphere escapes the star and is observed directly with spectroscopy.

As cooling proceeds, temperature gradients develop in the non-degenerate

envelope. When these become su�ciently steep, convective motions are initiated

in a region of the white dwarf plasma. Within this zone, convection dominates

energy transport. Figure 1.9 illustrates how these convection zones evolve within

the envelope, and shows that in hydrogen white dwarfs the convection zone appears

at a much lower temperature (and therefore later cooling time), demonstrating the

dichotomy between the evolution of hydrogen- and helium-dominated white dwarfs.

The material within a convective zone is homogeneously mixed, and so when the

photosphere is within the limits of the convection zone a much greater depth of the

white dwarf envelope is encoded in the photons emitted.

1.2.4 Atmospheric Di�usion

Consider a hot, hydrogen-dominated white dwarf. The envelope is supported against

gravity by thermal pressure and consists of a plasma of dissociated hydrogen. Pro-

tons, being more massive than electrons, experience a greater gravitational force,

but are prevented from stratifying by the Coulomb interaction. A heavier element

present in trace concentration experiences a far greater gravitational force. Even

if it is multiply ionised, it cannot remain in hydrostatic equilibrium with the the
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surrounding plasma and so moves towards the core - this process is known as grav-

itational settling.

Photon momentum is overall radially outward across the envelope due to

the temperature gradient between white dwarf core and surface. Thus, an ion is

more likely to absorb photons with outward momentum. Ions re-radiate this en-

ergy isotropically, and therefore gain outward momentum. An equilibrium natu-

rally forms in the distribution of ions in the envelope; su�cient concentrations will

saturate absorption at strongly absorbed wavelengths and limit further momentum

transfer from the radiation �eld to the ions [Fontaine and Michaud, 1979; Vauclair

et al., 1979; Chayer et al., 1995a,b; Koester, 2013b]. This phenomenon of radiative

levitation is known to sustain heavy ions in the atmosphere at trace levels in white

dwarfs with Te� � 40 000 K [Chayer et al., 1995a], and even as cool asTe� � 20 000 K

in hydrogen dominated white dwarfs [Chayer et al., 1995b].

In cooler white dwarfs, radiative levitation should be negligible, but strong

absorption lines from metals are frequently observed - most often spectral types DQ

and DZ. In the case of the former, carbon in cool DQ stars can be explained by

convective dredge-up of material from the core [Pelletier et al., 1986; Koester et al.,

2020]. The latter case, DZ spectral types, are usually determined by optical calcium

absorption lines, but deeper studies often reveal a host of elements including oxygen,

silicon, iron and magnesium, with varying relative abundances. The origins of these

metals will be discussed in§ 1.3.

Once convective zones develop in the white dwarf, the picture changes some-

what. The convective motions oppose gravitational settling across a large radial

extent of the atmosphere, in which material is homogeneously mixed and so abun-

dances are homogenised. Nonetheless, a heavy element will continue to experience

a greater gravitational force, and at the bottom of the convective region will di�use

into the radiative matter below and then sink. Di�usion coe�cients have been ana-

lytically calculated [Paquette et al., 1986a,b]. This allows the calculation of di�usion

timescales for given white dwarf parametersTe� , logg [Fontaine and Michaud, 1979;

Dupuis et al., 1992; Koester and Wilken, 2006; Koester, 2009, 2013a; Koester et al.,

2020], examples of which are shown in Figure 1.10.

In the limit of a trace concentration of an element Z , mass abundanceX ,

di�using at velocity � d in a convective reservoir with constant massM cvz, density �
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and surface area18 4�R 2, then the di�usion equation is

M cvz
dX (Z )

dt
= � 4�R 2�� dX (1.3)

We can de�ne the exponential di�usion timescale

� (z) =
M cvz

4�R 2�� d
(1.4)

and integrate Eq. 1.3 such that

X (z; t) = X (z;0)e(� t=� (z)) (1.5)

The calculated timescales for metal atoms to di�use through the convection

zone are much shorter than the evolutionary timescale of the star [Fontaine and

Michaud, 1979; Vauclair et al., 1979; Koester and Wilken, 2006; Koester, 2009]. In

radiative atmospheres these timescales are of order days, while in cooler, convective

atmospheres they reach� Myr [Koester et al., 2020]. This, in isolation, would

still lead to chemical strati�cation { meaning a surface of hydrogen and/or helium,

depending on evolutionary history { and yet heavier elements are frequently observed

in white dwarfs. Their presence requires an extra-stellar source of metals repeatedly

or continuously added to the envelope, which will be discussed in the following

sections.

1.2.5 Atmospheric Models

White dwarf atmospheres have been the subject of extensive modelling, in order

to determine white dwarf parameters by the spectroscopic technique. Hydrogen-

dominated white dwarfs can be modelled well using only two parameters {Te� and

logg. In many cases the entire spectrum can be reproduced to order one per cent

accuracy using these simple models and rapid �tting methods such as least sum of

squares, making white dwarfs an excellent tool for 
ux calibration [Bohlin et al.,

2001, 2014]. Helium-dominated white dwarfs have shown to be more challenging,

and require the inclusion of trace hydrogen in models to reproduce line pro�les due

to the change in opacity [Bergeron et al., 2011; Koester and Kepler, 2015; Rolland

et al., 2018; Bergeron et al., 2019; Cukanovaite et al., 2019].

Throughout most of white dwarf research, 1D atmospheric models have relied

on a number of assumptions or simpli�cations taken to reduce computation times

18 This is the surface area of the bottom of the convection zone, through which matter is di�using
into the deeper envelope and eventually the core.
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Figure 1.10: Convection zone mass fractions (black, left axis scale) and sinking
timescales of oxygen (blue) and iron (orange; both right axis scale) in DA (solid)
and DB (dotted) from atmosphere models of Detlev Koester.
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to reasonable levels, the details of which are beyond the scope of this work. The

models used in this work are the product of Detlev Koester's 1D atmospheric model

code. These models assume local thermodynamic equilibrium throughout the white

dwarf atmosphere. In short, it is assumed that the mean free path (the distance

between interactions) for a photon is much shorter than the characteristic length

scales of pressure and temperature. This greatly simpli�es the equations needed to

compute distributions of particle energy and ionisation states.

Stellar atmosphere models including detailed convection were computation-

ally unfeasible for much of the 20th century. Instead, a 1D approximation called mix-

ing length theory was developed [B•ohm-Vitense, 1958], and speci�c arrangements of

the theory are used for white dwarfs with di�erent atmospheric compositions [Berg-

eron et al., 2011]. However, in the 21st century it has become feasible to make 3D

atmospheric models, and this has been applied to white dwarf model atmospheres

[Tremblay et al., 2011, 2013a,b; Cukanovaite et al., 2018, 2019; Cunningham et al.,

2019], with a particularly noticeable e�ect on the spectroscopically-derived masses

of helium-dominated white dwarfs [Cukanovaite et al., 2018, 2019]. Owing to the

extra computational requirements of 3D models, bespoke investigative requirements

are usually met with 1D models. The models used throughout this body of work

are described in§3.3.1.

For the purpose of �tting atmospheric parameters Te� and logg, model grids

with only those parameters are suitable. Once numerous trace metals are included in

models (so that their relative abundances can be determined), the dimensionality of

the problem rapidly increases and computing a detailed model grid quickly becomes

unfeasible. In this case, more complicated �tting methods are required [Izquierdo

et al., 2021].

1.2.6 Areas of White Dwarf Research

Some of the most active areas of white dwarf research include:

White Dwarf Evolution

: To understand the cooling processes that determine the evolution of white dwarfs

underpins their applications to other areas of astrophysical research.Gaia photom-

etry revealed the crystallisation processes that accounts for a signi�cant delay in

cooling evolution [Tremblay et al., 2019], and studies of spectral evolution are also

required to properly understand cooling processes [B�edard, 2024], while asteroseis-
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mology probes white dwarf interiors, to understand processes in the core [C�orsico

et al., 2019].

White Dwarf in Binary Systems

: All manner of interesting phenomena arise from stellar multiples involving white

dwarfs, such as supernovae progenitors, pulsars, and cataclysmc variables [e.g. Toloza

et al., 2019]. Double white dwarf binaries are an important source of gravitational

waves for the upcoming Laser Interferometer Space Antenna mission.

White Dwarf Planetary Systems

: Observational traces of planetary systems at white dwarfs allow for di�erent per-

spectives of study compared to mainstream exoplanet research - most notably by

allowing measurements of composition. This will be discussed in the§1.3.

1.3 White Dwarf Planetary Systems

When van Maanen [1917] identi�ed spectral calcium absorption lines in van Maa-

nen 2, the astronomical community was unaware that the �rst detection of extra-

solar planetary material had taken place. Decades passed before the connection to

planetary science was made, during which other explanations for the presence of

atmospheric metals were o�ered but have been unable to reproduce observations,

such as convective dredge-up, and accretion from the interstellar medium [Dupuis

et al., 1993b,a].

The breakthrough case study started with the serendipitous discovery of a

dust disc around G 29{38, correctly characterised as such by Graham et al. [1990].

Later, Koester et al. [1997] identi�ed and measured the strengths of absorption lines

for Mg, Ca & Fe, allowing determination of their abundances relative to hydrogen.

G 29{38 is su�ciently cool as to expect a chemically pure atmosphere (see§ 1.2.4),

and so accretion from the previously identi�ed warm circumstellar material was in-

voked as the explanation. Koester et al. [1997] still attributed the accreted material

to interstellar matter; this explanation held sway until Jura [2003] proposed that a

tidally disrupted asteroid could explain the observations. Zuckerman et al. [2003,

2007] then made the �rst steps towards measuring and analysing the relative abun-

dances of metals in white dwarf atmospheres. It is now well established that up to

50 per cent of white dwarfs are polluted by their remnant planetary systems [Jura,

2003; Zuckerman et al., 2010; Koester et al., 2014].

Jura and Young [2014] provide a wide review of this �eld of research.
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1.3.1 Dynamics, Destabilisation and Disruption

Independent of the developments in white dwarf science, Duncan and Lissauer [1998]

showed that large swathes of the post-main sequence Solar System - in particular the

four giant planets - are expected to remain stable for� Gyr, despite the solar mass

loss incurred during post-main sequence evolution (§ 1.1.1). Debes and Sigurdsson

[2002] examined the rami�cations for white dwarfs, and showed that changes to the

orbital con�guration of planets will be felt keenly by planetesimal bodies such as

Kuiper Belt analogues; individual planetesimals will reach high orbital eccentricities

and interact with the central white dwarf.

Such an interaction is catastrophic for the planetesimal if it crosses the Roche

radius19 where tidal gravitational forces completely disrupt a simple, undi�erenti-

ated rocky body. A debris disc forms and is steadily accreted onto the star.

Though a particularly young topic within a young �eld, there is a growing

body of work that investigates how planetesimals are perturbed towards the white

dwarf [Bonsor et al., 2011; Bonsor and Wyatt, 2012; Mustill and Villaver, 2012;

Veras et al., 2014a; Mustill et al., 2014; Wyatt et al., 2014; Bonsor and Veras, 2015;

Veras et al., 2016; Mustill et al., 2018; Grishin and Veras, 2019; Blouin and Xu, 2022;

Hollands et al., 2022; Veras and Rosengren, 2023], and that examines the theoretical

properties of the debris discs and the planetesimals that contribute to them [Veras

et al., 2014b, 2015; Kenyon and Bromley, 2017a,b; Malamud and Perets, 2020b,a;

McDonald and Veras, 2021; Malamud et al., 2021; Veras et al., 2021; Brouwers et al.,

2022].

Veras [2016] provide a comprehensive review of dynamical studies concerning

post-main sequence planetary systems.

1.3.2 Circumstellar Discs

Jura [2003] outlined a model for discs originating from the disruption of planetes-

imals, assuming the disc to be opaque, geometrically thin, dynamically cold, and

with an inner edge temperature of ' 1000 K. The inner disc radius is restricted by

the sublimation radius, which is material- and Te� -dependent [Stecklo� et al., 2021].

The outer radius is less strongly constrained, but should be of order the Roche

radius; the lack of observational evidence for cool dust supports this.

Sublimation sustains a connected disc of vapour [Brinkworth et al., 2009;

Melis et al., 2010, see§ 1.3.5 for observations of gas discs] which extends to the

stellar surface. The evolution timescale of the solid disc is longer than that of the

19 For canonical values for white dwarf mass and rock density, this is approximately 1 R � .

32



vapour disc [Ra�kov, 2011a], and therefore the transport of material through the

solid disc to the sublimation point dictates the mass accretion rate. This is discussed

further in § 1.4.2.

Kenyon and Bromley [2017a,b] performed numerical simulations of a debris

disc, steadily fed matter from some external source, around a canonical white dwarf.

They consider the evolution of �rst the solid and then the gaseous component of the

disc. Their work showed that large & 100 km bodies are reduced to micron-sized

dust by rapid ( . 100 yr) `collisional cascades', and produce a gas disc which spans

from the white dwarf photosphere to beyond the Roche radius. A key �nding of this

work is that the scale height of discs remains far larger than the conventional `thin

disc' model of Jura [2003], but consistent with the large transit signals associated

with disintegrating planetesimals { see§ 1.3.5.

Brouwers et al. [2022] provide a road-map of the myriad pathways and process

covering from tidal disruption to accretion onto the star.

1.3.3 Observations of Infrared Excesses from Dust Discs

Disrupted planetesimals settle into a debris disc which is warmed by the star. This

disc is observed most easily in the infrared, where it can outshine the emission from

the white dwarf by orders of magnitude. Zuckerman and Becklin [1987] discovered

a white dwarf with an infrared excess, G 29{38, correctly identi�ed as a dusty disc

by Graham et al. [1990].

Since that discovery, extensive searches have found' 50 white dwarfs with

debris discs, and more candidates awaiting con�rmation [Kilic et al., 2005; Kilic and

Red�eld, 2007; von Hippel et al., 2007; Jura et al., 2007a, 2009b; Farihi et al., 2009;

Debes et al., 2011a,b; Rocchetto et al., 2015; Barber et al., 2016; Dennihy et al.,

2016, 2017; Rebassa-Mansergas et al., 2019; Xu et al., 2020; Lai et al., 2021; Owens

et al., 2023]. Debris discs occur around 1{3 per cent of young white dwarfs [Farihi

et al., 2009].

The Spitzer Space Telescope [Werner et al., 2004] was a particularly valuable

tool during its cryogenic mission, allowing some constraint of the silicate composition

of such discs [Jura et al., 2007b, 2009b,a; Brinkworth et al., 2012]. Even during its

`warm' mission it continued to identify white dwarf debris discs.

Key areas of ongoing research include whether these discs are dominated by a

single planetesimal, or continuously (and signi�cantly) bombarded by a population

of smaller planetesimals. Many analyses have investigated variability in these discs,

revealing a wide array of behaviours [Rocchetto et al., 2015; Bonsor et al., 2017;

Wilson et al., 2019; Swan et al., 2019a; Rogers et al., 2020; Swan et al., 2020].
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This variability, and other �ndings [Jura et al., 2007b; Farihi et al., 2017], are

incompatible with aspects of the Jura [2003] model, suggesting a more complex

picture.

Determining the lifetimes of these debris discs is also of great interest. Appar-

ent di�erences in accretion behaviour among white dwarfs are discussed in§ 1.4.2,

but the comparison between disc lifetimes and element sinking timescales (§ 1.2.4)

is important. Girven et al. [2012] derived from observations a typical disc lifetime of

4 � 105 yr but with an order of magnitude uncertainty either side. Veras and Heng

[2020] argued for a maximum stable lifetime of 104 yr from their analytical study.

Farihi [2016] gave a comprehensive review of white dwarf debris discs.

1.3.4 Prevalence of Pollution

Determining the prevalence of remnant planetary systems around white dwarf pro-

vides a measure of the ubiquity of planet formation independent of searches for

planets, but is not without its own biases and limitations. Given the higher equilib-

rium abundance from radiative levitation in hotter white dwarfs ( § 1.2.3), searches

for pollution by planetary material are generally limited to Te� . 25; 000 K. The de-

tection limit of heavy elements is a complicated function of instrumental capabilities

and white dwarf properties. For this reason, surveys use consistent observational

set-ups and are constrained to small parameter spaces.

[Koester et al., 2014] examined a sample of 85 hydrogen-dominated white

dwarfs (17; 000 K < T e� < 27; 000 K) observed in ultraviolet wavelengths (see§ 1.5.2

for more details). They found evidence ofongoing accretion of silicon { taken

as a proxy for evidence of planetary material { at 23 white dwarfs (27 per cent)

They argued that where silicon was detected at abundances explained by radiative

levitation, a history of accretion could still be invoked; in that case, up to 48 stars

(56 per cent) show evidence of remnant planetary systems. Zuckerman et al. [2010]

found that among 54 helium-dominated white dwarfs (13; 500 K < T e� < 19; 500 K),

16 (30 per cent) showed metal pollution. Given the longer di�usion timescales of

helium-dominated white dwarfs stars, active accretion may not be ongoing, but

planetary origin of the pollutant material is not disputed.

1.3.5 Rare Cases in White Dwarf Planetary Science

Observing programs targeting white dwarfs continue to probe the properties of their

remnant planetary systems, which manifest in a multitude of forms.
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Gas Emission Discs

Optical spectroscopy covering the CaII triplet has revealed circumstellar line emis-

sion around tens of white dwarfs [G•ansicke et al., 2006, 2007, 2008; Farihi et al.,

2012a; Melis et al., 2012; Wilson et al., 2014; G•ansicke et al., 2019; Dennihy et al.,

2020; Gentile Fusillo et al., 2021b], and recently Owens et al. [2023] reported the

�rst detection of comparable infrared line emission (rather than continuum emission

from the dust as in 1.3.3). This emission originates from a gas disc spatially coinci-

dent with a debris disc around a polluted white dwarf [Melis et al., 2010]. Gas discs

are a found at a subset of white dwarfs with debris discs, which in turn a subset

of white dwarfs with metal pollution [Manser et al., 2020]. Many of these systems

show variability in the emission line strengths and morphology [Wilson et al., 2014,

2015; Manser et al., 2016; Dennihy et al., 2018; Manser et al., 2019], indicative of

dynamically active disc.

Doppler Tomography produces velocity-images of a disc based on emission

line pro�les, given a su�cient baseline of observations [Horne and Marsh, 1986].

This has so far been applied to two white dwarf systems [Manser et al., 2016, 2021]

Continued study of the SDSS J1228 system revealed disc precession on a timescale

of many years, and the presence of a planetesimal (of signi�cant internal strength,

so as to resist tidal disruption) within the disc [Manser et al., 2019]. Other gas discs

show this precession and may also host surviving planetesimals.

Transit Signals

As discussed in§ 1.1.2, the transit method has become the most proli�c planet-

�nding technique. A transit of a white dwarf by even an Earth-sized planet would

cause a deep signal due to their small radii, but that same property highly constrains

the orbital arrangements that can produce a transit observable from any given view-

ing angle. The DECam minute cadence survey did not observe any planetary transit

signals in its �rst analysed �eld which included 374 white dwarfs [Belardi et al., 2016;

Dame et al., 2019], although with an expected detection rate of just 0.7 per cent for

periods shorter than 30 h. Vanderburg et al. [2020] found a transit signal for a can-

didate giant planet around a white dwarf, but have not been able to con�dently rule

out a brown dwarf as the occulting object.

Vanderburg et al. [2015] detected six sets of' 4:5 hr period transit sig-

nals, characterised as debris clouds from a disintegrating planetesimal around a

white dwarf, which evolved over the 80 day observing baseline. Other systems have

transits with debris-like properties [Vanderbosch et al., 2020, 2021; Guidry et al.,
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2021; Farihi et al., 2022] with orders-of-magnitude di�erences in transit duration

and period, but all attributed to disintegrating planetesimals. Vanderbosch et al.

[2020] found individual transit events lasting up to 25 d of a 107 d period (and vari-

able strength calcium absorption) which challenges the conventional paradigm of a

rapidly circularised debris disc following a disruption event.

X-ray observations of white dwarf planetary systems

The in-fall of material onto a white dwarf atmosphere should, in principle, produce

X-ray emission. Initial attempts to observe X-ray emission from isolated metal pol-

luted white dwarfs were only able to place upper limits on the accretion rate [Jura

et al., 2009b]. However, Cunningham et al. [2022] reported X-ray detections origi-

nating from G 29-38 with 4:4� con�dence, and derived an instantaneous accretion

rate consistent with those determined by modelling photospheric pollution. Estrada-

Dorado et al. [2023] reanalysed XMM-Newton observations of G 29-38, con�rming

this detection and associating its energetic signature with emission from iron ions.

Astrometric Signals

Gaia's high precision astrometric solutions have raised the prospect of �nding plan-

etary companions to white dwarfs via the astrometry method. Sanderson et al.

[2022] predicted a yield of 8� 2 such detections, likely from systems with remnant

planetary architecture that is less e�ective at scattering planetesimals towards the

host white dwarf. At time of writing, no such detections have been con�rmed20.

White Dwarfs in Binary systems

Martin et al. [2021] presented a Jovian planet around a K-dwarf, itself in a binary

with a white dwarf, one of � 10 such (Main Sequence star with planet, plus white

dwarf) systems known. Therein the white dwarf's total age was exploited as an

independent comparison to the host star's age, derived by gyrochronology. The

two values were compatible, with errors at a 12 per cent level, as opposed to the

' 100 per cent errors on isochrone measurements. The age estimate for the white

dwarf is highly dependent on the initial-to-�nal mass relation used. Spectroscopic

follow-up found no evidence of pollution of the white dwarf photosphere [Fitzmaurice

et al., 2023, also presenting improved contraints on the white dwarf total age].

20 One candidate was announced following Gaia data release 3, but has since been retracted -
cosmos.esa.int/web/gaia/dr3-known-issues#FalsePositive
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1.4 Bulk Abundances of Accreted Material

The persistent presence of metals in the atmospheres of white dwarfs indicates on-

going (or recent) accretion of planetary material. A spectrum bearing features from

multiple polluting metals can be modeled to reveal the bulk abundance of the ac-

creted material.

In this section I will outline the physical processes that produce these absorp-

tion lines, discuss how they can be used to measure the composition of exoplanetary

material, and then summarise the current literature concerning compositional anal-

ysis of remnant planetary systems at white dwarfs.

1.4.1 Absorption Lines of White Dwarf Photospheres

Spectral lines arise from the interaction between a photon and atoms (or molecules)

either neutral or ionised. Such a particle is `excited' when it interacts with a photon

whose energy matches an electron orbital transition; the photon is absorbed, and

the electron enters a higher energy state21. The electron will later `de-excite' either

directly to its ground state, or via a series of transitions to lower excitation energy

levels, releasing photons corresponding to the energy of transition.

A single transition, whether excitation or de-excitation, has a unique energy

which corresponds to a speci�c photon wavelength. A spectral line can therefore

appear in either absorption or emission. The former occurs if the excited particles

are illuminated by a hotter light source: A continuum from the light source is seen,

but with lower intensity at absorption wavelengths as those photons are randomly

re-emitted. The latter occurs when the intensity of those uniformly emitted pho-

tons exceeds the continuum emission of the observed material, for example if those

photons can easily escape the medium without scattering.

Every atom, ion or molecule has a distinct set of spectral lines. Thus the

observed absorption lines of a white dwarf can be used to identify the species present

therein.

White dwarf atmospheres are dominated by hydrogen or helium, and the

opacity of the dominant element determines the depth of the photosphere at a given

wavelength. This impacts the observed line strength; a deeper photosphere means

a greater visible atmosphere, and so (for a given relative abundance) a greater

number of pollutant atoms contribute to a spectral feature. Cooler white dwarfs

have deeper photospheres and so smaller abundances of an element can be detected;

O'Brien et al. [2023] con�dently determined a relative calcium abundance below

21 If the incident photon energy does not match an allowed transition, the photon is scattered.

37



10� 12 in a Te� = 3750 K hydrogen-dominated white dwarf. Detection limits depend

not only on Te� , but log g, apparent brightness of the star, and the properties of the

instrument used.

A number of other physical processes a�ect the spectral line pro�les of a white

dwarf. For example, the intense surface gravity means that collisional broadening

occurs, increasing the width of the line pro�le - this is particularly noticeable when

comparing the highly broadened lines from a white dwarf to the narrow equivalents

of a red supergiant. Gravitational redshift also a�ects the entire spectrum of a

white dwarf, changing the central wavelengths of absorption features. To accurately

reproduce spectral line pro�les and therefore the abundances of trace species, e�ects

such as these must be included in the creation of synthetic white dwarf spectra -

although all have computational costs. The presence of trace metals can even impact

the opacity of white dwarf atmospheres [Blouin, 2022].

1.4.2 Accretion-Di�usion

As discussed in§ 1.2.4, di�usion timescales are signi�cantly shorter than the cooling

timescale of these stars. In particular, hydrogen-dominated white dwarfs may have

di�usion timescales of order less than one year, often of order days, and most show

no indication of variable absorption features over multi-decade observation baselines

[e.g. Johnson et al., 2022]. When these stars are polluted, it indicates an ongoing

accretion event.

Following the simple model proposed by Jura [2003], a lone asteroid is tidally

disrupted, forms a debris disc, accretes onto the white dwarf, and then disappears

from the atmosphere over several di�usion timescales after accretion ends. Koester

and Wilken [2006] provided a mathematical framework compatible with this model

to describe the abundances of metals in the atmosphere. Equation 1.5 is modi�ed

to include a source of the pollutant species via an accretion rate_M (z), and we solve

for the full accretion-di�usion abundance

X (el; t) = X (el; 0)e� t=� (z) +
� (z) _M (z; t)

M cvz
[1 � e� t=� (z) ] (1.6)

with X the abundance and� the di�usion timescale as before. This somewhat

complicates the solution; however we can make some simpli�cations. For a single

accretion event we neglect the initial abundanceX (el; 0), and �x _M (z) constant

for some duration T, after which it steps to 0. We then examine three regimes (for

which I adopt the terminology from Swan et al. [2019b]) to obtain simpler equations:

ˆ Increasing Phase (t � � (z)): For a short time after accretion begins, the e�ect
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Figure 1.11: Numerical and relative abundances of three toy elements with di�erent
(unitless) sinking timescales (blue: 0.5; green: 1; orange; 1.5) over an accretion
episode of duration T.
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of di�usion is small. With negligible initial abundance, and a �rst order Taylor

expansion, Equation 1.6 simpli�es to

X (z; t) �
_M

M cvz
� t (1.7)

i.e. abundances increase linearly witht. This strictly holds only while t �

� (z), but is a reasonable approximation up to t < � (z). The abundance ratio

between two elements is then

X (z1; t)
X (z2; t)

=
_M (z1)
_M (z2)

(1.8)

so the ratio from the accreted body is unchanged.

ˆ Steady StatePhase (t & � (z)): After several di�usion timescales, accretion

and di�usion reach equilibrium; as e� t=� (z) ! 1, so

X (z; t) ! � (z)
_M (z)

M cvz
(1.9)

Abundance ratios in the white dwarf atmosphere become

X (z1; t)
X (z2; t)

=
� (z1)
� (z2)

_M (z1)
_M (z2)

(1.10)

i.e. they are modi�ed from those of the parent body by the ratio of di�usion

timescales. Once reached, this equilibrium lasts as long as the accretion rate

remains constant.

ˆ Decreasing Phase ( _M (z) ! 0, t � T � � ): Accretion ceases abruptly at some

time T. Now we are concerned with the exponential decay of abundances,

so rephrase Equation 1.5 by replacing the initial abundance term with the

equilibrium abundance from Equation 1.9:

X (z; t) = � (z)
_M

M cvz
e(� (t � T )=� (z)) (1.11)

The abundance ratios then become

X (z1; t)
X (z2; t)

= eT � t � (z1)
� (z2)

_M (z1)
_M (z2)

(e1=� (z1 )� 1=� (z2 ) ) (1.12)

These equations can be simpli�ed byT = 0. The atmospheric abundance

40



ratios diverge exponentially. Absorption lines can remain detectable for several

di�usion timescales after accretion stops, so seemingly extreme photospheric

abundance ratios may arise from familiar parent body compositions.

Using this model, relative abundances can be calculated from the observed

photospheric abundances, which represent the possible parent body bulk composi-

tions. These can be compared to known solar system compositions, which will be

discussed later in this section.

A toy model of an accretion episode is shown in Figure 1.11, with accretion

starting at arbitrary time = 0, ending at time T, where T � � for all elements.

The parent body consists of three elements with equal numerical abundance but

di�ering sinking timescales (� blue = 0 :5, � green = 1 :0, � orange = 1 :5). The upper

panel shows the evolution of the numerical abundance pro�les of each element in

the white dwarf envelope, while the lower panel shows their relative abundances

(compared to the green element, which is thus set to one). The solid lines are

solutions to Equations 1.6, 1.9, & 1.11, and the dotted lines show the approximated

increasing phase solution of Equation 1.7. Immediately noticeable is that the relative

abundances remain within a factor of a few of the `true' parent body ratios during

the increasing and steady statephases, but can diverge by orders of magnitude over

a few sinking timescales in thedecreasingphase.

If a white dwarf has di�usion timescales � (z) � 105 yr (the observational

estimate of disc lifetime from Girven et al. [2012]) then a consideration of duty cycle

can be used to disregard the increasing and decreasing states, favouring the steady

state. Observations of an infrared excess (§ 1.3.3) or other evidence of circumstellar

material (§ 1.3.5) give reason to disregard the decreasing phase, although the reverse

argument does not necessarily hold [Bonsor et al., 2017].

While powerful, this simple three phase treatment of an accretion event is

not without 
aws. The increasing phase approximation given in Equations 1.7 &

1.8 causes a factor of a few di�erence from the `true' solution, for the somewhat

special case when an accretion phase is witnessed in the �rst few sinking timescales.

Multiple Accretion Events

White dwarfs can plausibly undergo multiple accretion events across their lifetime.

Naturally the possibility of two or more coincident accretion events arises. If the

masses of the accreted bodies are orders of magnitude di�erent, the largest dom-

inates and the situation reduces to that above. If the masses are all similar, the

resulting photospheric compositions become complicated, and also depend upon the
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separation in time between accretion events. For a hypothetical stream of small

bodies without order of magnitude changes in accretion rate from the disc, the

photospheric abundances will tend to an average of those bodies.

Non-constant Accretion Rate

The model of an accretion rate which steps abruptly from zero to some constant
_M , and then back to zero, is obviously a simpli�cation. The detailed picture of an

accretion episode requires an understanding of the mechanism(s) between an aster-

oid's �rst crossing of the Roche radius and eventual accretion onto the photosphere.

Some pertinent �ndings are outlined here.

Ra�kov [2011a] showed that mass accretion rates of 107� 109 g s� 1 for relevant

white dwarf Te� values can be supported by this Poynting-Robertson drag (wherein

tangential radiation pressure causes loss of angular momentum). Models of gas

and dust discs then showed that aerodynamic friction at the inner edge of the dust

disc, between dust and sublimated vapour, can cause positive feedback and lead

to runaway accretion of the disc [Ra�kov, 2011b; Metzger et al., 2012]. Ra�kov

[2011b] also suggest that this could explain the infrequent detection of gas discs;

their detection would be biased toward the end of the disc lifetime.

Farihi et al. [2012b] highlighted the discrepancy between the highest inferred

accretion rates among `DAZ' and `DBZ' stars (with respectively short and long

metal sinking times). They interpreted the di�erence as evidence of short-lived high-

intensity accretion episodes, whose impact lingers for longer in the atmospheres of

stars with longer sinking timescales.

Okuya et al. [2023] produced two-component disc evolution models showing

that parent bodies with a 10:1 mass ratio of silicates to volatiles could sustain

accretion rates of' 1010 g s� 1, over 105 yr, and maintain the silicate:volatile ratio in

the accreted material. Their results reinforce the importance of interactions between

dust and vapour discs, and show that the composition of the accreted planetesimal

can signi�cantly impact the pro�le of an accretion event.

A direct impact of an asteroid onto a white dwarf could bypass the dusty

disc phase of this model. Though there has been no observed evidence of such a

phenomenon, theoretical studies show it to be a plausible, if not expected, outcome

for certain events. Mustill et al. [2018] found that of planetesimal particles that

crossed the Roche radius, a few tens of per cent would later collide with the white

dwarf, although these particles were not subject to disruption or sublimation. Brown

et al. [2017] and McDonald and Veras [2021] have both shown that asteroids with

semi-major axis� 10� 1 � 105 cm can resist both sublimation and fragmentation long
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enough to reach the white dwarf surface, depending on the white dwarf properties. In

the case of a direct accretion event, the photospheric abundances would evolve along

the decreasingphase formulation described in§1.4.2 and could leave no circumstellar

trace.

The phenomena described above do not alter the composition of material

that is accreted from parent body to star, as there is no selectivity towards volatiles,

lithophiles, or siderophiles. However, they could lead to incorrect application of the

three phase framework outlined in§ 1.4.2.

Sinking Timescales ' Duration of Accretion

In the case that active accretion lasts for approximately the sinking timescale of the

elements considered, those elements will not reach thesteady statephase. Moreover,

each element will have experienced a di�erent number of sinking timescales (consider

reading of Figure 1.11 at Time = 2) and so will be at di�erent stages of their

exponential decay to equilibrium.

Despite these caveats, the three-phase model is widely used for its simplicity.

The literature discussion that follows will use analyses provided by authors which,

in the main, follow the framework discussed in§ 1.4.2.

Non-uniform Accretion of Elements

Recent work by Brouwers et al. [2023a] presents cautionary �ndings, showing that

di�erentiated planetesimals naturally lose (via ejection) more mantle than core-

rich material. This alone could alter the accreted composition from that of the

parent body by up to 20 per cent, but may also lead to asynchronous accretion of

the fragmented material. Among white dwarfs with short sinking timescales, this

would lead to vastly di�erent photospheric abundances during the accretion of a

single parent body. Brouwers et al. [2023b] discusses a similar case where water

ice accretes earlier than the rest of the parent body, as previously suggested by

Malamud and Perets [2016]. These �ndings constitute a signi�cant undermining

of the framework outlined in § 1.4.2 as the `observed' abundances are signi�cantly

altered from those of the planetesimal shortly before its accretion began, and may

cause the interpretation of observations to err signi�cantly from the true picture.

1.4.3 Dry Rocky Compositions

Analysis of the composition of an accreted body relies on con�dent detections of

multiple elements, which limits the sample considerably from the population of
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white dwarfs with any detected metal pollution22. For more useful analyses, major

lithophile and siderophile species need to be quanti�ed; principally some among

oxygen, magnesium, silicon, and iron. Thereafter, more detections allow for further

constraint on the composition of the accreted material.

The �rst such analysis was undertaken by Zuckerman et al. [2003], at the time

caveated by concern over the validity of this paradigm for interpreting photospheric

pollutants. The growing number of well-studied white dwarfs, all showing pollutants

of planetary compositions23, has helped to alleviate this concern [Zuckerman et al.,

2007; Jura et al., 2009b; Koester, 2009; Dufour et al., 2010; Klein et al., 2010;

Zuckerman et al., 2010; Farihi et al., 2011; Klein et al., 2011; Melis et al., 2011;

Zuckerman et al., 2011; G•ansicke et al., 2012; Xu et al., 2013; Farihi et al., 2013;

Vennes and Kawka, 2013; Xu et al., 2014; Raddi et al., 2015; Wilson et al., 2015;

Farihi et al., 2016; Melis and Dufour, 2017; Xu et al., 2017; G•ansicke et al., 2019;

Xu et al., 2019; Hoskin et al., 2020; Kaiser et al., 2021; Klein et al., 2021; Izquierdo

et al., 2021; Doyle et al., 2023]. `Shallower' analyses of large samples of white dwarfs

have been conducted, and are discussed in§ 1.5 .

The abundance ratios determined from observations typically match those of

rocky material in the inner solar system, dominated by the above-mentioned rock

forming elements. In the main, compositions are closely matched to that of the bulk

Earth, but in some cases fragmentation following di�erentiation is invoked to explain

enhanced abundances of either lithophiles [Zuckerman et al., 2011] or siderophiles

[e.g. Klein et al., 2010; Melis et al., 2011; G•ansicke et al., 2012].

There are now su�ciently many rocky material detections to begin examining

trends in accreted rocky bodies, and to consider their origins. Harrison et al. [2018,

2021] found a wide spread of planetesimal histories among the recorded abundances

for a sample polluted white dwarfs, suggesting that the variety of formation and

processing found in Solar system planetesimals is also present in the ensemble of

remnant systems observed to date.

Hollands et al. [2017] identi�ed a sample of 231 cool (< 9000 K) DZ white

dwarfs and measured abundances for the metals calcium, magnesium, iron, sodium,

chromium, titanium and nickel. Hollands et al. [2018a] use the ratios between cal-

cium, magnesium, and iron, which are used as tracers of crust, mantle, and core

respectively, to examine the diversity of planetesimals accreted. There is a large

scatter among the sample, centred around bulk Earth. Nine systems suggest highly

di�erentiated compositions, with pollutant material being almost entirely comprised

22 Most frequently calcium, readily identi�ed in optical spectra by the strong H-K doublet of
3969�Aand 3934�A, respectively.

23 Note that analysis of relative abundances is not inherently related to planetary compositions
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of either crust-, mantle-, or core-composition material.

Harrison et al. [2021] reanalysed a majority subset of this sample using de-

pleted sodium abundances to infer volatile depletion in the putative planetesimal's

history. They �nd that the majority of the sample indicates material that condensed

below 1000 K and remained unprocessed ever since. Nine systems present strong ev-

idence of di�erentiation, but with some di�erences to the �ndings of Hollands et al.

[2018a]; eight are found to be core-rich planetesimals and the other crust-rich, while

the authors refute the mantle-rich �ndings of Hollands et al. [2018a]. For thirteen

systems, Harrison et al. [2021] can constrain the total mass of the parent body,

�nding values in the range 1023 � 1026 g, comparable to Vesta and Luna.

Doyle et al. [2019] used oxygen fugacity { a measure of rock oxidation { as a

method to show that six white dwarf pollutants studied therein were geochemically

and geophysically similar to the rocky Solar System planets.

1.4.4 Water- and Volatile-rich Material

The possibility of detecting the accretion of water-rich planetary material was �rst

raised by Jura et al. [2009b]. Extensive modelling { including factors such as for-

mation, stellar progenitor mass and treatment of both heat and mass transport

[Malamud and Perets, 2016, 2017a,b] { has con�rmed the earlier predictions of Jura

and Xu [2010] that a large fraction of the total water content of a rocky body can

survive.

Oxygen is present in the prevalent rock-forming minerals, such as SiO2 and

MgO, so the key evidence for signi�cant water is an abundance of photospheric

oxygen beyond explanation by these metal oxides - an oxygen excess. This analysis

was �rst deployed by Klein et al. [2010] and has since been expanded [Doyle et al.,

2019, 2020]. A simple representation of this concept is given in Figure 1.12: For bulk

Earth material, the oxygen budget is `exceeded' by' 20 per cent, as the metallic

core (nickel and iron) is included in bulk Earth abundances but is not oxidised.

For CI Chondrite material, the remaining oxygen (blue) is not chemically bound in

rocks, and in this simple conception can be attributed to water.

Farihi et al. [2013] �rst reported a white dwarf with atmospheric metal abun-

dances consistent with excess oxygen, interpreted as pollution by a water-rich plan-

etesimal. Evidence of similar accretion episodes have since been found [Raddi et al.,

2015; Farihi et al., 2016; Xu et al., 2017, 2019; Hoskin et al., 2020; Klein et al.,

2021; Hollands et al., 2022; Doyle et al., 2023]. The compositions measured here

are broadly consistent with accretion of a chondritic planetesimal, with the notable

exception of Xu et al. [2017] (see§ 1.4.5). Eight of the 17 polluted white dwarfs
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Figure 1.12: Visual representation of oxygen budget of bulk Earth [All�egre et al.,
2001, top] and CI Chondrite [Lodders, 2010, bottom] material for several rock-
forming elements; nickel (burgundy), iron (red), silicon (orange), magnesium (yel-
low), aluminium (green) and calcium (teal), along with unassigned oxygen (blue).

re-examined by Harrison et al. [2018] are best �tted by a parent body containing

signi�cant amounts of water, with �ve of these at 3 � statistical signi�cance.

Wilson et al. [2016] performed a �rst examination of the carbon-oxygen ratios

in 16 UV-bright white dwarfs with FUV spectroscopy. They revealed a bifurcation

between chondritic and terrestrial ratios of carbon to oxygen, consistent with the

compositional di�erence between unprocessed Chondritic material and the highly

processed bulk Earth. Carbon abundances have been used as an indicator that

white dwarf pollution is associated with asteroids rather than interstellar matter

[Jura, 2006].

Hydrogen atoms from accreted water would remain in the white dwarf's at-

mosphere inde�nitely. Statistical analysis of helium atmosphere white dwarfs found

a > 5� positive correlation between photospheric metal pollution and the presence

of trace hydrogen, interpreted as evidence that hydrogen is accreted alongside plan-

etary debris { most likely as water [Gentile Fusillo et al., 2017]. This is a compelling

indicator that accretion of rocky planetary bodies may contribute to photospheric-

and spectral evolution of white dwarfs. Further, it shows that in some cases hydro-

gen should be considered as an external pollutant alongside the metals often seen

in white dwarf atmospheres. In § 3.1, spectral evolution is discussed further.

1.4.5 More Rare Cases in White Dwarf Planetary Science

Abundance analysis of polluted white dwarfs has led to a number of rare discoveries.
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Accretion from a Giant Planet

G•ansicke et al. [2019] reported a gaseous emission disc with highly atypical abun-

dance ratios; rich in hydrogen, oxygen, and sulphur, but devoid in siderophile and

lithophile elements. Seven elements are constrained to orders-of-magnitude lower

abundances (relative to oxygen) than the bulk Earth composition. Photospheric

pollution from oxygen and sulphur is also detected (the white dwarf's atmosphere is

hydrogen dominated). The only analogue in the Solar system composition is the deep

atmosphere of an icy giant planet, which they propose is being photo-evaporated

by the ultraviolet radiation of the Te� = 27; 750 K white dwarf. [Schreiber et al.,

2019] suggested that photospheric lines from volatile elements in white dwarfs with

20; 000 . Te� . 70; 000 K could be associated with similar phenomena around a

large fraction of white dwarfs. Veras and Fuller [2020] examined plausible dynami-

cal histories for this unusually close-in giant planet.

An exo-Kuiper Belt analogue

Analysis by Xu et al. [2017] reported a parent body analogous to Kuiper Belt mate-

rial polluting WD 1425+540. The conclusion hinges principally on the measurement

of a nitrogen abundance. Veras et al. [2014a] found that comets contribute a small

population of the planetesimals accreted by white dwarfs, reinforcing that this cur-

rently unique observation is likely rare.

Oxygen-rich, Hydrogen-de�cient Pollution

Xu et al. [2019] presented a composition analysis for WD 1232+563 showing an

oxygen excess of 57 per cent. However, the photospheric abundance of hydrogen is

vastly insu�cient to explain all the observed oxygen as accreted water, suggesting

a oxygen-rich but water-poor composition. Carbon is not detected, and the upper

limit cannot constrain whether CO2 could account for the oxygen present, but this

would still represent a highly unusual composition with no Solar System analogue.

Ancient Planetary Material

Kaiser et al. [2021] presented the �rst identi�cation of lithium in white dwarf pol-

lution, along with sodium, potassium, and calcium. While the latter three element

abundance ratios are broadly consistent with meteoritic values, they interpret the

high lithium-to-calcium ratio as a signature of planet formation signi�cantly older

than the solar system, during a delay between the ISM enhancement of lithium

and calcium abundances. This �nding is consistent with the total age (' 9 Gyr)
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determined for the white dwarf from spectroscopic analysis, assuming single star

evolution. They note the somewhat low (0.45 M� ) white dwarf mass may suggest

binary star evolution in the history of the system24, but detect no companion. To

date, the oldest known polluted white dwarf is WD J2147� 4035, at> 10 Gyr which

also bears pollutant lithium at enhanced abundances [Elms et al., 2022].

Cosmic Ray Spallation of an Exomoon

Klein et al. [2021] presented the �rst two cases of beryllium in white dwarf pollution,

and measure abundances far greater than the Solar and cosmic values. The rest

of the composition matches icy, chondritic material, with a clear oxygen excess.

They argue that the proto-planetary environment was bombarded with cosmic rays,

causing spallation of carbon, nitrogen, or oxygen into beryllium. They predict

hightened abundances of lithium accompanying this beryllium detection, but still

below their detection limits. [Doyle et al., 2021] demonstrate that the parent body

of the pollution was an icy moon formed about a giant planet, where cosmic rays

are trapped by the planet's magnetosphere and strike the moon at an enhanced

rate. This corroborates previous work showing that exomoons are a likely source of

pollution of white dwarfs [Payne et al., 2016].

1.5 Spectroscopic Samples of White Dwarfs

Between 1914 and 1917 the classical white dwarfs25 were all spectroscopically ob-

served for the �rst time [Adams, 1914, 1915; van Maanen, 1917]. Identi�ed as unusu-

ally faint white stars, they were dubbed aswhite dwarfs by William Luyten in 1922

[Luyten, 1922]. Luyten continued to pioneer white dwarf research, but their intrinsi-

cally faint nature meant that spectroscopic observations to con�rm candidacy were

time-consuming. Thus, a long-standing challenge to white dwarf astronomy was in

distinguishing faint white dwarfs from brighter but more distant stars without time-

consuming spectroscopy. Optical broad-band photometry o�ers no assistance here,

and selection by ultra-violet excess is far from pure as it also retrieves quasi-stellar

objects, subdwarfs, and early-type main sequence stars. Proper motion enabled an

improvement in selecting white dwarfs, and a combination of these methods pro-

vided candidates for spectroscopic searches. By 1950, Luyten had aggregated 111

white dwarfs from his own searches and the work of others [Luyten, 1950].

24 which might reduce the white dwarf's �nal mass due to mass transfer in earlier evolutionary
phases

25 40 Eridani B, Sirius B & van Maanen 2
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Over the next half a century, this grew to 2,249 spectroscopically con�rmed

white dwarfs [McCook and Sion, 1999]. The variety in observation programs neces-

sarily caused non-uniformity across the sample. Candidates were normally selected

by colour (ultraviolet excess) and by high proper motion. The former biases towards

hotter ( Te� & 10 000 K) white dwarfs with shorter cooling ages (. 1 Gyr), unrepre-

sentative of the expected galactic population. The latter is sensitive to white dwarfs

that are nearby.

1.5.1 Sloan Digital Sky Survey

The �rst large and somewhat uniform spectroscopic library of white dwarfs came

from the Sloan Digital Sky Survey (SDSS), which provided unprecedented volumes of

data to the astronomical community. SDSS comprised several constituent missions

over its �rst four phases of operation (2000{2020) and utilised six sets of instruments.

The original SDSS spectrographs, and their direct successors, proved fruitful for

white dwarf research. They utilised optical �bres deployed across the focal plane

in order to record hundreds of simultaneous spectra, overcoming the one-at-a-time

limitation of a traditional long-slit spectrograph. Fibres were allocated on targets

identi�ed from SDSS's imaging survey, and positioned into custom-drilled aluminum

plug-plates. Typically six to eight plates were used during one night of observations.

SDSS rapidly provided the largest catalogue of spectroscopically con�rmed

white dwarfs as by-products of SDSS's several constituent target selection strategies.

By Data Release 16 - the end of SDSS phase IV - 36,665 white dwarfs had been

spectroscopically identi�ed [Kepler et al., 2021]. A breakdown of these by spectral

type is given in Table 1.2. The optical spectra are well suited to performing spectral

classi�cation. However, typically low SNRs prevents identi�cation of metal absorp-

tion or emission lines, except in the brightest or most dramatic cases (Kepler et al.

[2021]'s candidate selection extends down to SNR=3 in theg-band).

This success came despite the fact that white dwarfs were not a high priority

science target for SDSS. In fact, likely white dwarf candidates were excluded from

the quasi-stellar object (QSO) targeting strategy by deliberate colour selection/ex-

clusion criteria [Richards et al., 2002; G•ansicke et al., 2009]. However, the colour

selection for QSOs unavoidably overlapped with cooler white dwarfs [Fan, 1999].

Various low-priority categories were used to �ll the target list for each observation,

giving rise to a highly complicated selection function. The di�erently shaped Te�

distributions shown in Fig. 12. of Kleinman et al. [2013] illustrate this complexity

well. Selection of candidates from SDSS data is described by Eisenstein et al. [2006a]

and Kleinman et al. [2013].
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Spectral Type SDSS 40 pc N
D.... 36,665 521
DA... 30,086 82:1 % 326 62:6 %
DB... 2,160 5:9 % 6 1:2 %
DC... 2,390 6:5 % 147 28:2 %
DQ... 572 1:6 % 17 3:3 %
DZ... 1,316 3:6 % 20 3:8 %

Table 1.2: The number and percentage break-down by main spectral type for all
SDSS white dwarfs as of DR 16 [Kepler et al., 2021], and for the 40 pc northern
hemisphere sample [McCleery et al., 2020].

Ultimately, the SDSS white dwarf catalogue is thoroughly uneven in its cov-

erage of white dwarfs and not readily used for white dwarf population statistics.

Nonetheless, the rapid growth of the number of spectroscopically observed white

dwarfs enabled huge forward strides in white dwarf research.

1.5.2 Hubble Space Telescope Snapshots

The FUV wavelength range is a rich window for studying the atmospheres of white

dwarfs. Hubble Space Telescope's (HST ) Cosmic Origins Spectrograph has been rev-

olutionary for the �eld. A typical observation with HST /COS, along with overviews

of HST and COS themselves are given in§ 2.

Since the installation of COS onboardHST, a series of `snapshot' observing

programs have targeted UV-bright white dwarfs. Details of these programs are given

in Table 1.3. Snapshot programs are designed to �ll the small gaps which naturally

occur in the normal observation schedule. Convenient targets are chosen from the

pool of active snapshot programs, and observed for no more than 45 minutes by

de�nition. Although these programs are given no commitment of completion factor,

nor of observing any particular target, they have proved a useful tool for collecting

FUV spectroscopy of white dwarfs.

In order to optimise the snapshot observations and obtain the most useful

spectra possible, white dwarfs that had peak emission in the UV were selected.

In the earliest program this was limited to cooling ages of 20� 100 Myr (17000 K

< T e� < 27000 K). By later programs and with the inclusion of Gaia astrometry,

the target list expanded up to 200 Myr (15000 K < T e� < 30000 K) and focused on

targets within 100 pc. Koester et al. [2014] found that one in four white dwarfs in

the sample was currently undergoing accretion of rocky debris, and that one in two

showed traces or either current or past accretion events. These programs have also

been exploited by numerous detailed studies of peculiarly interesting white dwarfs
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Table 1.3: HST /COS Snapshot programs targeting white dwarfs. The PI for these
programs is Boris G•ansicke.

Proposal ID Cycle Observations
executed

12169 18 59
12474 19 47
13652 22 31
14077 23 37
15073 25 85
16011 26 23
16642 29 119
17420 31 35?

? Program ongoing at time of writing.

- �rst observed in these programs but often subject to follow-up [e.g. Farihi et al.,

2013; Hermes et al., 2014; Hoskin et al., 2020] - and analyses of subsets of this sample

[e.g. Wilson et al., 2016; G•ansicke et al., 2018; Wilson et al., 2019; Sahu et al., 2023].

As targets for these programs are deliberately selected for UV brightness,

they are necessarily young white dwarfs in the temperature range speci�ed above.

Snapshot programs are required to avoid targets that have already been the subject

of General Observing programs with COS. Although not studied as an ensemble,

those white dwarfs were likely targeted for speci�c scienti�c interest, such as photo-

metric infra-red excess, metal pollution in optical spectroscopy [e.g. program 12290,

see Xu et al., 2013], or binary membership. These exclusions may introduce bias

into the Snapshot sample, although no such analysis has been undertaken.

1.5.3 The Gaia Parallax Revolution

Even when spectroscopically identi�ed and analysed, some properties of a white

dwarf remain obscured without a known distance to the star. This holy grail takes

the form of a parallax measurement, which constrains distance and therefore the

star's intrinsic brightness. Ground-based parallax measurements were conducted,

such as the United State Naval Observatory parralax survey [Strand et al., 1974]

and measured parallaxes for more than one hundred white dwarfs - but were ulti-

mately limited by the atmosphere [Dahn, 1999]. TheHipparcos satellite measured

parallaxes of several white dwarfs, although only achieving precision comparable

to contemporary ground-based experiments [Vauclair et al., 1997; Provencal et al.,

1998].
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Then, everything changed when theGaia mission began. A successor to

Hipparcos, Gaia's ambitious mission statement was to provide precise position and

parallax measurements for one billion stars [Gaia Collaboration et al., 2016]. Data

Release 2 [Brown et al., 2018] included photometry and �ve parameter astrome-

try (2D sky position, 2D proper motion, and parallax distance) for over 1.3 bil-

lion sources. Using this data, Gentile Fusillo et al. [2019] compiled a catalogue of

almost 500 000 white dwarf candidates, including' 260 000 high-con�dence white

dwarfs. With early Data Release 3 this catalogue expanded to include' 359 000

high-con�dence white dwarfs [Gentile Fusillo et al., 2021a]. The full Data Release

3 included low resolution spectroscopy for a subset of theGaia catalogue, although

these are of limited use to white dwarf research at present. Thus, although theGaia

database does not itself provide a meaningful spectroscopic sample of white dwarfs,

data from Gaia has revolutionised the white dwarf research space [Tremblay et al.,

2024].

1.5.4 20 pc & 40 pc samples

Gaia provided the �rst feasible opportunity to assemble all-sky volume complete

samples of white dwarfs. Previous white dwarf samples have been subject to com-

plicated selection e�ects (see§ 1.5.1 and § 1.5.2). Gaia is magnitude complete to

G ' 21 as of Data Release 3 - while an all-sky magnitude complete sample is useful,

it still contains strong selection e�ects - most notably to the faintest stars (e.g. cool

white dwarfs). However, limited volumes of space centred at the Solar System can

be examined with an understanding of where this magnitude limit will cause incom-

pleteness. A highly complete sample is needed for analysing population statistics.

In particular, volume-limitation means that fainter stars within the population will

be properly accounted.

Hollands et al. [2018b] exploited Data Release 2 to assemble a photometric

sample of 139 white dwarfs within 20 pc, and estimated there are no more than

seven yet-to-be-discovered white dwarfs within this volume.

Tremblay et al. [2020]; McCleery et al. [2020]; O'Brien et al. [2023] have

compiled spectroscopy for the 40 pc volume based onGaia data. Gentile Fusillo

et al. [2021a] found 1058 high-con�dence white dwarf candidates within this volume.

Of those, only 23 remain unobserved with spectroscopy and only two contaminants

have been uncovered.

The 40 pc sample allows high con�dence population statistics to be analysed,

owing to the high completeness. The spectral type breakdown for the northern

hemisphere sample [McCleery et al., 2020] is summarised in Table 1.2 alongside the
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Instrument MOS �bres Resolution � min ; � max

� �=� [�A]
4MOST 812 4000 { 7700 3700 { 9500
DESI 5000 2000 { 5000 3600 { 9800
SDSS-V 500 1560 { 2650 3650 { 9500
WEAVE 960 5000 3600 { 9490

Table 1.4: Key instrument characteristics for the upcoming generation of MOS
instruments

SDSS white dwarfs. Clearly noticeable is the' 20 per cent increase in DCs and

' 20 per cent decrease in DAs by comparison to the SDSS sample. The fraction

DQ spectral types has increased twofold, and the fraction of DBs has dropped by

almost one third. This can be attributed, at least in part, by the insensitivity of a

volume-limited sample to spectral type. The promised fourth paper in this series

will include compiled spectral type information for the entire 40 pc sample.

1.5.5 WEAVE and other Multi-Object Spectrographs

A new generation of multi-object spectrograph instruments featuring robotically po-

sitioned �bres are in various stages of implementation. These collaborations - namely

4MOST [de Jong et al., 2019], DESI [Abareshi et al., 2022], SDSS-V [Kollmeier et al.,

2017], and WEAVE [Dalton et al., 2014; Jin et al., 2024] - will exploit the huge list

of white dwarf candidates found in Gaia data [Gentile Fusillo et al., 2019, 2021a]

with deep spectroscopic follow-up, expanding the high-completeness volume-limited

sample out towards 100 pc. A few key characteristics of each instrument are given

in Table 1.4.

Aside from the research goals o�ered in their own right, white dwarfs are

an appealing target for 
ux calibration [Bohlin et al., 2001; Calamida et al., 2022;

Axelrod et al., 2023]: A pure-hydrogen atmosphere white dwarf spectrum can be

modelled, with only Te� and logg as free parameters, achieving 2 per cent precision

across all wavelengths - indeed, hydrogen atmosphere white dwarfs are central to


ux calibration of HST instruments [Bohlin et al., 2014]. For 4-MOST, DESI, and

WEAVE, white dwarfs will contribute to the calibration of spectroscopic data.

1.5.6 White Dwarfs and Previous Multi-Object Spectrographs

Before instruments described in§1.5.5 paved the way for the current generation. The

technique was �rst developed in the 1980s and was quickly applied to astrophysics.

Instruments of note include:
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The Two Degree Field positioner, which placed up to 392 �bres that fed a

spectrograph, and led to the spectroscopic discovery of more than 1000 white dwarfs

during its namesake redshift survey [Vennes et al., 2002]. It was upgraded replaced

by AAOmega, as a general purpose multi-object spectrograph.

The SDSS, the scienti�c outputs of which have already been discussed (§1.5.1).

For the �rst two phases of SDSS (up to and inclusive of Data Release 8), two identi-

cal 640-�bre spectrographs, which covered wavelengths 3800{9200�A at a resolution

of R ' 2000, were used to conduct what is now called the SDSS Legacy Survey.

These instruments were cannibalised for Baryon Oscillation Spectroscopic Survey

instruments [Dawson et al., 2013] used from 2009; each had 1000 �bres and cov-

ered a slightly increased wavelength range, 3600{10,400�A, with a similar resolution.

Both pairs of spectrographs used a dichroic beam splitter to separate the light at

approximately 6000�A onto the blue and red cameras.

1.6 Thesis Outline

My research, as summarised in this thesis, was focused on observational programs

to examine white dwarfs: from a single deep and multi-instrument study of remnant

planetary material; to contributions to a years-long, thousands-wide survey of white

dwarf stars.

In Chapters 1 and 2 I introduce the theoretical underpinnings of white dwarf

planetary research, and the experimental techniques that were used to collect data

for this project.

In Chapter 3 I make a detailed analysis of a the white dwarf WD J204713.76{

125908.9, which shows heavy atmospheric pollution, by modelling the ultraviolet

and optical spectra. This star has accreted material enhanced in volatile elements

compared to bulk Earth composition, and a history of accreting hydrated rocky ma-

terial. This demonstrates the details that can be learned from studying an individual

system so acutely.

In Chapter 4 I describe relevant facets of the WEAVE project, before dis-

cussing my contributions to rehearsal exercises and science veri�cation projects.

In Chapter 5 I look at data released from the early stages of commissioning

the WEAVE MOS mode, that demonstrate how WEAVE is capable of advancing

white dwarf science.

In Chapter 6 I summarise the science from the preceding chapters, set out

the thesis statement of this work, and contemplate on the next steps required to

advance these lines of enquiry.
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Chapter 2

Methodology

Tulio: Stop! This is not a proper tribute!

Tzekel-Kan: You do not want the tribute?

Miguel: No no, we want tribute. It's just that, um...

Tulio, tell him.

Tulio: The stars are not in position for this tribute!

Miguel: Like he said! Stars! ... Can't do it ... Not today.

{ The Road to El Dorado (2000)

Ted Elliot & Terry Rossio
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2.1 Principles of Spectroscopy

J. von Fraunhofer �rst manufactured high purity glass prisms in the early 19th

century. This unlocked the narrow lines of the Solar spectrum, and spectroscopy of

other celestial objects quickly followed. Glass prisms faced a self-limiting issue of

weight, and so the di�raction grating was developed to circumvent the problem. In

the early 20th century, J.S. Plaskett developed `blazed' gratings, comprising parallel

mirrors that concentrate throughput of a given di�raction order, and which �rmly

surpassed prisms for astronomical-calibre observations. Around the turn of the 21st

century, the volume phase holographic grating began to replace the blazed di�raction

grating, on account of the superior resolution achieved with increased line densities.

For many astrophysical objects, spectroscopic study provides a great deal

more detail than imaging and photometry. A spectrum encodes information about

the speci�c conditions of the observed matter based on how light has interacted with

it, before its long journey across space to a telescope. However, spectroscopy is by

its nature more demanding, requiring long integration times to obtain meaningful

data. It also was a less e�cient method of observation than photometry, in that

data acquisition is limited to a single target in the telescope's �eld of view. The

advent of multiplexed �bre spectroscopy had lead to a three orders-of-magnitude

leap in the parallelisation of spectroscopy in the last quart-century (§ 1.5.5).

Here I outline the principles that underpin a contemporary long-slit spectro-

graph, with a schematic of the spectrograph's light path from focal plane to detector

laid out in Figure 2.1. For a more comprehensive guide, see Howell [2006].

At the telescope's focal plane a slit is positioned1, with the target image

positioned at the slit aperture and the majority of other light occulted. Slit width

is usually chosen to be similar to the seeing conditions, striking a balance between

light loss and spectral resolution. If the slit can be aligned to the spatial direction of

wavelength-dependent atmospheric dispersion e�ects, that dispersion is mitigated,

although modern observatories may use an atmospheric dispersion corrector to the

same end.

Focused light, beginning to diverge, passes through collimator optical el-

ements (such as a spherical mirror), producing a beam of light that is directed

towards the dispersive element. Before being di�racted, some instruments use a

dichroic beamsplitter to divide the beam at some narrow wavelength range; each

beam takes a path as described here, and the resulting spectra are recombined

digitally.

1For a multiplexed �bre-fed spectrograph, �bres carry light from the focal plane to the slit. The
subsequent steps are fundamentally the same.
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Figure 2.1: Schematic layout of a spectrograph. Target light is isolated by the focal
plane slit. A collimator creates a light beam, which may be directed through a
dichroic window if multiple spectral arms are to be used. The di�ractive medium
subtends larger angles for longer-wavelength light, here shown by blue short dashes
and red long dashes, which are focussed onto the detector.
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Modern instruments use a di�raction grating, or a grism (a combination

of prism and grating) as a dispersive element. Some contemporary instruments

make use of an `Echelle' grating, where a second, orthogonally-oriented dispersive

element is used to separate overlapping higher orders of light (which are obscured

from the light path of a traditional dispersive element spectrograph.). The result

is a `ladder' of spectral trails on the detector which can be recombined during data

reduction. This process is more complicated than, but fundamentally the same as,

that described below. Due to their greater degree of dispersion and the collection

of light from higher di�raction orders, echelle spectrographs are capable of higher

resolution than their single-dispersion counterparts.

Wavelength-separated light is then focused by camera optical elements onto

a detector - usually a charge-coupled device (CCD). Incident light liberates pho-

toelectrons which are `counted'2 after the exposure has �nished. This count is

converted into a 2D raw spectral image, from which a `quick-look' raw spectrum

can be extracted3. While this can reveal prominent features such as strong absorp-

tion or emission lines, quantitative analysis requires a reduced spectrum to remove

the various unwanted e�ects introduced between the top of Earth's atmosphere and

the completion of readout. This requires several correction and calibration stages,

which are as follows:

Bias subtraction

A series of shuttered, zero-second exposures are recorded and then median-averaged

to measure the CCD bias. This `master' bias frame contains information on the

`bias' voltage4 applied across the chip, to ensure that the recorded counts are never

clipped to zero during digitisation, and the read noise (introduced by the analogue

`counting' of photoelectrons and subsequent re-digitisation). The `master' bias im-

age is subtracted from all other images.

Flat �eld correction

A detector has inherent wavelength-dependent, and grey pixel-to-pixel, variations

in sensitivity. An exposure is taken of a di�use light source with smooth spectral

variation 5. The resulting image can be normalised to the continuum of the lamp

2Counting involves measuring an analogue voltage which should beproportional to the number
of photoelectrons in a well functioning CCD, up to the full well limit.

3Spectral direction is normally aligned to vertical in a CCD image, and if well aligned then
summing each row of a few columns of pixels will produce a rough spectrum.

4Typically ' 1000 counts.
5e.g. tungsten �lament lamp.
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spectrum, and the subsequent variations divided out of science frames to account for

variations in pixel sensitivity. As with biases, multiple images are median-combined

to create a `master' 
at frame.

Sky subtraction

The light that reaches a ground-based telescope has necessarily passed through

Earth's atmosphere, which imprints its own unwanted spectral signatures. Sky

subtraction can make use of regions of a science frame adjacent to the target's

spectrum (or that of any other object that happened to coincide with the slit) 6. A

polynomial is �t to these sky regions, and used to interpolate the sky spectrum in

the narrow region that of the target spectrum, which can then be subtracted.

Wavelength calibration

The relationship between pixel number and wavelength changes whenever compo-

nents of the light path are moved - even by the nightly slewing of the telescope.

Wavelength calibration is usually performed each night7. Arc lamps8 produce spec-

tra with numerous strong narrow emission lines that have well-known laboratory

wavelengths. Well-exposed spectra of these arc lamps can be used to take accurate

pixel-position measurements of line peaks, and then create a smooth relation be-

tween pixel and wavelength to apply to observations. Spectra are also corrected to

the heliocentric reference frame, to remove line-of-sight velocities introduced by the

Earth's orbit and rotation.

Flux calibration

To convert measured counts into an observed 
ux, the wavelength-dependent re-

sponse of the instrument must be determined. For this, observations are made

of `standard stars'; non-variable bright stars at a well-constrained distance, with

spectra that can be precisely modelled with well-understood physics. The relation

between measured counts (after the previous correction steps have been performed)

and 
ux models provides a wavelength-dependent rescaling factor that can be ap-

plied to other science observations. Absolute 
ux calibration uses a wide slit to

6For a �bre-fed spectrograph, a number of �bres are used to observe sky regions for this purpose.
7 If high precision wavelength measurements are needed for a radial velocity measurement, wave-

length calibration is repeated often - normally using exposures immediately before and after the
observation, in order to interpolate to the mid-observation epoch.

8Also called gas discharge lamps, e.g. copper-argon, copper-neon, thorium-argon.
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mitigate losses, while for relative 
ux calibration the slit is oriented along the par-

allactic angle.

Telluric removal

A �nal, optional, step of spectral data reduction is the removal of absorption fea-

tures from the molecular species that make up the pesky atmosphere through which

observations are made. Telluric templates can be created using `standard star' obser-

vations, then rescaled by airmass and applied to other science observations. Telluric

removal is more important when the scienti�c region of interested is a�ected by

telluric lines, whic are strongest at the red end of the optical.

The optical spectrum in Chapter 3 was recorded using the X-shooter instrument

[Vernet et al., 2011], mounted on the Very Large Telescope. Spectra in Chapter 4

were recorded using the WEAVE spectrograph [Rogers et al., 2014] - to be described

in more detail in that chapter - mounted on the William Herschel Telescope.

2.2 Hubble Space Telescope & Cosmic Origins Spectro-

graph

The Hubble Space Telescope (HST ), launched in 1990 to much fanfare, has delivered

scienti�c data for which `groundbreaking' is an understatement9. The lifespan of the

telescope was extended by �ve servicing missions, which replaced faulty components

and several of the scienti�c instruments. The last of these missions, in 2009, removed

the now-redundant10 Corrective Optics package and replaced it with an upgraded

ultraviolet instrument; the Cosmic Origins Spectrograph (COS).

For almost a century white dwarf research had relied on optical spectra.

However, the observable population of white dwarfs skews to the hotter objects,

which emit order(s) of magnitude more 
ux at shorter wavelengths than can be

transmitted by Earth's atmosphere, as shown in Figure 2.2. Aside from more total


ux, the ultraviolet regime o�ers huge advantages for the study of planetary pollu-

tion of white dwarfs by encompassing a swathe of atomic transition wavelengths for

ions commonly found in white dwarf atmospheres - see, for example, Table 3.4.

9After installation of the Corrective Optics Space Telescope Axial Replacement package.
10 Newer HST instruments were designed with their own corrective optics.
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Figure 2.2: White dwarf model spectra beginning at 1000�A for three di�erent Te� ,
all for log g=8.0 and a hydrogen-dominated photosphere, each normalised to their
own peak 
ux. The shaded regions show conventional ultraviolet (left, violet) and
infrared (right, red) wavelength regimes bordering the optical. The capped line
shows the total wavelength coverage o�ered by the Cosmic Origins Spectrograph.
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Figure 2.3: To-scale illustration of the Cosmic Origins Spectrograph (COS) light
path design, showing the two Optics Select Mechanisms (OSMs) and the two wave-
length channels; far ultraviolet (FUV, green) and near ultraviolet (NUV, blue).
Reproduced from the COS Instrument Handbook [Soderblom, 2023]

2.2.1 Cosmic Origins Spectrograph

COS is the latest and greatest11 ultraviolet spectrograph for astronomy and astro-

physics. The principles underlying the instrument and its data reduction pipeline

are similar to those described in§ 2.1. Here I discuss COS and its design di�erences

to most conventional ground-based telescopes. For a thorough understanding, I di-

rect the reader to the COS Instrument Handbook [Soderblom, 2023] and COS Data

Handbook [Soderblom, 2022].

Instead of a slit, COS has a 2.5" primary science aperture. COS has two

overlapping wavelength channels; far ultraviolet (FUV), providing 900 � 2150�A

coverage, and near ultraviolet (NUV), providing 1650 � 3200�A coverage. These

channels rely on the same light path and so cannot be used simultaneously. I focus

on the FUV channel hereafter, which is relevant to the work in Chapter 3.

A number of di�raction gratings are available for use in each channel, o�ering

a choice between wavelength coverage and increased resolution. These are sited,

along with mirrors, on the Optics Select Mechanisms - see Figure 2.3. The FUV

gratings can be engaged in di�erent positions (and thus re
ect to di�erent positions

on the detector) in order to ease the limitations imposed by �xed-pattern noise

on the SNR. When multiple such positions are used in a series of exposures, the

11 And, regrettably, the last at time of writing.

62



calibration pipeline [Kaiser et al., 2008] co-adds these individual spectra.

Instead of a CCD, COS FUV uses a photon counter detector, taking advan-

tage of the vacuum environment ofHST and the higher energy photons captured

by COS. The use of a photon counter also o�ers time-domain sensitivity to observa-

tions12, as opposed to the time-averaged spectra produced with a CCD. The detector

is split into two physically separated segments, and thus any individual FUV spec-

trum will therefore have a gap in wavelength coverage. However the use of di�erent

central wavelengths can provide continuous coverage. The detector is able to dis-

tinguish between genuine photon events and electronic or cosmic ray events based

on the temporal pro�le of the detection.

Since 2012, di�erent `lifetime positions' (LP-POS) have been used on the

FUV detector, to mitigate gain-sag { loss of e�ective throughput caused by the

continued exposure of the detector. A total of six have to date been de�ned, although

the original (LP-POS 1) is no longer used.

2.2.2 The COS Line Spread Function

Owing to the gradual degradation of the COS instrument, the line spread function

(LSF) has become non-uniform and non-Gaussian. In particular, the wings of the

line are much broader than a Gaussian. Characterisations of these LSFs are regularly

recorded, and are made available online as tables13, and examples can be seen in

Figure 2.4.

During the course of this research I developed code that can retrieve and

interpolate these LSFs for the wavelengths corresponding to each pixel in a COS

spectrum and convolve these with a model spectrum. This allows a better �t to

absorption line pro�les than a Gaussian convolution, particularly where adjacent

lines are blended together. Figure 2.5 illustrates the result of this convolution. The

drastic change from the unconvolved model shows the importance of performing a

convolution of some sort. The di�erence between using the `true' LSF compared to

a simple Gaussian pro�le of comparable width is also clear. The inset shows that the

typical LSF pro�le is noticeably narrower at the centre and wider in the wings. Note

that the absorption lines lines at � ' 1350:5 �A are more blended by the Gaussian

convolution, demonstrating the advantage of using the empirical LSFs. The code

used to perform this convolution, and further discussion of the procedure, are found

in Appendix A.

12 Commonly referred to as `time-tag'.
13 www.stsci.edu/hst/cos/performance/spectral_resolution/
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Figure 2.4: Model Line-Spread Functions for the COS FUV channel G130M grating
at 1309�A. Reproduced from Soderblom [2023].
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Figure 2.5: A demonstration of the e�ect of convolving a genuine model spectrum
with the COS LSF. The original model is in black, with the LSF-convolved model
in blue and a Gauss-convolved model in orange.
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Chapter 3

A White Dwarf Polluted by

Hydrated Planetary Remnants

\Gordon Freeman is a theoretical physicist who had hardly earned the distinction of

his Ph.D. at the time of the Black Mesa Incident... The man you have consistently

failed to slow, let alone capture, is by all standards simply that {an ordinary man."

{ Wallace Breen, Half Life 2 (2004)

Valve Corporation
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Raddi et al. [2017] showed that WD J204713.76{125908.9 - hereafter re-

ferred to as WD J2047{1259 - has a helium-dominated atmosphere but a hydrogen-

dominated optical spectrum. The hydrogen-to-helium abundance ratio was esti-

mated to be log [H=He] = � 1 and the star was identi�ed as a target for detailed

follow-up. Herein I describe this follow-up; a study of the atmospheric composition

of WD J2047{1259, and the conclusions that can be drawn about the material that

it is accreting.

3.1 Hydrogen, Helium, and Spectral Evolution

Most white dwarfs have atmospheres composed primarily of hydrogen, and are of

spectral type DA while Te� & 5000 K. A small fraction are helium dominated -

below Te� ' 30 000 K these are classi�ed with spectral type DB. Between 45 000 K

and 30 000 K helium atmosphere white dwarfs are less prevalent - this is known

as the `DB gap' [Liebert et al., 1986; Fontaine and Wesemael, 1987; Eisenstein

et al., 2006b]. The increase in occurrence of DB white dwarfs below 30; 000 K is

associated with mixing of a thin radiative hydrogen layer into the deeper convective

helium layer [MacDonald and Vennes, 1991], e�ectively converting some DAs to

DBs or, if hydrogen is abundant enough to remain detectable, to DBAs. Studies

of increasing sensitivity have shown that the majority of helium atmosphere white

dwarfs below' 20 000 K contain detectable atmospheric hydrogen, but insu�ciently

abundant to form a super�cial radiative hydrogen layer [Fontaine and Wesemael,

1987; Eisenstein et al., 2006b; Voss et al., 2007; Bergeron et al., 2011; Koester and

Kepler, 2015; Rolland et al., 2018]. Spectra of these stars show absorption lines

from both elements, and their relative abundance can be determined from model

atmosphere analysis.

The spectral evolution of DBAs has been discussed at length [e.g. Koester,

1976; Fontaine and Wesemael, 1987; MacDonald and Vennes, 1991; Beauchamp

et al., 1996; Voss et al., 2007; Tremblay and Bergeron, 2008; Koester and Kepler,

2015; Gentile Fusillo et al., 2017; Rolland et al., 2018, 2020; B�edard et al., 2023],

but the origin of hydrogen remains contentious. Its presence has been varyingly

associated with:

ˆ Dispersion of a primordial layer of hydrogen - left over from the red giant

branch evolution phase - by some convective process(es) [Koester and Kepler,

2015]

ˆ Episodic or continuous accretion from the interstellar medium [ISM; MacDon-
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ald and Vennes, 1991]

ˆ Accretion of ices from comets [Veras et al., 2014a] or from water bearing

planetesimals [Gentile Fusillo et al., 2017].

It is proposed that accretion is required to explain the larger inferred hydrogen

masses in DBAs, as a white dwarf with such a thick hydrogen layer would never

undergo a convective mixing process to transform into a DB, instead remaining a

DA for its entire evolution [MacDonald and Vennes, 1991]. As hydrogen will not

disappear from the white dwarf's atmosphere once accreted, it cannot be associated

with the current age of the white dwarf, whereas metals will linger in the photosphere

for no more than � 106 yr.

Rolland et al. [2018, Fig. 14.] have shown that regions of the (Te� , [H=He])

parameter space are inaccessible to a DBA white dwarf that undergoes evolution

with a continuous mass of hydrogen, meaning that accretion is required for an

atmosphere to occupy such parameter space. However, by modelling accretion from

external sources with a representativeconstant accretion rate, Rolland et al., Fig. 15.

demonstrated that helium atmospheres with negligible primordial hydrogen content

would nonetheless accumulate hydrogen su�ciently rapidly that they remain in a

strati�ed DA con�guration below 30 000 K. They thus concluded that accretion onto

a DB star does not explain the observed hydrogen abundances of DBA stars, unless

a varying accretion history is invoked.

Mustill et al. [2018] investigated the scattering of planetesimals by multi-

planetary systems around white dwarfs. They found planetesimals are not scattered

within the Roche radius of the white dwarf for the �rst ' 40 Myr of its cooling life-

time. This `delay' in the onset of accretion demonstrates that the varying accretion

history required by Rolland et al. is to be expected. Further, cooling ages of a few

10 Myr correspond to the hottest white dwarfs (' 25 000 K) at which the accretion-

di�usion scenario is considered in this context [Koester and Wilken, 2006; Koester,

2009; Koester et al., 2014].

The statistical analysis of Gentile Fusillo et al. [2017] found a> 5� correlation

between trace hydrogen and trace metals in helium atmosphere white dwarfs. While

this does not itself preclude convective dilution or ISM accretion from also taking

place, it demonstrates that hydrogen is accreted alongside metals, possibly in the

form of water-bearing planetesimals. There is thus compelling evidence to suggest

that accretion of rocky planetary bodies contributes to the photospheric evolution

of white dwarfs.

To date, a few helium atmosphere stars with large amounts of hydrogen
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have been analysed in great detail, including comprehensive study of their pollutant

metals [Koester et al., 2005; Xu et al., 2013; Raddi et al., 2015; Farihi et al., 2016;

Gentile Fusillo et al., 2017; Izquierdo et al., 2021; Hollands et al., 2022; Doyle et al.,

2023]. This small sample provides a great opportunity to probe the curious evolution

of white dwarf atmospheres, and investigate connections to planetesimal accretion.

The subject of this work, WD J2047{1259, is an additional member of this sample.

3.2 Observations

The analysis I conducted here is predominantly based on FUV and optical spectra,

the fundamentals of which are described in general in Chapter 2. Table 3.1 comprises

a log of observations used in this work. I used data from photometric surveys, and

serendipitous observations fromSST, to supplement spectral analysis.

3.2.1 FUV Spectroscopy

Owing to the extraordinary hydrogen abundance estimated by Raddi et al. [2017],

WD J2047{1259 was included in the target list for an HST snapshot program

(ID: 15073, Cycle 25) to search for photospheric pollution. A short exposure (2000 s)

FUV spectrum was obtained with the COS on 2017 November 04 using the G130M

grating, centred at 1291�A. This spectrum has a continuum with SNR= 15 and dom-

inated by the broad Ly � absorption feature. Visual inspection identi�ed strong

absorption lines of silicon, carbon, oxygen, iron sulphur, phosphorus, and nickel.

To increase sensitivity { particularly in the Ly � wings { and wavelength

coverage, I obtained deeper observations during a �ve-orbit mid-cycle GO program

on 2018 November 18 (ID: 15474, Cycle 26) using the G130M grating. Two orbits

were centred at 1291�A using all available `FP-POS' spectral o�set positions to

mitigate the �xed pattern noise that a�ects the COS FUV detector. The remaining

three orbits used a central wavelength of 1222�A, extending coverage to shorter

wavelengths, and used the four available FP-POS positions. These observations are

summarised in Table 3.1. HST COS spectra were co-added and rebinned into a

single spectrum with resolution elements of 0:05�A, achieving a signal-to-noise ratio

of 38 in the overlapping continuum region. This spectrum is shown in the upper

panel of Figure 3.1.
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Figure 3.1: Atmospheric model (red, with � 1� uncertainty in orange) and the
rebinned COS spectrum (grey). The top panel shows the quality of the overall �t,
which notably deviates from the level of the continuum below 1190�A (see main
text). The middle and lower rows of panels show the strongest absorption lines of
the atmospheric metals. The Cii 1334.53�A line is blended with a signi�cant ISM
absorption line.
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3.2.2 Optical Spectroscopy

On 2018 July 10, I obtained a deep optical spectrum using X-shooter [Vernet et al.,

2011], an echelle medium resolution spectrograph mounted on the Cassegrain focus

of UT2 at European Southern Observatory's Very Large Telescope (ESO VLT) in

Cerro Paranal (Chile). Details of these observations are listed in Table 3.1. Data

were reduced using theReflex pipeline [Freudling et al., 2013] using the standard

settings. A telluric correction was performed usingmolecfit [Smette et al., 2015;

Kausch et al., 2015]. Absorption lines from calcium, magnesium, oxygen and iron,

along with the broad Balmer and helium lines, are visible in the blue and visual

arms, and are highlighted in Figure 3.2. The near-infrared arm was read out using

the non-destructive mode to mitigate the e�ect of overexposed sky lines.

3.2.3 Photometry

I compiled available survey photometry of WD J2047{1259 in Table 3.2. Data were

taken from the GALEX [Bianchi et al., 2011],Gaia [Gaia Collaboration et al., 2016],

APASS [Henden et al., 2015], Pan-STARRS [Chambers and Pan-STARRS Team,

2016], 2MASS [Cutri et al., 2003] and VHS [Sutherland et al., 2015] catalogues.

WD J2047{1259 was serendipitously observed by the Spitzer Space Telescope

[Werner et al., 2004] during the post-cryogenic mission. Observations in each warm

IRAC channel were taken separately: At 3.6� m on 2012 Jan 06; and at 4.5� m on

2011 Jun 22 (both from program 80063, PI: Boyer). The �eld was observed with 18

dithered frames using 30 s exposures during each visit. The target is well exposed

and, owing to the small dithering scale, is well covered in the image stack at 90

arcsec from the edge of the mosaic. The target lies 4.6 arcsec from an unrelated

star with late M-dwarf colours based on Gaia and 2MASS, and 5.0 arcsec from a

background galaxy based on its di�use IRAC image.

Mosaics with 0.6 arcsec pixel� 1 were created from the corrected basic cali-

brated data frames using themopex package, following standard observatory recom-

mendations. The 
ux was measured both using apertures and with theapex module

to perform point-spread function �tting simultaneously on the target and neigh-

bouring sources. Aperture and array-location-dependent corrections were made,

but pixel-phase and color corrections were ignored. The 
uxes measured with an

r = 4 pixel (2.4 arcsec, 2 native pixel) radius aperture are likely contaminated by the

neighbouring M star (114� 12 and 66� 7 � Jy for the 3:6 � m and 4:5 � m band passes
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Figure 3.2: Atmospheric model (red, with � 1� uncertainty in orange) and the
normalised X-shooter spectrum (grey). The top panels show the normalised Balmer
(left) and He I (right) features, labelled by name or by central wavelength, where
the shaded region shows the uncertainty due to the bulk parametersTe� , logg &
log [H=He]. Absorption lines from metal ions are also labelled. The middle and
lower rows of panels highlight several strong metal absorption lines; in these panels
the shaded region is associated with the uncertainty in metal abundances.
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Table 3.2: Photometric data for WD J2047{1259 available as of 2020-01-30.

Survey Filter Brightness [AB mag]
GALEX FUV 15:531� 0:012

NUV 15:521� 0:008
APASS B 15:91� 0:08

g0 15:86� 0:03
V 15:89� 0:06
r 0 16:05� 0:05
i 0 > 15:97

Pan-STARRS g 15:901� 0:003
r 16:180� 0:002
i 16:466� 0:003
z 16:718� 0:005
y 16:875� 0:009

Gaia BP 15:965� 0:009a

G 16:126� 0:008a

RP 16:533� 0:010a

2MASS J 17:35� 0:16
H > 16:40
K s > 16:49

VHS Y 16:903� 0:008
J 17:318� 0:013
K 18:34� 0:06

Spitzer 3:6 � m 19:33� 0:05
4:5 � m 19:79� 0:05

a Corrected using Ma��z Apell�aniz and Weiler [2018].

respectively), while values reported byapex appear consistent with the model pre-

dictions for the stellar photosphere (67� 4 and 44� 3 � Jy). Photometric errors are

the quadrature sum of the measurement error and a calibration uncertainty of 5

per cent.

3.3 Characterisation of Atmospheric Parameters

I undertook a rigorous �t to the atmospheric parameters of e�ective temperature

(Te� ) surface gravity (log g), and hydrogen-to-helium abundance ratio (log [H=He])

using the spectroscopic data described above and a bespoke model grid computed

with the code of Koester [2010]. Once these three parameters were �nalised, their

values were �xed during visual �tting of the atmospheric metals.
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Figure 3.3: Spectral energy distribution of WD J2047{1259. From the model (red),
which is the best-�t to the spectra (grey), synthetic photometry (blue crosses) are
calculated and compared to survey photometry (black dashes). Most of the photo-
metric data lie below the best-�tting model, but most are close to or within the 1 �
uncertainties in the spectroscopic �t.

3.3.1 Koester models

This work uses models of white dwarf atmospheres constructed by Detlev Koester,

written in FORTRAN. These models calculate the radiation �eld at the stellar surface,

based on a number of key assumptions or simpli�cations such as: an atmosphere

of homogeneous, parallel planes, reducing quantities concerning matter to a sin-

gle dimension - radial height z; hydrostatic equilibrium; radiative and convective

equilibrium, i.e. no energy loss within the atmosphere; local thermodynamic equi-

librium, meaning that the population of ionisation states are determined by local

parameters only.

3.3.2 Atmospheric Parameters

The grid of synthetic spectra covers 10 000� Te� � 20 000 K in steps of 200 K,

7:0 � logg � 9:0 in steps of 0:1 dex, and � 5:0 � log [H=He] � 0:0 in steps of 0:2

dex, and uses ML2/� = 1 :0. The models in this grid do not include metals. I

used the minimisation routine (scipy.optimize.fmin ) from Jones et al. [2001] and

tri-linearly interpolated synthetic spectra from the model grid to obtain the best �t

by least sum of squares. For each synthetic spectrum, I computed the white dwarf

radius, RWD , for the corresponding Te� and logg using the mass-radius relation1

1http://www.astro.umontreal.ca/ ~bergeron/CoolingModels/
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of Fontaine et al. [2001], and then applied a 
ux scaling factor ofS = R2
WD =d$

2,

where d$ is the Gaia parallax distance.

WD J2047{1259 has a parallax distance of just under 100 pc and so the ef-

fect of reddening is expected to be low. Local 3D dust maps yield an extinction

of E(B � V ) = 0 :005 � 0:017 mag [Lallement et al., 2014; Capitanio et al.,

2017; Lallement et al., 2018]. I performed the �ts described below using values

of E(B � V ) = f 0:00; 0:01; 0:02; 0:03gmag and reddened the synthetic spectra

using the global mean extinction law of Fitzpatrick [1999]. The photometric and

spectroscopic �ts most consistent to one-another forE(B � V ) = 0 :01, and so I

adopted this value for the �nal analysis.

I simultaneously �tted the COS spectrum (with metal absorption lines masked)

and the normalised Balmer and helium line pro�les in the X-shooter data2 to obtain

a self-consistent three-parameter �t for Te� , logg, log [H=He]. I drew 1000 data sets3

from a Monte Carlo simulation incorporating uncertainties from spectral extraction,

and parallax for the un-normalised COS spectrum. I used the scatter inTe� , logg,

log [H=He] to estimate an error on each parameter.

The best-�tting atmospheric parameters measured from the above procedure

are Te� = 17 970+140
� 170, logg = 8 :04 � 0:05 and log [H=He] = � 1:08 � 0:08. The

spectroscopic model (including metals, discussed in§ 3.3.3) and data are shown in

Figure 3.1 and Figure 3.2. The reduced chi-squared value of the best-�tting solution

is 2:2. The Pearson correlation coe�cient between Te� and logg is � = 0 :99, and

between those and log [H=He], 0:573 and 0:596 respectively. These atmospheric

parameters are broadly consistent with the result of the pre-Gaia spectroscopic �t,

which stipulated log [H=He] = � 1 [Raddi et al., 2017].

I �tted models to the photometry in Table 3.2 with the Gaia-based distance

to check for consistency, but �x log [H=He] = � 1:08 as broad-band photometry is

poorly suited to constraining the hydrogen abundance. I excludedSpitzer data in

case of an infrared excess from a debris disc, which I discuss in§ 3.4. This recovers

Te� = 17 920� 60 K and logg = 8 :076� 0:005 with a Pearson correlation coe�cient

of � = 0 :98, which is consistent with the spectroscopic �t. The purely statistical

errors on the photometric data do not represent the true uncertainties in ground

based photometry, but as this analysis is focused on spectroscopy I do not investigate

further. Similarly GALEX and Gaia photometry have been closely scrutinised, and

signi�cant corrections have been suggested for each [Ma��z Apell�aniz and Weiler,

2The near-infrared arm spectrum is not used in the �tting procedure.
3Having varied the number of samples over three orders of magnitude (n = 100 to 10 000), I

found n = 1000 gave results and distributions consistent with n = 10 000, so for computational
expediency I usedn = 1000.
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Table 3.3: Stellar properties of WD J2047{1259.

Parameter Value
$ 10:17� 0:08 m arcsec
d$ 98:3 � 0:8 pc
Te� 17 970+140

� 170 K
logg 8:04� 0:05
log [H=He] � 1:08� 0:08
logqa � 8:92
t cool 125 Myr
MWD 0:617 M�

RWD 0:0131 R�

a logq= log( M cvz = M� ); mass fraction of the convection zone

2018; Wall et al., 2019, respectively]. A comparison of the photometric data with the

synthetic photometry from the spectroscopicmodel is shown in Figure 3.3. Table 3.3

lists properties of WD J2047{1259; the cooling age assumes a thin envelope [Fontaine

et al., 2001].

I tested for discrepancies in log [H=He] determined from the ultraviolet and

optical spectra by �tting the hydrogen abundance with each wavelength range indi-

vidually, for all nine combinations of Te� and logg �xed to the values in Table 3.3

and at � 1� values. The best-�tting values of log [H=He] agreed within 2� ; I conclude

that there is no signi�cant discrepancy between the hydrogen abundance measured

from the optical and ultraviolet data.

I brie
y explored two phenomena that are known to a�ect ultraviolet spectra

of white dwarfs. G•ansicke et al. [2018] showed that broadening of Ly� by neutral

helium depends strongly on bothTe� and log [H=He], and can result in asymmetric

Ly � line pro�les. As the �t of the blue wing of the Ly � (1140 { 1200�A) is noticeably

poor (see upper panel of Figure 3.1, I investigated with a smaller grid of models that

included this broadening feature. I �tted Te� and log [H=He] for three �xed values of

logg (8:00; 8:04; 8:08: the canonical, spectroscopic �t, and photometric �t values),

obtaining results that did not di�er signi�cantly from those without the broadening

feature. From a visual inspection these improved the �t in the blue wing of Ly � ,

but overall worsened the �t across the FUV spectrum. Therefore, I excluded this

feature in the best-�tting model.

Pure hydrogen atmosphere white dwarfs withTe� . 20 000 K exhibit a broad

absorption feature near 1400�A, which grows in strength as Te� decreases [Green-

stein, 1980; Wegner, 1982, 1984]. This has been identi�ed as Ly� absorption caused
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by the H+
2 quasi-molecule [Koester et al., 1985; Nelan and Wegner, 1985]. A visual

inspection suggested that this feature is not present in the COS spectrum. Nonethe-

less, given the unusually high abundance of hydrogen, I experimented with models

including this feature, but did not achieve an improved �t. I conclude that, despite

the ultraviolet and optical spectra being dominated by hydrogen, the H+
2 feature

does not form in the helium-dominated atmosphere of WD J2047{1259.

3.3.3 Metal abundances

I identi�ed photospheric absorption lines from nine metals: carbon, oxygen, mag-

nesium, silicon, phosphorus, sulphur, calcium, iron, and nickel. I �tted these lines

by iteratively adjusting the abundances until a visual best �t was found for both

the ultraviolet and optical spectra. Uncertainty estimates are made from the spread

of individual line strengths, and the change in abundance required after a� 1�

adjustment in Te� and/or log g. I also determine upper limits on the abundances

of aluminium and nitrogen. The lines considered in this procedure are given in

Table 3.4. The �nal values are listed in Table 3.5.

In order to �t the narrow absorption features accurately, synthetic spectra

must be convolved with an empirical line pro�le that reproduces instrumental broad-

ening of narrow lines. The non-symmetrical linespread function of COS is discussed

in § 2.2.2 and the code written to perform this convolution is reproduced in Ap-

pendix A. Absorption lines in the X-shooter spectra were convolved with a uniform

Gaussian pro�le based on the instrumental characteristics4.

Close inspection of Figures 3.1 & 3.2 reveals that not all absorption lines are

well reproduced by the best-�tting model. Some lines are blended with resonant

absorption from the ISM [Mauche et al., 1988], but this variable quality of �t { in

particular for iron lines { re
ects in part the varying accuracy and completeness

in measurements of atomic data which con�rm or replace theoretical calculations.

These data are essential to much of the underlying work in astrophysics and must

be supported by the astronomical community [Nave et al., 2019].

3.4 No Infrared Excess

Coverage of infrared wavelengths is provided by archivalSpitzer data (Figure 3.3),

and the Near Infrared (NIR) X-shooter spectrum. The Spitzer photometric data

lie within � 1� of synthetic photometry for the featureless blackbody of the same

4www.eso.org/sci/facilities/paranal/instruments.html
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Table 3.4: Wavelengths of absorption lines used to determine the relative abundances
of each element. Those in italics are resonant ISM absorption lines.

Ion Vacuum Wavelengths (�A)
C i 1140:35; 1277:55; 1328:83; 1329:09; 1329:10;

1329:58; 1329:60
C ii 1323:91; 1323:95; 1334.53; 1335:66; 1335.71
O i 1152:15; 1302.17; 1304:86; 1306:03; 7774:08;

7776:30; 7777:53; 8448:68
N i 1134.17; 1134.41; 1134.98; 1167:45; 1168:54

1176:51; 1199.55; 1200.22; 1200.71; 1243:18
1243:31; 1310:54; 1319:68; 1411:95

Mg ii 4482:38; 4482:58; 7898:54; 9220:78
Al ii 1189:19; 1190:05; 1191:81; 3587:58; 3901:78;

4664:35; 5594:85; 7044:03;
7058:66; 7473:47

Al iii 1379:67; 1384:13
Si ii 1190.42; 1193.29; 1194:50; 1197:39; 1246:74;

1248:43; 1250:09; 1250:44; 1251:16; 1260.42;
1264:74; 1265:00; 1304.37; 1305:59; 1309:28;
1309:45; 1346:88; 1348:54; 1350:07; 1350:52;
1350:66; 1352:64; 1353:72; 3857:11; 4129:22;
4132:06; 5057:39; 6348:86; 6373:13

Si iii 1108:36; 1109:94; 1109:97; 1113:17; 1113:20;
1113:23; 1294:55; 1296:73; 1298:89; 1298:95;
1301:15; 1303:32; 1312:59; 1417:24

P ii 1149:96; 1152:82; 1154:00; 1155:01; 1249:83
Si 1316:54; 1425:03; 1425:19
Sii 1124:40; 1124:99; 1131:06; 1131:66; 1250.58;

1253.81; 1259.52
Caii 3180:25; 3737:97; 3934:78; 3969:59; 8544:44
Feii 1126:42; 1126:59; 1126:88; 1142:31; 1142:36;

1144:94; 1147:41; 1151:16; 1262:14; 1266:53;
1266:68; 1267:42; 1275:14; 1275:78; 1311:06;
1359:06; 1361:37; 1364:59; 1364:76; 1371:02;
1374:83; 1374:94; 1375:17; 1379:47; 1392:82;
1408:48; 3228:67; 5019:84; 5170:47;

Feiii 1122:52; 1124:87; 1126:73; 1128:04; 1128:72;
1130:40; 1131:19; 1386:15

Ni ii 1119:33; 1133:73; 1137:09; 1139:64; 1154:42;
1164:28; 1164:58; 1171:29; 1173:30; 1317:22;
1335:20; 1345:88; 1370:13; 1374:07; 1381:29;
1381:69; 1393:32
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Table 3.5: Abundances of trace metals in the atmosphere of WD J2047{1259.

Element log [Z=He] � di� Di�usion Flux X cvz

[103 yr] [106 g s� 1] [1018g]
C � 6:1 � 0:1 8:6 13 3:4
N < � 7:0 7:7 � �
O � 4:8 � 0:1 7:0 410 91:6
Mg � 5:6 � 0:1 5:1 140 22:0
Al < � 6:5 4:7 � �
Si � 5:6 � 0:1 4:7 170 25:5
P � 8:1 � 0:1 4:2 1:1 0:1
S � 6:6 � 0:1 4:2 22 2:9
Ca � 6:9 � 0:1 3:5 16 1:8
Fe � 6:4 � 0:2 2:6 98 8:0
Ni � 7:4 � 0:1 2:5 11 0:8
Total 881 157

temperature. The NIR spectrum is consistent with this evidence, and Figure 3.3

shows it to be compatible with the Rayleigh-Jeans tail of the atmospheric model.

In a steady state (or increasing) accretion phase, the presence of an accretion

disc is implied { but is not found by these data. Among single white dwarfs, metal

pollution is detected far more frequently than warm debris discs [Wilson et al.,

2019]. Disc detections correlate with high accretion rates, typically _M acc & 109 g s� 1

[Bergfors et al., 2014]. The accretion rate for WD J2047{1259 is slightly lower {

8:8 � 108 g s� 1 { so a non-detection is not unusual for this system; indeed there

are multiple examples of white dwarfs that must be accreting material, but have

no infrared excess detection, and there are plausible explanations for these non-

detections. For example, a thin edge-on disc could be the cause of this non-detection

[Bonsor et al., 2017].

3.5 Composition of the Accreted Material

The abundances of metals in a white dwarf's photosphere are a result of the compo-

sition of the parent body, the duration of the accretion event, and the rate at which

each element gravitationally settles below the photosphere. Koester [2009, eq. 4]

described the time-dependent convection zone massX cvz of a particular element,

Z , which depends on each element's di�usion timescale,� di� . The relative accretion

rate of each metal _M (Z; t ) is assumed to be proportional to its relative abundance

in the parent body. Thus, with measured photospheric abundances and computed

di�usion timescales, one can determine the bulk composition of the parent body.
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Figure 3.4: Abundances of metals, relative to silicon, in the parent body, normalised
to the corresponding bulk Earth ratio, and calculated for each accretion phase. The
decreasing phase is shown for 2� di� (Si) after accretion ends. Chondritic compositions
show the closest match to the abundances of most of the measured elements; carbon,
oxygen and sulphur are best matched to CM chondrite composition. Upper limits
are shown by triangles.

It is important to note that 3D atmospheric models are needed to truly

understand the mixing processes in white dwarfs; Cukanovaite et al. [2018, 2019]

have made signi�cant progress, but are yet to extend to atmospheric compositions

as unusual as that of WD J2047{1259. Similarly, Bauer and Bildsten [2018] showed

that thermohaline mixing in hydrogen atmospheres can change the accretion rates by

orders of magnitude, and to some extent the inferred compositions, but no equivalent

study has been published for helium atmospheres.

I here use the mathematical description for a simpli�ed accretion episode

described by [Koester and Wilken, 2006; Koester, 2009], and outlined in§ 1.4.2

(Equations 1.8, 1.10, 1.12), to calculate possible parent body abundances from the

photospheric metal abundances and di�usion timescales listed in Table 3.5. For

the decreasing phase, the abundances depend on the assumed interval since the

abrupt end of accretion; I use 2� di� (Si) = 9320 yr as an illustrative example. These

abundances, ordered by atomic mass, are shown in Figure 3.4, and compared to

solar system abundances.

The increasing and steady state abundances are similar; both are rich in car-

bon, sulphur, and oxygen, but poor in iron and nickel, relative to the bulk Earth.
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The abundances suggest WD J2047{1259 is accreting the debris of a rocky planetes-

imal broadly similar to carbonaceous chondrite (C chondrite) material [Kallemeyn

and Wasson, 1981; Wasson and Kallemeyn, 1988; Lodders, 2003, 2010], most well

matched to the CM chondrite subgroup5. Iron and nickel abundances are both well

below bulk Earth levels, and slightly below the two illustrated classes of C chon-

drite. Within the uncertainties of these measurements, and the diversity among

Solar-system chondrites, the abundances of the planetesimal accreted by WD J2047{

1259 suggest that it had not undergone major alterations in the form of melting or

di�erentiation.

The increasing phase can last for� � di� (in this case, � 104 yr), whereas the

steady state phase is estimated to last for 105:6� 1:1 yr, [Girven et al., 2012, based

on estimated lifetimes of debris discs]. The increasing phase does not produce a

signi�cantly favourable composition - the abundances of iron and nickel are better

reproduced by the steady state phase. Thus, I �nd the steady state phase compo-

sition the most favourable.

Adopting that WD J2047{1259 is in the decreasing phase brings the iron and

nickel abundances in line with those of the bulk Earth, but leaves the volatiles carbon

and sulphur highly over-abundant. Wilson et al. [2016] have shown that the C/O

abundance ratio can distinguish between C chondrite and bulk Earth compositions

(for which log [C=O] ' � 1 [Wasson and Kallemeyn, 1988; Lodders, 2010], and� 1:8 {

� 2:7 [All�egre et al., 2001], respectively). The C/O ratio is not strongly a�ected by

the assumptions about the accretion history, as both elements have relatively similar

sinking times (Table 3.5): I calculate log [C=O] = � 1:30; � 1:39, and � 1:50 for the

increasing phase, steady state, and decreasing phase, respectively, with uncertainties

of � 0:14. Hence, the C/O ratio of WD J2047{1259 alone indicates that the accreted

material is similar to Solar System C chondrites, and enhanced compared to bulk

Earth. I conclude that the abundances implied by assuming WD J2047{1259 is in

the decreasing phase do not match bulk Earth, or other Solar System compositions

known to us.

The models used in this work have a convection zone mass fraction of logq =

log(M cvz = M� ) = � 8:92. From the measured abundances, I determine 1:57� 1020 g

of metals in the convection zone. A spherical object of this mass, and a density of

3 g cm� 3, would have a radius of' 23 km; slightly smaller than Mathilde 6. This is

a lower limit on the size of the object. For the steady state phase to maintain this

mass requires a di�usion 
ux of 8:8 � 108 g s� 1, which is by de�nition equal to the

5CM chondrites are the most commonly found type of C chondrites, named after the Mighei
meteorite. Subclasses of C chondrites are distinguished by chemical and petrological properties.

6 Incidentally a C-type asteroid rich in carbon [Yeomans et al., 1997]
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Figure 3.5: The results of oxygen budget simulations for (a) increasing and steady
state phases; (b) decreasing phase, 2� di� (Si) after accretion ends, for a completely
rocky parent body and for one with metallic iron and nickel. NB: Axis scales di�er
between (a) and (b). Solid lines show the distribution of oxygen budget usage in
these simulations for each phase. A higher percentage indicates a relative paucity
of oxygen compared to the abundances of mineral-forming elements. The error bars
mark the 50 � 34:1 percentiles of the distributions. The coloured bars show the
breakdown of the median oxygen budget by minerals.

accretion rate _M acc. This value is typical of the measured accretion rates for polluted

white dwarfs of similar temperatures, although helium-dominated white dwarfs show

a large scatter, extending to higher accretion rates [Koester and Wilken, 2006; Farihi

et al., 2012b, see also �g. 4. of Bauer and Bildsten 2018].

The water content of the accreted material can be estimated by calculating

the oxygen budget [�rst explored by Klein et al., 2010]; comparing the abundance

of oxygen with the abundances of elements that are in common minerals. The

assumption that the geochemistry of extra-solar rocky bodies resembles that of the

Solar System was demonstrated to be valid by Doyle et al. [2019]. In the bulk Earth,

almost all oxygen is in the metal-oxides common to rocky material; principally SiO2,

MgO and FeO, with smaller contributions from other minerals (e.g. Al2O3, CaO),

and a negligible amount of water. In planetesimals formed beyond the snowline, a

large fraction of the oxygen budget comes from water.

Using the compositions determined for each accretion phase, I examine the

oxygen budget in the accreted material. I use Monte Carlo methods to sample the
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number of atoms of each mineral forming element in the simulated composition.

These are multiplied by the empirical ratio for the chemical compound (yx for ZxOy ;

e.g. 2
1 for SiO2), summed, and then compared to the total number of oxygen atoms in

the simulation. For rocky material devoid of water, these numbers should be equal;

i.e. 100 per cent of the oxygen budget is used. A median less than 100 per cent

indicates an oxygen excess, best explained by water in the parent body. If the

median is beyond 100 per cent, some fraction of the parent body would be metallic.

This is not uncommon for iron and nickel, but a metallic component including

other mineral-forming elements is unlike any known Solar System body. Doyle et al.

[2019] have shown that the chemistry resulting from rock formation in exo-planetary

systems is broadly similar to that of the Solar System.

As there is only an upper limit on the abundance of aluminum, log [Al=He] <

� 6:5, I included it in the analysis at its expected abundance for bulk Earth and

C chondrite compositions; log [Al=Si] = � 1:05 [e.g. Lodders, 2010], but with zero

uncertainty. Not accounting for aluminium would cause a signi�cant systematic

o�set in the oxygen budget. This approach is robust as the abundance of aluminium

does not vary signi�cantly between bulk Earth and chondritic compositions.

The resulting distributions are approximately lognormal. In the increasing

and steady state phases (Figure 3.5a) { I �nd an oxygen excess,� , of 46+13
� 17 and

16+20
� 27 per cent, respectively (uncertainties are from the 16th and 84th percentiles

of the distributions). The corresponding median mass fractions of water in the

accreted material are 29 and 8 per cent. C chondrite meteorite samples typically

contain 10 { 25 per cent water by mass, varying slightly between subgroups [Garenne

et al., 2014]. I �nd excess oxygen in 98 and 74 per cent of simulated compositions,

respectively.

Jura and Xu [2010] suggested that survival of water through the AGB phase

is limited to that sequestered tens of kilometres within a rocky body. For example,

Malamud and Perets [2016, 2017a,b] predict that a' 50 km minor planet formed

at ' 40 AU around a 2 M� progenitor (evolving into a 0:59 M� white dwarf) would

retain half of its water through stellar evolution. The eccentric Kozai-Lidov mecha-

nism has been shown to cause instabilities in wide orbit planetesimals large enough

to cause their accretion [Stephan et al., 2017].

For the decreasing phase (Figure 3.5b) I show the oxygen budget at 2� di� (Si)

after accretion ends, for two di�erent mineralogies; rocky, in which all rock-forming

elements are oxidised, andmetallic, where iron and nickel are in their metallic form

and do not a�ect the oxygen budget. Other common oxidation states (e.g. Fe2O3

and NiO2) for iron and nickel are not investigated. The oxidation state of iron has
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Table 3.6: Time constraints on the decreasing phase for di�erent mineralogies (� Si =
4660 yr).

95th percentile 99.7th percentile
[� di� (Si)]

Metallic Fe & Ni 2 :32 3:23
FeO & NiO 1:40 1:78

been shown to vary across subgroups of C chondrites, but always some iron is in

an oxidised state [Garenne et al., 2019]. The oxidation state of the parent body

accreted by WD J2047{1259 may lie between these simpli�ed rocky and metallic

cases. For both, the result is an oxygen de�cit.

I calculated a parent body composition, and subsequent oxygen budget, for

a range of times after the end of accretion, to �nd when the computed abundances

become unrealistic. I accounted for wholly rocky mineralogy, and for a parent body

with purely metallic iron and nickel. The constraints on the maximum duration

of the decreasing phase are given in Table 3.6. These are the times at which the

computed composition distributions indicate an oxygen de�cit at the 95th and 99.7th

percentiles (two and three sigma con�dence). These upper limits are nearly two

orders of magnitude shorter than estimated disc lifetimes of 105:6� 1:1 yr [Girven

et al., 2012], although within two sigma. I interpret this, in combination with

the C/O ratio mentioned above, as evidence that the decreasing phase scenario is

unlikely to be correct for WD J2047{1259.

I next consider the possible mass of water delivered to WD J2047{1259,

M H2O, adopting the steady state phase and the median oxygen excess value.As-

suming at least �ve di�usion timescales have passedsince the start of the accretion

episode (in order to reach the steady state), I deriveM H2O � 5� di� (Si) � _M acc � � =

5 � 1019 g. This is a small amount compared to that held by some Solar System

objects { four orders of magnitude less than that in Ceres (� 1023 g).

3.6 Hydrogen in Helium Atmospheres

WD J2047{1259 is the latest addition to the small group of peculiar white dwarfs

with helium-dominated atmospheres that show anomalously large hydrogen abun-

dances and photospheric metal pollution from accreted planetary material. These

appear to be the extreme outliers from the large population of helium-dominated

white dwarfs thought to be accreting hydrogen and metals from water-bearing rocky

material [Gentile Fusillo et al., 2017].
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3.6.1 The argument for water accretion

Rolland et al. [2018] measured the hydrogen abundances of a sample of 143 he-

lium rich white dwarfs, the majority of which contain more hydrogen than can be

explained by the scenarios they explore. Rolland et al. [2018] initially used mod-

els that were chemically homogeneous, but Rolland et al. [2020] have since imple-

mented more complex abundance pro�le inputs. The authors modeled white dwarfs

containing a �xed mass of hydrogen, wherein two possibilities arise: If the initial

hydrogen mass is su�ciently large (& 10� 14M � ), once the white dwarf has cooled

to ' 25 000 K its envelope becomes strati�ed as hydrogen 
oats to the surface, and

consequently helium absorption lines are no longer detectable as the photosphere

is within the hydrogen layer. For lower initial hydrogen masses no strati�cation

occurs, but hydrogen is diluted as the convective layer grows deeper, and eventu-

ally becomes undetectable. The hydrogen masses, measured from observations of

helium-rich white dwarfs [Koester and Kepler, 2015; Rolland et al., 2018], in the

range 12 000{20 000 K cannot have been present throughout the history of those

stars, or they would have become strati�ed and remained so.

Seeking an alternative explanation, Rolland et al. [2018, 2020] examined

white dwarfs with negligible initial hydrogen mass, but which accrete hydrogen

at a constant rate. The resulting picture is similar: if this accretion rate is too

high (& 10� 23 M � yr � 1 ' 103 g s� 1), the envelope inevitably becomes strati�ed as

too much hydrogen will be accrued before the convection zone develops, which is

subsequently suppressed. For lower accretion rates, hydrogen remains well mixed

and dilutes as the convection zone grows, but the mass of hydrogen accrued cannot

produce the observed abundances in the range 12 000{20 000 K. Rolland et al. [2018,

2020] concluded that the measured hydrogen masses could not be explained by left

over hydrogen from the progenitor, nor by a constant rate of accretion. Rolland

et al. [2020] also sketched out a novel scenario in which hydrogen can be dredged

up from deep within the envelope, which has potential to explain a larger portion

of the observations.

An accretion scenario will only work if the start of accretion is delayed until

when the convection zone begins to grow signi�cantly, at ' 24 000 K (Fig. 2 of

Rolland et al. 2020). Dynamical simulations have found that planetesimals are not

scattered to within the Roche radius of the white dwarf for the �rst ' 40 Myr of

its cooling lifetime [Mustill et al., 2018] - corresponding to Te� ' 23 000 K for a

0:6 M� white dwarf. These simulations show that subsequent Roche limit crossings

occurred stochastically. The delay in the onset of accretion demonstrates that the

varying accretion history may provide a natural explanation for the delivery of
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(water-rich) planetary debris after white dwarfs have developed su�ciently deep

convection zones that prevent strati�ed atmospheric con�gurations.

3.6.2 The speci�c case of WD J2047-1259

Here, I consider the plausible hydrogen accretion histories for WD J2047{1259.

Based on the measured abundance of hydrogen and envelope mass from the model,

the total mass of hydrogen present in the atmosphere isM H = 3 � 1022 g (�

10� 11 M � ); orders of magnitude above the limits imposed on the initial hydrogen

massM H . 10� 14 M � for the envelope not to become strati�ed [Rolland et al.,

2018, 2020]; according to Fig. 4 of Rolland et al. [2020] a star with thisTe� and M H

should be strati�ed.

I begin with the case in which a single body delivered all of the accumulated

hydrogen during the current accretion episode.Assuming no change in the compo-

sition or rate of accretion, the parent body mass required is� 1024 g; comparable to

the mass of Ceres (albeit with a lower water fraction). The current episode would

have to have lasted for approximately 115 Myr { most of the cooling age of the star

(125 Myr). Given the stochastic accretion predicted by Mustill et al. [2018], and disc

lifetime estimates, which range between 0:01{10 Myr, [Jura, 2008; Metzger et al.,

2012; Girven et al., 2012], the hypothesis of a single parent body dominating accre-

tion onto WD J2047{1259 for � 100 Myr is unreasonable. I exclude the possibility

that WD J2047{1259 has undergone monotonous accretion from a single object for

> 10 Myr. Further, accretion spanning most of the cooling age of the star would

require an average rate of� 10� 19 M � yr � 1 to accumulate this mass of hydrogen.

This rate is three orders of magnitude above the limit imposed by Rolland et al.

[2018, 2020, see Fig. 8 of the latter].

The only plausible explanation involving a single body of this size is that

the accretion rate has previously 
uctuated to much higher values, such that the

duration of the episode could be. 10 Myr. If the rate had been orders of magnitude

higher in the last several di�usion timescales (� 104yr) this would be re
ected in

the abundance ratios. The details of the accretion process from circumstellar debris

discs are not well understood, but variable infrared emission has been seen in many

systems [Xu and Jura, 2014; Xu et al., 2018; Farihi et al., 2018; Swan et al., 2019a;

Wang et al., 2019] and calcium emission line strength variations also suggest rapid

changes (relative to the disc lifetime) within the gaseous component of debris discs

[Wilson et al., 2014; Manser et al., 2019]. However, these have not been directly

linked to changes in the rate of accretion. To date, there are no observations showing

a changing accretion rate at a white dwarf.
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Given our understanding of remnant planetary systems, it is almost certain

that WD J2047{1259 has accreted planetesimals in the past. The resulting metal

pollution may have long-since sunk out of the photosphere and become undetectable.

However, hydrogen may have been added to the photosphere by any of these past

events. Therefore I consider a scenario wherein the current accretion episode is the

latest in a stochastic series over the last' 85 Myr (for accretion beginning ' 40 Myr

into the cooling lifetime, as suggested by Mustill et al. 2018), during which most

of the current hydrogen must have been accreted. This is compatible with �g. 9

of Mustill et al. [2018] which shows that planetesimal Roche lobe crossings become

roughly constant (though still stochastic) at a cooling age of 60 Myr. For a canon-

ical white dwarf, 60 Myr corresponds to a temperature of ' 21 000 K. According

to Rolland et al. [2020, Fig. 4], the maximum permitted hydrogen mass at this

temperature, whilst retaining a helium-dominate photosphere, is� 10� 14 M � ; three

orders of magnitude below the current mass in WD J2047{1259. I thus conclude

that 99.9 per cent of the hydrogen present in WD J2047{1259 has been delivered by

accretion within the last 60 Myr. The large amount of water delivered (compared

to other helium atmosphere white dwarfs of similar temperatures) in this system

may be attributed to some unusual architecture of the surviving planetary system,

or an abundance of water far in excess of the typical planetary systems [Jura and

Xu, 2012; Gentile Fusillo et al., 2017].

3.7 Conclusions

I have characterised of the atmosphere of WD J2047{1259 which contains 1:6� 1020 g

of metals; carbon, oxygen, magnesium, silicon, phosphorus, sulphur, calcium, iron,

and nickel. I also con�rm the previously reported large hydrogen abundance in the

helium dominated atmosphere [Raddi et al., 2017], �nding Te� = 17; 970� 140
170 K,

logg = 8 :04 � 0:05 and log [H=He] = � 1:08 � 0:08. I show that the photosphere

is polluted by rocky material rich in volatile and transitional elements compared to

bulk Earth, but consistent with C chondrites (in particular, most similar to the CM

chondrites). It is most likely that accretion is in steady state, and that the parent

body probably contained a small amount water; I �nd excess oxygen in 74 per cent

of simulated steady state compositions, indicating a median eight per cent water by

mass.

Neither the increasing nor decreasing phase can be de�nitively excluded, but

both are subject to severe constraints to their duration in comparison to the steady

state phase. The increasing phase scenario yields a much higher water fraction by
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mass in the accreted material (29 per cent), and a composition that closely resembles

C chondrites. The decreasing phase scenario yields a composition unlike any known

planetary body in the Solar System, as well as an implausible oxygen budget.

I infer 3 � 1022 g of hydrogen present in the atmosphere of this star from

the hydrogen-to-helium abundance ratio and the convection zone mass fraction of

the atmospheric model. Although convective mixing processes may have altered the

atmosphere of WD J2047{1259, no such process can account for its current state.

The star must have acquired its extraordinary abundance of hydrogen within the

last ' 60 Myr. I �nd only two plausible scenarios that could explain this:

ˆ An ongoing accretion episode of an object with mass similar to (or larger than)

Ceres. The accretion rate was previously signi�cantly higher, in order that the

accretion episode last� 10 Myr, but must have been stable at the current level

for several di�usion timescales (' 0:01 Myr).

ˆ A stochastic series of accretion episodes, which began within the last' 85 Myr.

Many of these episodes have delivered water-rich material to the white dwarf;

within the last ' 60 Myr � 10� 11M � of hydrogen was accreted. This hydrogen

has most likely come from a large number of water-bearing planetesimals (e.g

chondrites) or from a small number of large objects that contain water.

The latter scenario is more consistent with our current understanding of how rem-

nant planetary systems evolve around white dwarfs, and suggests that this exo-

planetary system could be either particularly water rich, or currently has an archi-

tecture that perturbs an abnormally large number of water-bearing objects on wide

orbits. If all of this hydrogen was delivered to WD J2047{1259 as water, it would

equate to �ve per cent of Earth's oceans.
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Chapter 4

Preparation for the WEAVE:

White Dwarf Survey

\Okay. Look. We both said a lot of things that you're going to regret. But I think

we can put our di�erences behind us. For science. You monster."

{ GLaDOS, Portal 2 (2011)

Valve Corporation
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The William Herschel Telescope (WHT) Enhanced Area Velocity Explorer

(WEAVE) is the product of two key goals: Multiplexed spectroscopic follow-up to

exploit targets from surveys such asGaia, Apertif, and LOFAR; and a modern

spectroscopic instrument for the WHT. The resulting design is capable of three

�bre-fed observing modes; Integral Field Units (IFU) of both `Large' and ` mini-

' varieties (LIFU and mIFU) alongside multi-object spectroscopy, and has three

resolution modes that determine spectroscopic coverage.

I have been a member of the WEAVE survey since 2017. My major con-

tributions to the project include: preparing catalogues and Observing Blocks for

the Science Veri�cation Program (§ 4.5); preparing inputs and analysing outputs

of the Operational Rehearsal (OpR) exercises (§ 4.7 & 4.8); analysing the Early

Commissioning Data (§ 5). Alongside this, I have participated in scores of regular

telecons, two All Hands Meetings, and the Survey Readiness Review, all with the

view of progressing the Survey as a whole, and the science case of the White Dwarf

survey therein.

This chapter provides a high level overview of disparate technical aspects of

WEAVE, surpassed in collated detail only by the o�cial Survey paper [Jin et al.,

2024] to date. Individual hardware and software elements are described in greater

detail by assorted other publications [e.g. Dalton et al., 2014, 2016; Dalton, 2016;

Dom��nquez et al., 2016; Lewis et al., 2014; Rogers et al., 2014; Terrett et al., 2014;

Walton et al., 2014]. In this chapter I will summarise the complexities of the

instrument, and of the collaboration of science survey teams that comprise the

WEAVE Survey. I will then step through the process of preparing to observe with

WEAVE based around my contributions to the SV campaign. Finally, I will exam-

ine WEAVE's data structures and products through the lens of the OpRs, as well

as presenting a level of detail not published elsewhere.

4.1 The WEAVE Instrument

The WEAVE `Facility' includes the top-end assembly (Figure 4.1), spectrograph

(Figure 4.2), calibration unit 1, observatory control system, and data processing and

archive system. What I here refer to as the WEAVE Instrument encompasses the

top-end assembly, calibration unit, and the spectrograph,i.e. the hardware attached

to the telescope.

1The calibration unit is the only part of the ensemble not made-new for WEAVE.
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Figure 4.1: Representation of the WEAVE top-end assembly, reproduced with per-
mission from Jin et al. [2024], originally created by Kevin Dee.

4.1.1 WEAVE Fibres and Positioning system

As part of the new design, the top-end unit of the WHT was replaced with the

assembly shown in Figure 4.1. It includes the �bre positioner, tumbler, instrument

rotator, two degree prime focus corrector, and atmospheric dispersion correctors.

WEAVE's top-end features a `tumbling' design for the �eld plates and �bre

positioner, so that one MOS �eld can be con�gured while another is observed, and

then perform a half-rotation in ' 1 minute. MOS �bres are installed in three

concentric tiers around each �eld plate. The two plates (A and B) are similar but

not identical; plate A holds 960 science �bres and 8 guide �bre bundles, while plate

B includes 20 mIFU bundles at a nett cost2 of 20 science �bres. MOS �bres, and

individual �bres of a mIFU bundle, have an aperture of 1.3 00. A mIFU bundle spans

11� 12002 with an array of 37 �bres.

At the midpoint on the tumbler, the monolithic LIFU is positioned. This

array contains 547 �bres. Each has a 2.600aperture, covering 90� 78002 on sky, along

with 7 peripheral bundles for sky subtraction and a separate guiding camera. The

LIFU can only be positioned on-axis during observations, and while in use the �eld

plates are inaccessible to the positioner units.

MOS �bre (and mIFU bundle) deployment is performed by a pair of robotic

2Nett, because of the minutiae of how guide or mIFU bundles replace science �bres.
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MOS mIFU LIFU
Fibre diameter 1.300 1.300 2.600

Fibres 960/940a 20 � 37 537
IFU �lling factor { 0.50 0.55
Sky subtraction . 100 �bres 1 mIFU bundle 8 peripheral bundles
Con�guration time 55 mins 20 mins < 1 min

hWDs/�eld i 10 [LR] 1b < 1b

3 [HR]

Table 4.1: Speci�cation for the di�erent focal plane observing modes [Jin et al.,
2024], and the expected number of white dwarfs observed per �eld.
a Both observing `plates' (A & B) are equipped with 1008 �bre buttons. Both plates
have a share of �bres allocated to sky calibration and guidance, but plate B also
hosts the mIFU bundles, hence the reduced number of science �bres.
b mIFU �elds may have up to two white dwarfs allocated, depending on availability.
LIFU �elds are less likely to have a white dwarf well placed for observing. Individual
�elds will use bootstrapped calibration where a white dwarf is not observed.

positioners with a design based on the 2dF positioner [Lewis et al., 2002], scaled

up for the requirements of WEAVE [Lewis et al., 2014]. Positioning up to one

thousand �bres on the focal plane can be done in approximately 55 minutes, thus

determining the duration of a typical observation, with the intent of minimising

`lost' time between observations. The mIFU units cannot be used concurrently with

MOS �bres, but plate A can be deployed or observed for MOS observations while

plate B is being observed or deployed in a mIFU arrangement. This o�ers further


exibility to reduce lost observing time; in the case of resuming optimal observations

after a change in conditions3, a mIFU �eld on plate B can be prepared in less than

twenty minutes, and then a MOS �eld prepared during that one hour observation.

More details are given in Table 4.1

The arrangement of �bres on the focal plane is computed in advance using the

configure software developed for WEAVE [Terrett et al., 2014], which is discussed

in § 4.5.2.

4.1.2 The Calibration Unit

WEAVE uses the WHT's existing calibration unit, mounted on one of four available

Nasmyth positions4 Dom��nquez et al. [2016]. A thorium-argon-chromium lamp will

provide arc spectra for wavelength calibration in both LR and HR modes. Arc and

3The LIFU mode is preferentially deployed in poor seeing conditions.
4Many documents speci�c to the calibration unit referred to the `broken-Cassegrain focus'.
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Figure 4.2: Representation of the WEAVE spectrograph, reproduced from Jin et al.
[2024], originally created by Remko Stuik.


at �eld exposures will be taken in three sets with �bres arranged in a circle at

a 20' radius around the �eld centre. These will also provide information on �bre

throughput. Both of the WEAVE cameras have LEDs mounted on the underside

of the shutter, which can be used for 
at �elds and to determine gain-sag on the

detector over its operational lifetime.

4.1.3 The WEAVE Spectrograph

The WEAVE spectrograph design is described in full by Rogers et al. [2014] and is

visualised in Figure 4.2. Fibres pass through the Nasmyth focus5, where the light is

directed to collimator mirror and then to a dichroic beamsplitter, which produces

the two `arms' of WEAVE's spectral coverage. Each beam passes through a volume

phase holographic transmission grating before being refocussed by camera optics

onto the detectors. Each camera has an active focal plane of 8192 (spectral)� 6144

(spatial) pixels, populated by a pair of e2V C CCDs, with the physical size of the

pixels being 15� m. This results in a gap in the spectrum of each arm (Table 4.2).

Three resolution modes are available; one low-resolution (LR), and two high-

resolution (HR) setups. Details of resolution and wavelength coverage are given in

Table 4.2.
5 In the GHRIL room - https://www.ing.iac.es//PR/inst.php?tel=wht&inst=GHRIL
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Resolution Mode R � limits [ �A] � gap [�A]
LR Blue 5,000 3660 { 6060 5491 { 5539
LR Red 5,000 5790 { 9590 7590 { 7669
HR Blue-1a 20,000 4040 { 4650 4525 { 4536
HR Blue-2a 20,000 4730 { 5450 5302 { 5315
HR Red 20,000 5950 { 6850 6412 { 6431

Table 4.2: Speci�cation for the available modes of resolution and wavelength cover-
age. Note that for LIFU observations, resolution will be half the listed value, due
to the larger �bre diameter.
aThese modes are colloquially named HR Blue and HR Green, and are mutually
exclusive options for blue-arm coverage in HR mode.

4.2 The WEAVE Survey

The WEAVE Survey includes eight constituent surveys, whose targets of interest

range from (circum)stellar to extragalactic. These surveys are:

Galactic Archaeology (GA)

By collecting a census of positions, orbits, ages, and chemical compositions of the

stars that comprise the major stellar structures of the Milky Way, the GA survey

aims to reconstruct its formation and evolution. The WEAVE GA survey will

follow up targets that cannot be fully characterised using Gaia's Radial Velocity

Spectrometer. For operation purposes, this survey is divided into four sub-surveys

with distinct but complementary target lists and science goals: Low Resolution Disc;

Low Resolution High Latitude; High Resolution; Open Clusters.

Galaxy Clusters (WC)

The WC survey has three complementary areas of study, with the aim of under-

standing the physical mechanisms at play in and around galaxy clusters. These

three components are: Nearby (redshift 0:01 < z < 0:04) low-mass (dwarf) galaxies

in high density environments; The collapsing cosmic web �laments that form and

feed galaxy clusters (z ' 0:05); Galaxies at the cores of clusters (z � 0:5).

Stellar, Circumstellar, and Interstellar Physics (SCIP)

The SCIP survey targets the Galactic disc to study the shortest phases of stellar

evolution, and the relationships between stars and their environments. The target

list mainly comprises high mass (OBA-spectral type) stars, including a kinematics

study of very young massive stars across the Milky Way.
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Stellar Populations at Intermediate Redshifts (StePS)

StePS aims to perform detailed spectral analysis of a large sample of intermediate-

redshift (0:3 � z � 0:7) galaxies in a variety of environments, to expand on work

of other surveys (e.g. SDSS) and provide complementary data to other techniques

(e.g. X-ray, narrow band photometry). Their observations are designed to yield star

formation rates, metallicities, and gas in-/out
ows.

WEAVE-Apertif (WA)

WA targets optical spectroscopy follow-up to the radio imaging targets produced

by its namesake, the Apertif focal plane array system in use on the Westerbork

Synthesis Radio Telescope. Observations targetting galaxies up toz � 0:2 will

compare the properties of stellar and ionised gas (studied by optical spectroscopy)

to the cold gas (predominantly Hi, observed in radio domain astronomy), which will

help to map and explain the observed bimodality of galaxy star formation rates in

the low redshift universe.

WEAVE-LOFAR (WL)

WL will provide optical follow-up to radio sources identi�ed by the Low Frequency

Array. Redshift measurements will be made as far asz = 6, along with source

classi�cations, using the spectra obtained by this survey. These �ndings will inform

on topics such as the star formation history of the Universe, Active Galactic Nuclei,

and the Epoch of Reionisation.

WEAVE QSO (WQ)

WQ will measure Lyman-alpha and intergalactic absorption features in the spectra

of high-redshift (z > 2:2) quasar sources. The observations will support a variety

of science goals, including structures of the intergalactic medium on scales from

kiloparsecs to the Baryon Acoustic Oscillation.

White Dwarfs (WD)

The WD survey targets white dwarf candidates, which will provide 
ux calibration

for all MOS observations as well as serving their own science goals. See§ 4.3 for

more detail.
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Jin et al. [2024, § 4 and Table 4.] detail the targets and science goals of each

survey, as well as their observing and resolution modes and their allocated fraction

of �bre-hours.

Over the nominal �ve year mission, observations for these surveys should use

approximately 1150 nights, with further time available to the astronomical com-

munity by means of open calls. The Science Veri�cation phase of the project also

included a call for non-WEAVE users to submit proposals, which received a strong

response - thirteen external projects were invited to be part of the science veri�cation

process.

For WEAVE to meet its full science goals requires a two year extension to

the mission, which has yet to be con�rmed. The eight core surveys will be a�ected

di�erently by the eventual duration.

4.2.1 Science Team Structures in WEAVE

Members of the eight core surveys also contribute to speci�c cross-functional groups

within WEAVE.

Survey Working Group (SQG)

The SWG has helped shape the data-
ow design, participated in testing survey

infrastructure, and serves as a �rst point of interaction between the di�erent science

surveys. During survey operations, the SWG will provide target catalogues and

prepare observations.

Quality Assurance Group (QAG)

The QAG monitors the quality of spectra and investigates shortcomings. They

also assess the e�cacy of their survey's observing strategy, and recommend changes

as necessary on a months-years timescale. QAG analysis has been the foundation

of the useful outputs from the Operational Rehearsals (§ 4.6), and the processes

developed during survey preparation should remain useful throughout the WEAVE

survey lifetime.

Cross-Calibration Group

While not formally a survey, some WEAVE observations will be dedicated to a

common sample, agreed upon by the various new generation of MOS instruments.

These observations are done under the name of the Cross Calibration Group (CCG).
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4.3 The White Dwarf survey

In § 1.5.3 I outlined the revolutionary impact of the second Gaia data release on

white dwarf science. WEAVE will provide spectroscopic follow-up of 70; 000 white

dwarfs identi�ed from these data, enabling determinations of key physical parame-

ters and fundamental properties. This is done through the WEAVE White Dwarfs

survey.

WEAVE will continue the widespread practice of exploiting white dwarfs

for 
ux calibration [Bohlin et al., 2001, 2014; Axelrod et al., 2023]. To serve this

purpose, the WD survey is unique within WEAVE, in that it receives no dedicated

pointings of the instrument. Instead it receives ' 1:5 % of �bre-hours. 10{15 white

dwarfs will be observed per LR MOS �eld, 3{5 per HR MOS �eld, and 1{2 per

LR mIFU �eld. White dwarfs are not necessarily observed in all LIFU �elds, but

will be identi�ed and extracted if they fall within the LIFU footprint. For �elds

without an observed white dwarf (LIFU, and occasionally HR mIFU or MOS) 
ux

calibration will rely on bootstrapping from other exposures, or other information

such as known magnitudes. Flux calibration is part of the Core Processing System

(CPS)'s standard pipeline using models provided by the WD survey team, and does

not require a nightly back-and-forth between CPS and WD.

4.3.1 The WEAVE White Dwarf Catalogue

The principal component of target selection is the Gaia astro-photometric white

dwarf candidate catalogue of Gentile Fusillo et al. [2019, 2021a]. From that cata-

logue, we pruned for WEAVE's selection requirements:

ˆ High con�dence candidates;Pwd � 0:7

ˆ Visibility to WHT; Dec > � 30 deg

ˆ Proper Motion6; j� � cos� j < 100yr � 1 & j� � j < 1 00yr � 1

Magnitude cuts are made to produce each of the LR and HR target lists.

Table 4.3 lists these magnitude limits, and the resulting number of targets.

These lists are combined into the �nal white dwarf catalogue; candidates

suitable for both LR and HR observations are listed twice, and di�erentiated by their

6This (fairly generous) limit on proper motion stems from the fact that WEAVE observations
are prepared in advance, to be suitable for an observing window (normally a trimester) rather than
a known date. Fibre positions are micro-adjusted when the time for observation is nigh, but larger
proper motion targets are more likely to cause unforeseen �bre collisions, which are resolved by the
parking of con
icting �bres.
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TARGPROG Magnitude Cut Targets
LR 12 � G � 20 160,050
HR 10 � G � 18 17,257

Table 4.3: Gaia G magnitude cuts for the Low and High Resolution white dwarf
targets in WEAVE.

TARGPROG Critereon TARGPRIO
LR d � 50 pc 10

d > 50 pc 7
HR G � 16 10

16 < G� 17 7
17 < G� 18 5

Table 4.4: Internal priority (TARGPRIO) scheme used for targets of the White
Dwarf survey. In LR mode white dwarfs are prioritised by distance d. In HR mode
white dwarfs are prioritised by Gaia G magnitude.

TARGPROG column values (LR or HR). I stress that the majority of the targets

in the catalogue are, at time of writing, candidate white dwarfs which have been

identi�ed using photometry and astrometry. Spectroscopic observation is needed

to con�rm their nature. The �nal catalogue contains 160052 unique targets, and a

total of 177307 rows.

Targets are then assigned internal priorities (TARGPRIO) which re
ect the

science goals of the White Dwarf survey (§ 4.3.2) and are used when assigning �bres

(§ 4.5.2). These are shown in Table 4.4.

In total the White Dwarf catalogue catalogue contains 204 columns; 69 re-

quired by WEAVE's data infrastructure ( § 4.4), and 135 survey-speci�ed. The

former includes unique labels,Gaia astrometry and photometry, Healpix7 informa-

tion, and other magnitude data. The survey columns include cross-match photom-

etry from several surveys, additional SDSS information, interstellar extinction, and

photometric estimates ofTe� and logg from Gentile Fusillo et al. [2021a]. Not every

value for every target is �lled.

4.3.2 White Dwarf Science with WEAVE

The spectroscopy obtained by the WEAVE White Dwarf survey has the potential to

impact in all areas of white dwarf research. WEAVE observations will complement

Gaia by providing spectroscopically derived parameters, and radial velocity mea-

surements to complete the 6D kinematics of up to 70; 000 white dwarfs. This will

7A spherical projection algorithm used to map a 2-sphere onto a 2-plane and pixelise it.
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allow larger scale local galactic archaeology studies after the style of Tremblay et al.

[2014]. WEAVE will contribute to near-complete volume (d � 50 and� 100 pc) and

magnitude (G < 20) samples, with the selection biases of observed white dwarfs

understood and easy to model.

WEAVE's broad spectral coverage is a key attribute; its blue-ward extent

(Table 4.2 and Figure 4.3) fully encapsulate the Balmer line series, allowing for

robust modelling of atmospheric parameters. The resolution of even LR spectra

will be su�cient to reveal narrow features such as the telltale signature of planetary

accretion; the Ca H/K absorption lines, and detection of � 1 MG magnetic Zeeman

splitting. Spectral coverage of the absorption features of other common pollutant

elements (oxygen, iron, magnesium, silicon, aluminium) will allow for meaningful

preliminary analyses of parent body abundances, providing a strong basis on which

to pursue deeper follow-up with larger telescopes or space-based observatories.

Such a large sample will also allow identi�cation of rare species of white

dwarfs For example, Manser et al. [2020] predict an occurrence rate of detectable

Caii emission from debris discs at 0:067� 0:042
0:025 %. This projects a yield of some 50

such systems over the course of the WEAVE survey.

4.4 Science Processing and Analysis System

The vast volumes of data captured by WEAVE follow a meandering course en route

to the user. Full descriptions of the �les and systems that use and deliver them are

spread across several WEAVE documents, but a summary is presented here.

4.4.1 The Data Flow

Data frames are collected at the telescope and stored locally by the Observatory

Control System (OCS). These �les are cloned by the Core Processing System (CPS;

operated by the Cambridge Astronomy Survey Unit in Cambridge, England), and

are referred to as an `L0 data product', or sometimes as `raw data'. The processing

of L0 data is triggered by the receipt of a standardised \End of Night" text �le from

OCS.

A reduction process, comparable to§ 2.1, is carried out by CPS, along with

some basic parameter determinations, to produce the `L1 data product'; that is,

useable calibrated spectra. This is where the interest of the white dwarf survey

team lies; these spectra will be funnelled into an analysis pipeline and subjected to

characterisation and cataloguing.
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Exposure OB Super-OB
single 001.fit

stack 001.fit

superstack 004.fit

single 002.fit
single 003.fit
single 004.fit

stack 004.fitsingle 005.fit
single 006.fit

Table 4.5: The resulting data products and superproduct of a hypothetical dupli-
cated MOS OB.

L1 �les are provided in various con�gurations, as both `products' { using

data at or below the OB level { and `superproducts' { combining data from multiple

or duplicated OBs. Once a month, L1 data are passed to the Advanced Processing

System (APS), which performs further modular analyses as directed by each target's

`APSFLAG' value, de�ned in the input target catalogue ( § 4.5.1). The output of these

are `L2 data products', and can include determinations of parameters such as radial

velocity, stellar parameters, spectral type, and redshifts.

Any individual exposure8 will result in a single �le, regardless of the ob-

servation mode. The constituent exposures of a MOS OB are combined intostack

�les. Duplicated OBs are further combined into superstack products. Observa-

tions of a single target across several OBs are also combined to a1-d supertarget

�le. For LIFU or mIFU, the equivalent �les are called stackcube or stackcubelet ,

supercube or supercubelet , and LIFU supertarget or mIFU supertarget , re-

spectively.

All of these �les are named by combining their typological label (single ,

stack , etc.) and run number - the RUNvalue taken from the FITS primary header

of the L0 �le, or the �rst of these where multiple L0 �les are included. For example, a

MOS OB containing three serially-numbered exposures, and then duplicated, would

result in a set of �les as shown in Table 4.5.

The overall structure of a typical L1 stack FITS �le, pertinent to the usual

work of the WD survey, is laid out in Table 4.6.

During regular survey operations, white dwarfs may bene�t extensively from

superproducts - especially targets with high internal priorities located in �elds of

particular interest to the other survey teams. All of these data products are stored

in the Operational Repository (OR), which can be accessed by the survey teams.

8For example, each of the three 20 min exposures which constitute a typical one hour OB.
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Index HDU name Description of Contents
0 Primary FITS-compliant primary header description unit.
1 RED DATA Reduced 
ux values per pixel per �bre.

9421� 960 image.
2 RED IVAR Inverse variance of RED DATA. 9421� 960 image.
3 RED DATA NOSS Reduced 
ux values, before sky subtraction, per pixel

per �bre. 9421� 960 image.
4 RED IVAR NOSS Inverse variance of REDDATA NOSS.

9421� 960 image.
5 RED SENSFUNC Sensitivity function, computed by CPS. Given per

pixel per �bre but in pre-survey data uniform across
�bres. 9421� 960 image.

6 FIBTABLE Fibre and target metadata including identi�ers.
60� 960 binary table .

Table 4.6: The structure of the L1 FITS �les produced by CASU.

4.4.2 WEAVE Archive Service

A snapshot of the OR will be transferred every three months to the WEAVE Archive

System (WAS)9. It will be accessible through a web interface that restricts the avail-

ability of data by the associations of each user account, and will support background

processing of data requests. Public data releases are to be made yearly following a

�rst data release 18-24 months after the start of survey observations.

4.5 Science Veri�cation & WEAVE Observations

Pointing one thousand �bres at very precisely located (and slowly moving) targets

in the sky is an almost Gordian prospect. The procedure to prepare an observation

with WEAVE is correspondingly involved; I will walk through it here, using real

examples from WEAVE's Science Veri�cation (SV) phase, which was instigated in

2022. I contributed to the submissions of the White Dwarf survey by preparing

�elds using the steps outlined in the following.

Survey members and open-time users alike must provide two components

for an observation: An input catalogue (in the form of a .fits �le, colloquially

`FITS') containing all targets of interest in their �eld(s) of view, and an Observing

Block (OB), de�ned by an .xml �le, colloquially `XML') de�ning the parameters and

requirements of the intended pointing of the telescope. Thankfully, several members

of the WEAVE survey produced and maintain a generic `work
ow' script package

9https://portal.was.tng.iac.es
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which provides several tools for manipulating the relevant �les, and an example

usage case. This work
ow underpins most of what is discussed in this section.

Both the catalogue and OB(s) must be validated by the WEAVE Auto-

mated Submission Platform (WASP)10. A user intending to observe multiple �elds

and instrumental modes { such as the integrated WEAVE surveys { can use one

catalogue across their program, comprising targets intended for all di�erent modes

of observation.

As part of an early e�ort to involve the astronomy community with WEAVE,

a call for Isaac Newton Group community SV projects was announced in August

2019. This received a healthy response, and ultimately led to thirteen projects

from the astronomy community being invited for implementation into SV phase.

Most of the principle investigators for these projects were not deeply familiar with

WEAVE, and so members of the SWG - myself included - were assigned to assist the

community teams in preparing their submissions. This work entailed contributions

to debugging of, and development requests for, the work
ow.

4.5.1 The Target Catalogue

The input catalogue contains all targets of interest in the user's �eld(s) of view for the

upcoming trimester. To create one, a user must �rst prepare a template catalogue

using tools available through the WASP. This includes mandatory columns11 for

the WEAVE data pipeline, such as various WEAVE metadata, Gaia identi�ers,

�ve-dimensional Gaia astrometry, Gaia photometry and other `generic' photometry

columns. The user may then select to include others from among hundreds of

prede�ned columns; none of these are necessary for observations or the operation of

the Core Processing System (CPS), but are to be included in the WEAVE Archive

System (WAS) when observation data are made available. This template catalogue

must then be �lled with targets, such that when an OB ( § 4.5.2) is created, each

�bre is placed on a de�ned target.

At this point, the process diverges by type of observation. MOS-mode ob-

servations can add targets and have a functional catalogue (subject to WASP val-

idation), although the work
ow provides tools to improve the catalogue contents.

However IFU observations the catalogue must include targets for each �bre within

a unit, whether for the LIFU or mIFU bundles. The user must assign �bres to

targets, such that �bres position are included in output �les; these targets are then

subsumed into the input catalogue.

10 http://wasp.ast.cam.ac.uk/
11 Required to be present, though not to be �lled.
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The catalogue must be submitted to the WASP where it is validated for

conformity with the WEAVE data model. For the MOS mode this happens be-

fore creating XML �les; for IFU modes there is some interplay required between

catalogue and XMLs. When the catalogue is validated by the WASP, all targets

are assigned an immutable `CNAME' which identi�es it throughout WEAVE data

processing and archiving.

4.5.2 Observing Blocks and configure

An OB is de�ned by an XML �le containing a con�guration of �bres or IFU elements

mapped to a set of (science, guide, calibration, and sky) targets, and a description of

the exposure sequence to be performed. The �le conveys all the information needed

to conduct a single observation, and to aide the reduction, analysis and archiving

of those data.

I stress that an OB and an XML are not always 1:1 equivalent, although that

is true in most cases. WEAVE users de�ne an XML �le; that is ingested by the

OB database at WHT, and produces the OB �le. In special cases such as chained

observations, a single XML can de�ne multiple OBs.

The starting point is to create a `proto�eld' XML using a �eld-of-view sub-

set of the target catalogue. For MOS mode, depending on the number of targets

available and the desires of the user, additional cuts can be applied at this stage.

For LIFU mode, the proto�eld comprises a single centre-of-�eld target position. An

OB must include guide stars, calibration stars12 (§ 4.3), and sky targets. Standard-

ised catalogues for guide and calibration targets are remotely queried by work
ow

functions, with relevant targets added to the proto�eld. Sky target positions, or

avoidance regions, can be de�ned in the input catalogue, or left unspeci�ed at this

stage.

With the proto�eld now prepared, the next step is to allocate �bres to tar-

gets. To do so requires the bespoke softwareconfigure 13 [Terrett et al., 2014].

Given the input targets in the proto�eld, configure determines possible collisions

between �bre components, and then seeks to �nd an optimal layout of �bres using

a simulated annealing algorithm. Targets are assigned an internal survey `priority',

which configure will re
ect in �bre allocations where possible. An example MOS

�eld is shown in Figure 4.4. Calibration targets are included in this process but

treated di�erently in order to prevent them being diluted out by science targets.
12 LIFU �elds are exempt from the requirement for calibrators.
13 Within WEAVE's lexicon `con�gure' has been proper-nouned as the name of this software, then

improper-nouned as the output of the software (a `con�guration'), then re-verbed to describe the
act of using configure .
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Figure 4.4: A con�gured MOS plate B �eld for Science Veri�cation project
WS2022B1-014. The �bres are arranged on the focal plane, colour-coded black
for science, green for guides, cyan for calibrations (white dwarfs) and blue for sky.
Input targets (dots) share this colour scheme. The dotted rings, from inner to outer,
are: The `inner' radius which can only be accessed by tier 1 �bres or mIFU bundles;
the limit of tier 2 �bres; the edge of the �eld of view. The ten mIFU bundles can
be seen in parked positions around the edge of the �eld.
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This is discussed more in§ 4.3, along with an explanation of the priority scheme

used for white dwarf stars. configure also �lls many XML elements concerning

the telescope pointing, observing modes and constraints, calibrations and exposure

times.

For IFU mode observations,configure must still be used but its purpose is

somewhat di�erent. The arrangement of twenty mIFU bundles and eight guide �bres

is much more parsable to a human mind and so is not optimised using the annealing

algorithm as with MOS - although placement of guides can still be done with an

automated procedure. There is no choice at all in the placement of the monolithic

LIFU by the time configure is running14. However,configure generates the target

information for each of the �bres in the IFUs based on their position on the �eld, as

well as �lling various XML elements. An example mIFU �eld is shown in Figure 4.5.

Finally, for both IFU modes, implementation of the preset dithering pat-

terns (if required) is managed as desired by another similar program, calleddither .

This allows for complete spatial coverage within the IFU footprint using a series of

connected observations.

Having �nished with configure , some post-processing of XMLs and cata-

logues is recommended. For MOS usage this includes removing unassigned targets.

Target coverage information from an XML can be collected and used to re�ne target

lists for subsequent OBs.

IFU programs again have di�erent requirements: The output XML must be

used to populate the catalogue with target information generated byconfigure .

Empty columns, such as those for photometric data, must be �lled. Fibre metadata

can also be modi�ed, and other ancillary data added to the catalogue. Calibration

and sky mIFU bundles are removed here as they are not required in the target

catalogue in most cases.

If a user is preparing observations for both MOS and IFU modes, the cat-

alogues are concatenated, and then submitted to the WASP as a single �le. Once

validated and with CNAMEs assigned to targets, the FITS catalogue is used to mod-

ify the XMLs with vital target information, creating XML �les ready for WEAVE

to use.

In the case of some observing programs with speci�c requirements, OBs

are linked together so that the scheduler prioritises their serial observation where

possible. These XMLs can then be submitted to the WASP for validation, at which

point the process is complete.

14 There is a simpli�ed cognate program called lifu con�gure used for LIFU observations, which
cannot be prepared using configure as the LIFU is not on either plate.
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Figure 4.5: A con�gured mIFU �eld for Science Veri�cation project WS2022B1-
005. The mIFU bundles and guide star �bres are arranged on the focal plane, with
colour scheme and dotted circles as in Figure 4.4. Around the edge of the �eld are
the parked plate B MOS �bres, which cannot be used simultaneously with mIFU
bundles.

108



4.5.3 OBSTEMP & PROGTEMP

Two codes de�ne a great deal of the internal and external parameters of an OB; these

are the Observing conditions Template (OBSTEMP) and the Program Template

(PROGTEMP). Both are written into the <observation> element of an OB XML

�le, and so must be de�ned during the creation of OBs.

OBSTEMP

OBSTEMP de�nes the external conditions, which constrains the worst conditions

in which a �eld can be observed and still ful�ll its science requierments. It is a �ve

character code -STAMB- where the characters de�ne values15 for di�erent observing

conditions:

ˆ S = Seeing (A... X = 0.7... 3.0)

ˆ T = T ransparency (A... E = 0.8... 0.4)

ˆ A = A irmass (A... F = 1.3... 2.4)

ˆ M= M oon Distance (A... E = 90... 0)

ˆ B = Sky B rightness (A... G = 21.7... 17.7)

Moon distance and sky brightness are naturally related to some extent. As a result,

moon distance is required to be unconstrained when the sky brightness requirements

are strict (21.5 mag or darker), as the latter functionally determines the former.

Di�erent targets may have di�erent OBSTEMP requirements, but the most

stringent of those requirements will be written into the shared XML. Thus, well

minded surveys may take the extra steps of creating OBs from targets that are

somewhat grouped by OBSTEMP. This manifests, for example, in the WEAVE

bad weather programs, which seek to reap what scienti�c bene�t can be had when

observing in poor conditions.

PROGTEMP

PROGTEMP de�nes how an observation is to be conducted. Although it describes

instrument and observation parameters, it is attached to each object in an OB.

Thus, when creating an OB, all targets must be assigned the same PROGTEMP.

This column is often left empty in a catalogue, such as for the white dwarf catalogue

(§ 4.3.1) but must be �lled when creating OBs.

15 In most, but not all cases, values are linearly spaced. Exhaustive listings would be unhelpful.
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PROGTEMP is a �ve integer code where each integer de�nes part of the

observation, with an optional su�x for duplications - NORBI.x+:

ˆ N= I N strument con�guration [1... 9 = MOS LR... mIFU HR Green]

ˆ O= Observing Block length [0... 3 (9) = 30... 120 (custom) minutes]16

ˆ R= R ed Arm Exposure code [0... 9 = depends onO selection]17

ˆ B = B lue Arm Exposure code [as above]

ˆ I = B I nning in spectral direction [1... 4 (9) = � 1... � 4 (custom) binning]

ˆ .x+ de�nes duplication and chaining. If duplicated observations of the OB

are desired, .̀x ' will create x identical OBs in the database. If commensurate

follow-up is desired, .̀x+ ' will increase the internal survey priority of the x-1

duplicate OB(s) to favour more rapid follow-up.

4.5.4 Lessons from Science Veri�cation

The principle aim of the Science Veri�cation phase is to verify the science that

may be achieved with di�erent instrumental modes. Early Science is a desirable,

but not fundamental, product of this. Thirteen SV projects were designed to test

the capability of the instrument to ful�ll core survey science goals. Additional SV

projects proposed by members of the ING community were also proposed, which

tested other scienti�c goals for which WEAVE can be used.

Preparing OBs for SV observations provided a robust test of the WASP,

configure and the work
ow outlined above. Additional challenges were presented

by concurrent commissioning activities of the WEAVE instrument, which required

updates (such as changes to the focal plane map) to be propagated through the

work
ow during SV preparation.

By way of example,configure contains �les describing the current status of

�bres and mIFU bundles. This is so that OBs are prepared with a close-to-correct

set of available �bres - those that are damaged or otherwise compromised cannot

be used in the normal way. Alongside commissioning, repairs were made to scores

of known-broken �bres, but some �bres were discovered to be broken and unable

to be repaired at this time. The changes during preparation for SV were far more

16 Although four presets exist, only two (60 or 90 min) are available to WEAVE science teams.
17 The red and blue arms are `locked' to the same exposure pattern for science teams, and limited

to a small number of options. For open time observations, non-locked con�gurations may be used
if they are justi�ed and do not cause signi�cantly di�erent overheads in readout time.
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pronounced than expected for normal survey operations18 and caused di�culty in

preparing MOS �elds.

Other software changes prompted by commissioning proved disruptive, espe-

cially those that required version-level changes inconfigure . Due to the intercon-

nected nature of configure , the work
ow, and the WASP, this often required OBs

to be recreated.

The White Dwarf survey submitted a SV project comprised of two �elds to

be observed in the MOS LR mode. The titular science targets of each �eld were

well studied white dwarfs: HT Cas, a cataclysmic variable star; and GD 61, a highly

polluted white dwarf indicating a accretion of planetary water-ice (§ 1.4.4). The

�elds contained respectively 23 and 19 unique calibration targets. As MOS mode can

observe far more than twenty targets per pointing, additional science targets were

sourced in collaboration with the SCIP survey which included interacting binaries

that are interesting to white dwarf research in general, but are not part of the

WEAVE-WD survey's catalogue.

Some targets appeared in both of these sets and therefore were duplicated in

the proto�eld, but this caused no issue in con�guring �elds. Two OBs were prepared

for each �eld - one for each MOS plate - resulting in di�erent but functionally similar

�bre con�gurations.

4.6 Operation Rehearsals

In order to prepare data systems and survey teams for the challenges of real survey

operation, a series of exercises called Operational Rehearsals (OpRs) were carried

out. The main goals of the OpRs were to test WEAVE's scheduling software and

the data-
ow systems, but some also provided science teams with an opportunity

to prepare and submit target catalogues and �eld con�gurations, as well as receive

representative data products to analyse.

OpR1 was the �rst and most limited exercise, which focused on parts of the

WEAVE data systems.

OpR2 (and its multiple re-enactments) expanded this remit to cover the full

data 
ow, from simulated telescope observations to processed and archived data. It

also required the input of survey members from outside the data processing team,

and returned data products to the science teams.

OpR3 expanded the scale of OpR2 exercises, and is discussed in§ 4.6.2.

18 Attritional loss of �bres during survey operations is expected, but at a rate su�ciently low that
configure �bre tables can be updated on a trimesterly basis. Many of the `breakages' during SV
were manufacturing defects, not damage in-situ.
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OpR4 was of smaller scale, reusing inputs and simulated data from OpR3

to test the new data model and changes to the data processing pipeline, although

reprocessed data were distributed again to science teams.

The bene�ts and lessons of these exercises to the WEAVE collaboration is

discussed in Jin et al. [2024,§ 6.4], and were highlighted in the WEAVE Survey

Readiness Review for their impact on subsequent planning, and promotion of col-

legiate attitudes between the surveys. These rehearsals could only be completed to

a standard closely-representative of real survey operations because of the WEAVE

simulator. However, to date there is no publication of part or all of the OpR3 data,

meaning that the presentation of this work here o�ers a novel insight into WEAVE's

Operational Rehearsal process.

4.6.1 The WEAVE Simulator

Rogers et al. [2014] simulated resolution maps for the Low Resolution (LR) and

High Resolution (HR) modes of the WEAVE spectrograph - see Jin et al. [2024,

Figure 23]. Those maps were non-trivial, and motivated the construction of a full

image simulator which would provide two major bene�ts: representative test input

material for the data pipeline; and foresight of the expected data quality for the

project's science teams.

The WEAVE simulator [Dalton et al., 2016] uses Zemaxmodelling software19

to sample point-spread functions for each �bre at nine wavelengths, and then inter-

polates for full wavelength coverage. Observational data for targets in the selected

OBs were provided, by science teams, in the form of spectral models and library

templates scaled to a given apparent magnitude and adjusted for radial velocity or

cosmological redshift. These are converted to incident photons, and appropriately

treated for the e�ects of the optical path from prime focus to detector. Finally,

on-chip e�ects are included in the arti�cial CCD images. Calibration frames are

produced by a comparable method. Observing conditions are accounted for using

archived weather data and synthetic sky backgrounds generated usingSkyCalc [Noll

et al., 2012; Jones et al., 2013], and the particulars of the simulated observation (such

as airmass) based on OB parameters.

4.6.2 Operational Rehearsal 3

Jin et al. [2024] provide an outline of OpR3 which was broken into three sub-exercises

labelled a-c. I will brie
y summarise all three before separately describing my con-

19 https://www.zemax.com/
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tributions to OpR3b and OpR3c.

OpR3a

was a straightforward exercise in scheduling observations. Survey teams submitted

OBs containing the required information for scheduling { instrument/exposure de-

tails, �eld centres, and weather requirements { but with empty target lists and all

�bres parked. For each night, a real-time queue of OBs was generated from submis-

sions by the WEAVE Observation Queue Scheduler [hereafter the Scheduler, Fari~na

et al., 2018]. The Scheduler version used for this exercise did not implement certain

features { namely `chained' and `linked' OBs; see Section 6.1 of Jin et al. [2024] {

and so where requested these had to be manually scheduled. The exercise did not

include mIFU OBs, which revealed the importance of this mode for transitioning

between MOS and LIFU observations with minimal loss of time. A total of three

non-sequential months were covered by this exercise, and records of real weather

conditions at the WHT were used to represent observing conditions.

OpR3b

provided a full-scale test of the data pipeline, operating in a survey-representative

manner, even to the time of night that \observations" were sent from the \telescope"

to the data processing units in Cambridge. A seven day period from each of the

three months of scheduled observations created in OpR3a was selected. Each of

the scheduled OBs was recreated to include targets and a con�guration of �bres,

along the lines described in§ 4.5.2. These OBs were then simulated, as described in

§ 4.6.1, with observing conditions speci�ed by the same archived weather data used

in scheduling. These data were made available to SWG members to analyse as they

would real observations, as well as to meta-analyse the e�ectiveness of their survey

in �lling its science goals - such analysis for the WD survey is presented in§ 4.7.

This process led to the identi�cation of several unwanted e�ects in the simulation

and data pipeline (see Section 6.2 of Jin et al. [2024] for details).

OpR3c

was a considerable evolution of OpR3a, comprising eighteen sequential months of

scheduling broken into six trimesters. Changes recommended from OpR3a were

implemented along with the inclusion of mIFU OBs, previously mentioned Scheduler

features, and the addition of a PI time survey to represent the fraction of WEAVE

time that will be available for non-survey members through open time programs,
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which is discussed in§ 4.8. Scheduling results were periodically released to survey

members, who then had a short timescale to update their submission strategy for the

next trimester. This was intended to mimic the real process of updating trimesterly

survey OB submissions based on ongoing observation activity. The many �ndings

of this exercise are summarised in Section 6.3 of Jin et al. [2024] and continue to

be used to improve the Scheduler, and to inform the science programs of di�erent

WEAVE surveys, in order to maximally exploit the instrument's capability and time.

Perhaps the most notable result is that, of' 3500 discrete one-hour slots in OpR3c,

only �fteen were not successfully scheduled. These corresponded to the poorest

conditions, which were either unsuitable for even bad-weather programs or where

the few suitable and visible bad-weather OBs had been exhausted. Subsequent

changes to survey science programs will aim to eliminate this already small waste.

4.7 White Dwarfs in OpR3b

Here I outline the white dwarf inputs, simulated observations, and survey metrics for

OpR3b, as presented in an internal report to the Science teams and Survey Working

Group.

4.7.1 Input Catalogue

At the time of OpR2 and OpR3, the Gaia-based astro-photometric candidate selec-

tion was not complete. The white dwarf input catalogue was instead based on the

space-density of white dwarfs implemented in the Besan�conGaia Universe Model

Snapshot 10 (GUMS10), based on Robin et al. [2012]. From this were taken po-

sitions, proper motions, and radial velocities. A more realistic white dwarf mass

distribution and luminosity function was simulated by S. Toonen [private commu-

nication]. To each white dwarf, we associated a Koester [2010] model spectrum

with corresponding Te� and logg. The majority of white dwarf spectra (90%) have

hydrogen dominated atmospheres, the remaining spectra have helium-dominated

atmospheres. White dwarfs with with trace metals account for less than 1% of the

total number of spectra. The relative fraction of DA/DB white dwarfs is close to

20% in the Te� = 10 ; 000{40; 000 K range.

The input spectra were appropriately scaled by their distance, though with no

reddening applied. In addition, we supplied the appropriate apparent magnitudes for

a set of passbands (Gaia, SDSS,GALEX , IPHAS, UVEX , 2MASS, WISE ). During

the simulation, the radial velocity o�set included in GUMS10 as representative of

white dwarf kinematics was applied to the observed spectra. We assigned di�erent
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OBs Total Spectra DA DB DZ
LR 96 1902 1735 159 8
HR Blue 42 117 111 6 0
HR Green 22 52 52 0 0
Total 160 1966 1898 165 8

Table 4.7: Breakdown of observations in OpR3b by instrument mode, and the num-
bers of di�erent white dwarf spectral types observed within each of those modes.

internal priorities for LR and HR targets, following the scheme in Table 4.4.

4.7.2 Observing Statistics

White dwarfs are only observed with in MOS mode OBs, in both LR and HR

con�gurations. The L1 �les (see § 4.4) include 160 MOS OBs. Of these, 148 contain

white dwarf spectra, comprised of 96 LR OBs, 37 HR Blue OBs, and 15 HR Green

OBs. Twelve OBs containing no observed white dwarfs were all HR (�ve Blue, seven

Green). 30 �elds were repeatedly observed with multiple OBs, either using the same

observing mode or combining the di�erent options.

The full data release contained 2096 spectra of white dwarf calibrators. The

breakdown of observing modes and spectral types is detailed in Table 4.7.

Figure 4.6 shows an example of the �eld of view plots produced by Quality

Assurance routines of the WD survey, showing all con�gured �bres and the un-

con�gured but visible white dwarfs for the observation.

White Dwarfs in configure

The number of simulated white dwarf per �eld depends somewhat on the Galactic

latitude. Fewer white dwarfs were observed in HR mode settings because of the

brighter magnitude limit compared to LR mode. Figure 4.7 displays the number

of visible and observed white dwarfs per OB over Galactic latitude. The maximum

number of 
ux calibrator �bres in a single OB is capped at 25; at high latitudes

(> � 45 deg) the cap is not reached.

The numbers of visible and observed white dwarfs per OB are shown in the

left panel of Figure 4.8. The right panel shows the histogram of the number of

observed white dwarfs.

Per LR (HR) �eld, an average of 19:6 (2:6) white dwarfs were observed. The

average observed fraction of the number of visible white dwarfs in a �eld is 0:56� 0:19

(0:49� 0:35) for LR (HR) �elds. The number of calibrator �bres in an OB is capped

at 25 by configure ; the few �elds that breach this cap must have white dwarfs as
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Figure 4.6: Fibre con�guration of OB 3553, which was `observed' during OpR3b.
The grey dots, blue dots, and large circles show the �bre locations for Science, Sky,
and Calibration targets respectively. Crosses show the locations of targets from
the WEAVE White Dwarf catalogue which were not assigned a �bre in this �eld.
Circles and crosses are coloured by TARGPRIO value as follows; 10: Green, 5:
Orange (none shown: 1:Red). Note that the WEAVE White Dwarf TARGPRIO
scheme was modi�ed following OpR3b.
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Figure 4.7: Number of visible (open markers) and observed (�lled markers) white
dwarfs by Galactic latitude for OpR3b OBs. LR and HR are denoted by red circles
and blue squares respectively, with darker shades indicating multiple observations
of the same �eld.

science targets from another survey. This cap is reached when there are' 30 white

dwarfs visible. Below 30 visible white dwarfs, the number of observed white dwarfs

increases roughly linearly with the number that are visible. This is reasonable to

expect, given that white dwarfs will almost always block �bres from reaching science

targets, soconfigure cannot prioritise any individual white dwarf over a multitude

of science targets.

Figures 4.7 & 4.8 illustrate that configure is, in general, e�ciently select-

ing white dwarfs targets in most LR and HR �elds, and that the calibrator cap

is e�ective. There are two signi�cant outlier points; corresponding to (56 visible, 1

observed) and (88 visible, 6 observed); the latter was observed three times using two

unique con�gurations. There is no obvious reason why so few white dwarfs were as-

signed �bres, and the �elds are not especially crowded; these cases demonstrate that

it is possible for configure to produce OBs with below-optimal numbers of calibra-

tors, and that con�gurations should be checked brie
y by the user for suitability. In

the case of the �eld de�ned by GA-HR (56 visible, 1 observed), the reason behind

this apparently low yield of white dwarfs was discovered at a later date, discussed

in § 5.2.

The HR �elds with no observed white dwarfs are of a particular concern and
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Figure 4.8: Distribution of visible vs observed white dwarfs observed in OpR3b. LR
and HR are denoted by red circles and blue squares respectively, with darkening
shade indicating coincident points (e.g. from a duplicated OB.)
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TARGPROG Critereon Priority
LR d � 50 pc 10

d > 50 pc 5
HR G � 16 10

16 < G � 17 5
17 < G � 18 1

Table 4.8: Similar to Table 4.4, but showing the target priorities of the White Dwarf
survey during OpR3; those in bold were subsequently updated.

Priority 10 5 1
LR mode 69:1%(68) 49:8%(3688) {
HR mode 88:9%(18) 89:3%(56) 32:7%(306)

Table 4.9: The observation rate of visible white dwarfs in each priority bin across
OpR3b. The number of visible targets for each bin is given in parentheses.

may have signi�cant impacts on calibration quality for those OBs. In preparation

for survey operations, the selection criteria of HR white dwarfs is softened, allowing

targets fainter than G = 18 to be included only when insu�cient bright targets are

available. The particulars of targets and �bre allocations are not examined here.

Internal Prioritisation

We examined the sample of observed white dwarfs for the e�ectiveness of our priori-

tisation scheme. The internal survey priorities favour the selection of nearby white

dwarfs in LR OBs, and brighter white dwarfs in HR OBs - note that the OpR3

priority scheme (Table 4.8) di�ers slightly from the �nalised prioritisation scheme

(Table 4.4).

Table 4.9 and Figure 4.9 display the completion statistics within each pri-

oritisation bin. These indicate that the LR prioritisation scheme has been broadly

successful, as the higher priority targets are more frequently observed.

In HR, priority 10 targets have been observed at almost the same frequency

as priority 5 targets, although both categories su�er from small numbers. The

priority 1 bin contains signi�cantly more visible white dwarfs and has signi�cantly

lower completion, which shows that this part of the prioritisation scheme has been

successful.
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Figure 4.10: Performance of the White Dwarf survey in con�gurations by the other
WEAVE surveys during OpR3b. Grey crosses show the number of observed and
visible white dwarfs for each submitted OB of each survey, plotted over the average
number of observed (red for LR, blue for HR) and visible (grey) white dwarfs. The
average observed percentage is given for each set of bars.
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Observation completion in LR

We examined the completion rates of white dwarf observations in OBs submitted

by each of the surveys (as labelled in �le headers, although many OBs are shared

by up to four surveys). The results are shown in Figure 4.10. We note that for this

analysis we count white dwarfs observed as calibrators, not as science targets (as is

the case for SCIP �elds).

Of the nine surveys with at least one associated LR OB, four averaged more

than twenty white dwarf �bres per �eld. Three surveys did not reach the required

average of at least ten white dwarfs - GA-HR, StePS, and CCG. In each of these

cases only one �eld centre was used, and observed multiple times in the same �bre

con�guration. The GA-OC OBs also used only one �bre con�guration, but targeted

more than ten white dwarfs.

WL repeated the a few �eld centres with several di�erent target con�gura-

tions, and calibration �bres were allocated to di�erent combinations of white dwarfs

each time. For one common �eld centre, 22 out of 25 available white dwarfs were

observed at least once across �ve OBs, with each individual con�guration including

16� 21 white dwarfs. The three white dwarfs not observed all had priority 5 { the

lowest priority group in LR. On inspection, these three have at least one nearby

science target con�gured every OB. This indicates that white dwarfs closely situ-

ated to high priority science targets of a particular survey may be unlikely to be

observed in any given con�guration from that survey. While `missed' opportunities

such as this are frustrating, this is a natural consequence of the WEAVE survey

design, and the internal WD prioritisation scheme. Such white dwarfs unobserved

by WEAVE might be observed by other MOS surveys, and form a target list for a

program aiming to complete the high priority samples de�ned by WEAVE.

Across all LR OBs the completion rate was highly varied per �eld. Exclud-

ing the four surveys that observed only one �bre con�guration, the white dwarf

observation rate was 40% { 70% per OB.

Observation Completion in HR

Four surveys submitted HR OBs. GA-OC did not reach the expected three white

dwarfs observed per �eld on average { though we note that only three were visible

per �eld on average. The other HR OBs show more numerous visible targets, and

higher completion rates.

One GA-OC �eld (in three OBs with the same �bre con�guration) contained

no visible white dwarf targets. Eleven other OBs across OpR3b (corresponding to
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�ve unique �bre con�gurations) contained no observed white dwarfs despite having

at least one visible. This shows that while most HR �elds will contain at least a few

white dwarfs, configure does not guarantee that one will be assigned a �bre.

Analysis of Gaia Data Releases 2 and 3 has identi�ed a total of 359; 000 high-

con�dence white dwarf candidates [Gentile Fusillo et al., 2019, 2021a]. This is lower

than the 550; 000 predicted by the GUMS10 model, which formed the white dwarf

catalogue used here. Such a reduction should not have a profound e�ect on LR

observations. However, in combination with the generally low numbers of observed

and visible HR white dwarfs in this analysis suggests there will be a paucity of

calibration targets for a signi�cant minority of HR MOS observations.

4.8 PIsurvey OpR3c

OpR3c simulated 1.5 years of scheduling WEAVE observations, using archived

weather data to represent real conditions. Each science survey team was tasked

to de�ne a number of OBs across six simulated trimesters. The On-Island Survey

Management Team (OISMT) monitored the output of the Scheduler and �ne-tuned

its internal priorities, to balance the demands of all surveys.

As discussed in§ 4.3, the WD survey does not de�ne or submit any �elds,

but piggybacks on other surveys. This is true also for OpR3 simulations, and so

the WD team was asked to �ll the role of open time observation proposers, to be

amalgamated into a dummy survey called `PIsurvey'.

4.8.1 The Scheduler

The WEAVE Observation Queue Scheduler (hereafter Scheduler) is described by

Fari~na et al. [2018]. In simple terms, the scheduling algorithm is designed to quickly

identify a number of suitable OBs that maximise the science potential of nightly con-

ditions, while also balancing long-term productivity for each of the science surveys.

It will be run before twilight for each night of observations, but will occasionally need

to be re-run during nights due to unexpected changes in conditions or other disrup-

tions. OBs that are possible to observe (i.e. not ruled out by hard constraints such

as visibility) are scored on six factors for a given observing window { Seeing, Sky

Brightness, Sky Transparency, Hour Angle range, Priority, and Overheads. Their

combined scores are ranked, and the highest scoring OB is added to the queue. If

conditions are suitable for MOS observations, the �rst two OBs in the queue will be

con�gured on plates A & B in advance of the beginning of the night.
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Date Trimester Science Team Inputs Data Releases
2018 11 01 T1 OB submissions
2018 11 15 T1 Months 1, 2
2018 11 28 T2 OB submissions
2018 12 05 T1 & T2 Months 3, 4, 5
2018 12 12 T3 OB submissions
2018 12 20 T2 & T3 Months 6, 7, 8
2019 01 15 T4 OB submissions
2019 01 25 T3 & T4 Months 9, 10, 11
2019 02 04 T5 OB submissions
2019 02 19 T4 & T5 Months 12, 13, 14
2019 02 26 T6 OB submissions
2019 03 08 T5 & T6 Months 15, 16, 17, 18

Table 4.10: The �nal real-time calendar of major science team inputs and releases
of scheduling data during OpR3c.

4.8.2 OpR3c Trimester Schedule

OpR3c was broken into six contiguous trimesters, labelled T1 { T6. Each covered

three contiguous calendar months, with T1 beginning with September 2016 and T6

ending with February 201820. The �nal real-time calendar of OpR3c ran as shown

in Table 4.10. This included slippages due to teething problems with the transfer of

OBs from WASP to the OISMT.

The Scheduler requires an over-subscription of available OBs to operate at as

intended. During normal, continuous operations, each survey is requested to submit

approximately three times more OBs than their expected observation yield (i.e. if

a survey is expected to be allocated 100 hours worth of observations per trimester,

they must provide 300 hours worth of OBs for that trimester). Trimesters overlap

by a signi�cant range in RA, so an OB late in the right ascension range of Tn is

still a viable target through part of T n + 2 (see top panel of Figure 4.11). For this

reason, OBs are retained in the database for a total of three trimesters. This also

avoids the need for repeated submission of otherwise valid OBs.

At the start of T1, there were no OB from previous trimesters, so this over-

subscription was created by scaling the initial submission requests by a further factor

2:5. For T6, the submission request was scaled by 1.5, speci�cally asking for the

extra requests to target the second half of the window (e�ectively doubling the

number of OBs in the latter half of the RA range.).

20 A few nights had incomplete weather data and so were omitted in their entirety.
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Trimester Right Ascension Requested Submitted Scheduled # OBs
range # OBs # OBs from Tx during Tx

T1 18:30 { 09:50 1275 1275 278 180
T2 23:10 { 15:40 510 510 138 171
T3 06:00 { 20:10 510 672 167 162
T4 13:10 { 03:00 510 672 164 158
T5 18:30 { 09:50 510 528 159 128
T6 23:10 { 15:40 765 765 183 290
Total 4080 4422 1089

Table 4.11: The breakdown of Observing Blocks (OBs) requested of, submitted by,
and scheduled for the PI survey during OpR3c, per trimester. The �nal two columns
re
ect the result of the persistence of OBs in the database; OBs from T1 can be
scheduled through T1, T2, T3; during T6, OBs from T4, T5, T6 can be scheduled.

4.8.3 The Scope and Speci�cation of PIsurvey

The intent of PIsurvey was to provide �elds across the whole visible sky, and sam-

pling wide ranges of the permitted OBSTEMP and PROGTEMP parameter spaces.

Table 4.11 lists the number of requested, submitted, and scheduled OBs

for each trimester for PIsurvey. The default quota requested was 510; three times

the target number of scheduled OBs (170). The notable disagreements between

requested and submitted numbers were caused by misunderstandings of how du-

plicated OBs would be counted21, later recti�ed. This is not expected to have

signi�cantly a�ected the scheduler exercise.

Field centres were sampled uniformly in right ascension, and by a truncated

Gaussian distribution across declination { see Figures 4.11 & 4.12. Through the

following, these will be referred to as the `whole sky' OBs.

In addition to this general speci�cation, a mIFU-only project to study the

M31 (Andromeda) and M33 (Triangulum) galaxies was assigned to PIsurvey. During

general survey operations this will be part of the WA survey science target list.

These OBs are excluded from much of the analysis that follows, and in fact none

were observed during the exercise.

4.8.4 PROGTEMP distribution

The PROGTEMP values that are legal for core WEAVE surveys are shown in§4.5.3,

and naturally lead to many combinations. The approach taken was to sample most

parameters evenly and enforce legal combinations, rather than to attempt to create

21 PIsurvey was responsible for submitting XML �les, which are used to create OBs. De�ning a
set of chained observations requires only one XML �le, but creates multiple OBs. See 4.5.3.
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Figure 4.11: The distributions of submitted (grey) and scheduled (red) PIsurvey
whole sky observing blocks (OBs) across right ascension (RA) for all six trimesters
of OpR3c. The upper panel shows, by black lines, the coverage in RA allowed by
each of the Trimesters T1{6. T1 and T6 are shown with a thicker line to highlight
the `over-subscription' requirements. The lower panel shows the distribution of
OBs across RA, which is closely tied to the visibility limits of each trimester: The
solid line shows the weighted nett submission `call' for OBs across RA; that is,
the number of trimesters which permitted OBs at this RA. The dashed line shows
similar values but for the number of scheduled OBs (excluding the weighting for over-
subscriptions). Both have been scaled with a single factor to overlap their respective
data, to illustrate how the submitted and scheduled distributions compare to simple
predictors.
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Figure 4.12: Similar to the lower panel of Figure 4.11 but across declination, which
is not constrained by trimester. Here the solid line shows the clipped Gaussian
distribution that was used to generate OB coordinates { see text for details { again
scaled to the data by eye.
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Trimester MOS LIFU mIFU
PI All % PI All % PI All %

T1 136 600 22.7 27 44 61.4 17 30 56.7
T2 88 430 20.5 80 130 61.5 2 5 40.0
T3 86 443 19.4 59 405 56.2 15 16 93.8
T4 140 614 22.8 15 30 50.0 6 6 100.0
T5 91 450 20.2 33 67 49.3 4 21 19.0
T6 156 479 32.6 96 155 61.9 37 62 59.7
Total 697 3016 23.1 310 531 58.4 81 140 57.9

Grand Total 1088 3687 29.5

Table 4.12: The breakdown of scheduled OBs by trimester and by instrument mode.
Numbers are given for OBs of PIsurvey, and for all surveys.

more sophisticated distributions representative of yet-unknown science projects. All

di�erent instrument modes (PROGTEMP ` N' values) were sampled by the whole sky

OBs, with the following shares: MOS, 50%; LIFU 25%; mIFU, 25%. Within each

mode OBs were evenly distributed between LR, HR-Blue and HR-Green. 75% of

OBs were of 1 hour duration, with the remainder lasting two or three hours. For

T1 and T2, this was determined by PROGTEMP `O', but in later trimesters OB

duplication syntax was used instead (PROGTEMP `.X+', with ` O' = 1).

Figure 4.13 shows the distribution of submitted and scheduled whole sky

OBs. The rate of observation varies (blue line) signi�cantly across the three modes.

mIFU observations received a small portion of time across all surveys in the exercise,

and the return here is in line with that of other surveys. E�orts following OpR3

(tested in T6) should redress this balance.

A slight variation is seen across the resolution modes within each instrument

mode, but within the scatter expected from Poisson errors.

Figure 4.14 and Table 4.12 show the share of scheduled observations that be-

long to PIsurvey; for MOS and LIFU, the observation share is stable on a trimesterly

timescale. The share of mIFU observations varies signi�cantly, reaching 100 % in T4.

This is largely attributed to the low observation rate of all mIFU OBs, but indicates

that the conditions of PIsurvey mIFU OBs were likely not a limiting factor.

4.8.5 OBSTEMP distribution

For many of the parameters controlled by OBSTEMP, PIsurvey was directed to

uniformly sample the available parameters. Given that the open time observations

will be used for a wide and changeable range of scienti�c objectives, this was deemed

the best approach to take. The main exception to this is Seeing; MOS is expected
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Figure 4.13: Number of submitted (grey) and observed (red) PIsurvey whole sky
Observing Blocks across Operational Rehearsal 3c and the scheduling `success rate',
across the nine available instrument-resolution combinations.

129



Figure 4.14: The number of scheduled observations from all surveys (pale bars) and
from PIsurvey (dark bars) per trimester, for each of the three main instrumental
modes. The blue line shows the PIsurvey percentage share of scheduled OBs.

to exploit the best conditions available at the observatory. Seeing constraints were

therefore drawn from a truncated Gaussian centred at 1.200. Initially LIFU and

mIFU were set to similar distributions with a higher mean, but from T2 onwards

the strategy was changed to request Seeing = 200at the request of the Scheduling

team; during T1 PIsurvey overwhelmed other LIFU submissions for good conditions.

This imbalance in observations was recti�ed across the remaining trimesters with

this new strategy and other minor changes to the Scheduler.

Across other parameters, the only notable non-uniformity is associated with

Moon Distance - speci�cally a higher number of submitted Moon Distance= 0 deg

for the darkest sky conditions. This was a deliberate strategy suggested by the

scheduling team and subsequently enforced by WASP; when such dark sky is re-

quested the Moon Distance will necessarily be large anyway. It is set to 0 so as not

to provide an unhelpful extra constraint to the Scheduler.

Figures 4.15, 4.16 & 4.17 show the submitted and scheduled OBSTEMP

values of PIsurvey across MOS, LIFU and mIFU respectively. The underlying dis-

tribution of submitted MOS Seeing conditions is clearly visible, with a mean of

1:16� 0:2100. Scheduled MOS observations enjoyed marginally better seeing condi-

tions than the submitted distribution; the mean scheduled Seeing was 1:07� 0:2100.
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Figure 4.15: The �ve-dimensional distribution of OBSTEMP values for submitted
(greyscale) and scheduled (red) PIsurvey's whole sky MOS Observing Blocks. The
greyscale heatmaps indicate greater frequency with paler shades. The overlaid red
contour maps indicate greater frequency with darker red lines.
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Figure 4.16: Similar to Figure 4.15 but for LIFU Observing Blocks.
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Figure 4.17: Similar to Figure 4.15 but for mIFU Observing Blocks.
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Changes to the Scheduler algorithm have been made following OpR3c, but

one can see that at the time of the exercise PI proposals that used the instrument's

LIFU mode had a signi�cantly higher success rate. Whether this is because of

the total time spent observing in LIFU mode in `real' conditions is larger than

predicted, or because the spread of condition requirements supplied by PIsurvey is

less constraining than for other surveys, is di�cult to discern.

4.9 Conclusions

WEAVE is part of a new generation of instruments with MOS capabilities with

automated �bre placement, being installed on 2{4 m class telescopes (see§ 1.5.5). In

this chapter I have presented my contributions to preparing the White Dwarf survey,

and the wider WEAVE collaboration, for survey readiness. The work here is based

on simulated scheduling and observations, along with preparing XML �les submitted

to WEAVE as part of the Science Veri�cation process that remains ongoing.

I described the major components of the WEAVE instrument, the constituent

science surveys that form the WEAVE collaboration, and the data pipeline from

observations to science-quality spectra. I also give details of the WEAVE White

Dwarf survey, including of the catalogue provided for calibration targets, and the

broad science goals.

I have presented a walk-through of the process for preparing Observing

Blocks for WEAVE. Although the White Dwarf survey will not contribute OBs

during survey operations, a few OBs were prepared for Science Veri�cation. Ad-

ditionally, WEAVE team members assisted with the preparation of OBs for SV

projects accepted from the astronomical community.

In advance of the onset of survey operations, the WEAVE team conducted

several rounds of Operation Rehearsals. These provided Science team members with

the opportunity to prepare tools for survey operation, as well as helping to test and

develop the data 
ow systems and OB preparation work
ow tools.

OpR3b simulated three weeks of observations and yielded 1966 simulated

white dwarf spectra. As minimal further changes to the �bre placement of the

configure tool were expected, this allowed us to test the representative performance

of the White Dwarf survey in con�gurations from other survey teams. Across the

vast majority of the 96 LR OBs, 40{70 % of visible white dwarfs were assigned �bres.

In HR, performance was poorer, with 14 of the 64 HR OBs having no con�gured

calibrators. This is primarily due to the paucity of bright ( G � 18) white dwarf

candidates, although only three of those fourteen contained no valid targets. As a
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result of these �ndings, a relaxation of the HR selection criteria for white dwarfs

was introduced for cases when there are fewer than three HR white dwarf targets

available.

OpR3c was a larger scheduling exercise, in which I contributed XML �les

under the umbrella of `PIsurvey'. This exercise tested the Scheduler's prioritisation

scheme, improving it before Survey operations and providing the Scheduling team

experience of managing the Scheduler using archival weather conditions. The exer-

cise was not designed to be instructive on the constraints placed against open time

proposals for WEAVE, as those will be driven by the science goals of each project

rather than the preferences of the WEAVE team. However, it did demonstrate

that OBs with certain condition requirements (broadly, brighter skies and higher

minimum transparency) were preferentially selected.
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Chapter 5

WEAVE Early Commissioning

Data

As long as the planets are turning,

As long as the stars are burning,

As long as your dreams are coming true

You'd better believe it!

That I would do anything for love!

{ Meat Loaf, I'd Do Anything for Love (But I Won't Do That) (1993)

Lyrics by Jim Steinman
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OB ID Date-Time Exposure MOS RA DEC
[UTC] Time [s] Plate [ � ] [� ]

5513 2023-07-18 21:51:02 3060 B 214:516 +52:66
5515 2023-07-19 22:41:52 1440 A 295:327 +40:19
5516 2023-07-20 00:26:28 1440 A 295:327 +40:19
5517 2023-07-19 03:39:36 3060 B 295:327 +40:19

Table 5.1: Observation log for the four Observing Blocks that were released to the
Survey Working Group during commissioning. Date-Time information pertains to
the start of the integration.

Amid e�orts to bring the spectrograph into line with speci�cation, and the

delays this incurred to the survey timeline, some data from on-sky commissioning

activities - hereafter `Early Commissioning Data' (ECD)- were released to the SWG.

This was the �rst real data released widely to SWG members.

This consisted of two one-hour and two half-hour LR MOS OBs; high-level

details are given in Table 5.1. The XMLs were prepared principally for science

veri�cation by GA-OC, and then adapted for commissioning exercises. The two

unique �eld centres correspond to a miniJPAS �eld1(OB 5513) and NGC 6819 (OB

5515 { 5517).

5.1 Instrument Status

The observations underpinning this chapter were recorded on successive nights in

July 2023, amid pre-commissioning and commissioning activities at the WHT. Thus,

the quality and scienti�c usefulness of these data is caveated by the ongoing testing

and development of the instrument towards survey readiness. Major issues known

to have impacted these observations include:

ˆ Fibre placement errors of' 1 arcsec, originating with the robotic positioner.

ˆ On-chip cross-talk due to poor focus in the lightpath, primarily due to the

status of the volume phase holographic grating.

ˆ Ongoing development of the reduction and calibration pipeline.

As a result of these teething issues, there is a high variation in the e�ective

spectrum-to-spectrum throughput, due both to actual optical losses and di�culties

in spectral extraction. There is also a higher-than-expected rate of contamination

of spectra, particularly in the red arm.

1Determined from data release MINIJ-PAS-PDR201912.
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OB Fibres Assignments Unassigned
ID Parked Sky Science Calibrator Calibrators
5513 248 99 603 10 4
5515 551 94 311 4 30*
5516 653 99 204 4 30*
5517 502 97 336 25 9

Table 5.2: Overview of �bre con�guration for the four ECD OBs.

Calibration was not conducted using the standard nightly procedure that

will be implemented in survey operations. The sensitivity functions (SFs) packaged

in the ECD �les were provided by CASU, and were \derived from an `average' of

all the white dwarf observations in September(2023) covering a variety of observ-

ing conditions and no doubt �bre throughput issues". Between recording the ECD

in July and observations in September, the MOS setup underwent \no signi�cant

changes... apart from a drift in the wavelength zero point for the blue camera of

around 40�A." [CASU (2024) priv. comm.].

I further note that the SF given by CASU for OBs 5515 & 5516 is a factor

' 2 larger2 than for OBs 5513 & 5517. The former and latter pairs were observed

using di�erent PROGTEMP codes (10441 and 11331, respectively). The di�erence

between codes is to the number and duration of individual exposures (and total

exposure time) of the OB.

5.2 Con�guration Details

While the con�gurations of these �elds are not to be considered typical given the

nature of commissioning, they revealed important details of the processes in use by

science teams. Table 5.2 and Figure 5.1 hold many of the key details. Of the four

con�gurations, two - OBs 5513 and 5517 - performed well in terms of calibrators -

compare values from Table 5.2 to Figure 4.8 - but by the same measure, OBs 5515

and 5516 have remarkably few con�gured calibrators.

Close inspection of �bre information tables in stack �les revealed that the

con�gured calibrators have the property TARGPROG = HR. This indicates they were

selected from the HR subset of the White Dwarf catalogue, despite the observation

being LR mode. Further investigation revealed that these con�gurations were cre-

ated using HR input catalogues, and then duplicated into LR, as part of the Science

Veri�cation program for the GA-OC sub-survey.

2Meaning less sensitive due to the format in which they are given.
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Figure 5.1: Fibre con�gurations for the four ECD OBs. The grey dots, blue dots,
and large circles show the �bre locations for Science, Sky, and Calibration targets
respectively. Crosses show the locations of targets from the WEAVE White Dwarf
catalogue which were not assigned a �bre in this �eld. Circles and crosses are
coloured by TARGPRIO value as follows; 10: Green, 7: Orange. Red rings highlight
targets that were assigned �bres in the XML, but could not be con�gured when
executing the observation, likely because of a damaged �bre.
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This method, of `cloning' OBs from HR to LR is an atypical usage of the

work
ow modules (§ 4.5). It was used by several survey teams preparing Science

Veri�cation OBs, where comparisons between HR and LR observations of the same

targets are desired and reproducing the con�guration with con�gure would be non-

trivial and time consuming.

Such an OB will include only HR white dwarf targets (limited to G � 18).

This usage during survey operations would cause two overlapping problems:

ˆ Inputting only HR targets to LR con�gurations limits the total number of

calibrators available. This will impact the 
ux calibration, potentially a�ecting

the science quality of all data related to that OB.

ˆ Inputting any HR targets to LR con�gurations subverts the intended selection

function of the White Dwarf survey, complicating the eventual analysis of the

WEAVE White Dwarf spectral sample.

No survey team intends to use this method widely for survey preparation but

it does appear in some bad weather observing strategies - most notably by GA-HR.

Table 5.3 lists the details of each spectrum 
agged as a white dwarf target

in the data used here, which are carried forward into the subsequent analysis, along

with parameter values from literature. SNR values are from WEAVE L1 metadata;

those with SNR = 0 are `empty' spectra, where the �bre was not exposed during

integration, while those with SNR < 0 indicate unsuccessful extraction not 
agged

as a failure.

In total, 43 �bres were con�gured to white dwarf targets across the four OBs.

This provided coverage of 37 unique targets - OBs 5515 { 5517 shared the same �eld

centre and so a few targets were repeated. Of these, nine (all in OB 5513) have

published SDSS spectroscopy; the remaining 28 have no readily available optical

spectroscopy or spectral classi�cation. During optimal survey operations this would

represent about half a night of observations3.

3These four OBs aggregated only 2.5 hours of exposure time, but one hour per OB is the
operational norm.

140




	List of Tables
	List of Figures
	Acknowledgments
	Declarations
	Abstract
	Abbreviations
	Chapter Introduction
	Stars & Planets
	Evolution of Isolated Stars
	Detecting Planets
	Planet Formation
	Chemical Diversity of Planetary Material
	Dynamical Evolution of a Planetary System

	White Dwarfs
	Spectral Classification
	Properties and Structure of White Dwarfs
	White Dwarf Atmospheres
	Atmospheric Diffusion
	Atmospheric Models
	Areas of White Dwarf Research

	White Dwarf Planetary Systems
	Dynamics, Destabilisation and Disruption
	Circumstellar Discs
	Observations of Infrared Excesses from Dust Discs
	Prevalence of Pollution
	Rare Cases in White Dwarf Planetary Science

	Bulk Abundances of Accreted Material
	Absorption Lines of White Dwarf Photospheres
	Accretion-Diffusion
	Dry Rocky Compositions
	Water- and Volatile-rich Material
	More Rare Cases in White Dwarf Planetary Science

	Spectroscopic Samples of White Dwarfs
	Sloan Digital Sky Survey
	Hubble Space Telescope Snapshots
	The Gaia Parallax Revolution
	20 pc & 40 pc samples
	WEAVE and other Multi-Object Spectrographs
	White Dwarfs and Previous Multi-Object Spectrographs

	Thesis Outline

	Chapter Methodology
	Principles of Spectroscopy
	Hubble Space Telescope & Cosmic Origins Spectrograph
	Cosmic Origins Spectrograph
	The COS Line Spread Function


	Chapter A White Dwarf Polluted by Hydrated Planetary Remnants
	Hydrogen, Helium, and Spectral Evolution
	Observations
	FUV Spectroscopy
	Optical Spectroscopy
	Photometry

	Characterisation of Atmospheric Parameters
	Koester models
	Atmospheric Parameters
	Metal abundances

	No Infrared Excess
	Composition of the Accreted Material
	Hydrogen in Helium Atmospheres
	The argument for water accretion
	The specific case of WD J2047-1259

	Conclusions

	Chapter Preparation for the WEAVE: White Dwarf Survey
	The WEAVE Instrument
	WEAVE Fibres and Positioning system
	The Calibration Unit
	The WEAVE Spectrograph

	The WEAVE Survey
	Science Team Structures in WEAVE

	The White Dwarf survey
	The WEAVE White Dwarf Catalogue
	White Dwarf Science with WEAVE

	Science Processing and Analysis System
	The Data Flow
	WEAVE Archive Service

	Science Verification & WEAVE Observations
	The Target Catalogue
	Observing Blocks and configure
	OBSTEMP & PROGTEMP
	Lessons from Science Verification

	Operation Rehearsals
	The WEAVE Simulator
	Operational Rehearsal 3

	White Dwarfs in OpR3b
	Input Catalogue
	Observing Statistics

	PIsurvey OpR3c
	The Scheduler
	OpR3c Trimester Schedule
	The Scope and Specification of PIsurvey
	PROGTEMP distribution
	OBSTEMP distribution

	Conclusions

	Chapter WEAVE Early Commissioning Data
	Instrument Status
	Configuration Details
	Quality Assurance Tests
	Fitting the ECD DA Spectra
	WD J194449.50 +401244.02

	A White Dwarf-Derived Sensitivity Function
	Focal Plane Sensitivity Map

	Conclusions

	Chapter Conclusions & Further Work
	Study of an Unusual White Dwarf
	WEAVE and the White Dwarf Survey

	Appendix The Cosmic Origins Spectrograph Line Spread Function

