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1 Introduction

e High-dimensional statistics: # parameters p > # of observations n

e Applications: genetic analysis, health studies, medical imaging, astronomy, climatology (p ~

10,000, n ~ 100)
e Key is to leverage low-dimensional structure in data set

Tools: Linear algebra, optimization theory, concentration inequalities

2 The Lasso

Reference: Biihlmann & van de Geer, Statistics for High-Dimensional Data, 2011
Linear model:
yi =zl f* + €, for 1<i<n.

Observations are {(z;,y;)}1~, goal is to estimate 5* € RP. Assume ¢;’s are i.i.d. and E(¢;) = 0,

and z;’s fixed or random (in random design case, z; L €;).
Classical statistics: Ordinary least squares estimator given by

n

fovs € argmin {Z(yi - xfﬁ)Q} = (XTX)"' X"y

i=1



Consistency:
5 P
,BOLS—>6* as mn — oo.

Asymptotic normality:
Vn(Bors — B7) N N(0,0?%71) as n — 0o,

when 02 = Var(e;) and z; ~ N(0,X).
What about p > n? Issues:

n
XTx = E zixl
i=1

is a sum of n rank-1 matrices, hence
rank(XTX) <n < p,

so (XTX)~! is not defined. In fact, solutions to argming ||y — X 3|3 span an entire subspace.
Solution is to enforce/assume sparsity. Suppose ||f*|lo < k& < n, and solve the regularized
problem

~ . 1
BLasso € argmﬂm {271”2/ - X/BH% + )‘HB“l} ’
a convex relaxation of )
B e in{d —|ly— XB|3+ A .
5 argmin { 2L lly - X918 + Nslo
Theorem 1. Under suitable conditions on X and €, if X is chosen sufficiently large, then
HB\Lasso - /B*HQ < C)\\/%
Theorem 2. Under additional suitable conditions, we have

Supp(gLasso) = SUPp(ﬁ*)-

How big should n be? In Gaussian case, “suitable conditions” hold w.h.p. when n > Cklogp.
Information-theoretic arguments show that n > C’k log (%) is required for consistent estimation

w.h.p.

2.1 Proof of Theorem 1

Basic inequality:
1 ~ ~ 1
—lly — XB|2+ A < —|ly — XB*|12 + \|B*]|.
Il — XBIZ + Bl < 5-lly — X673+ Mgl

After some algebra, and using the substitution y = X5* + €:

27X - )
n

1, o~ ~
EIIX(B—B*)H% < + 2M[| 8%l — 21811 (1)

n

Next step: We want to lower-bound the LHS by aHB —3*||3, but unfortunately, Amin (X °X ) =0.

However, 8 — 8* is not an arbitrary vector, but is in a special cone set

C={veR": |vse|1 <3vsl1},



where S = supp(f*). Note that vectors supported only on S are always in this cone; the intuition
Is that regularization encourages f to be close to the sparse set, hence in C.

To show that v := g — g* € C, argue as follows: lower-bounding the LHS of inequality (1) by
0, we have

2T XD ~
0< o8 — 2713l
N XTe . ~ N
<2l |25+ 2l — 20185l — 2B s
n o0
- XTe - -
< 20l H o[l — 2] @)
n o0

using Hoélder’s inequality in the first inequality and the triangle inequality in the second.
We now impose the assumption that A is sufficiently large:

T
A2 ’ Xte
oo
Plugging into the chain of inequalities gives
A N N ~ N
0 < 2[¥fls- 5 +2Alsll = 2X][Fse [l = 3AlIPslly = Allvse]ls, 3)

implying that v € C.
We impose one more condition, the restricted eigenvalue (RE) condition:
XTX
n

vl v > aljv||3, VveC

We now apply this condition to lower-bound the LHS of inequality (1). Combined with the upper
bounds in inequalities (2) and (3) then gives
al[7]13 < 3XPslh — MPsellr < 3A[Tsl < 3AVE[Ds]l2 < 3AVE|P]l2.
Hence,
3\Wk

2 < ——.
o

We can also argue about ¢1-error, as follows:

12>\k:
Pl = 1Dsells + 1Pslh < 4l1Pslh < 4VE[Ds]lz < ——
Restating, we have the following result:
Theorem. Suppose the regularization parameter satisfies A > 2 HXTTG and the design matriz
o

TXX

satisfies v v>allv||3, Vv e C. Then the Lasso solution satisfies the bounds

~ 3MWEk 12Xk
18 =Bl < ———, and I3 - A= ——-




2.2 Case study: Gaussians

Recap: “suitable conditions” for Theorem 1 were:

1. RE condition on X

xT
2. Az 2| X

RE condition imposes some kind of curvature on objective function, which is important for showing
closeness of B to B*: we want that if the objective function values are close, the points where the
function is evaluated are close, as well. Furthermore, it is reasonable to need X sufficiently large,
or else we are back to solving the OLS problem.

We also need to verify that the sufficient conditions for the theorem hold in reasonable settings
of interest. First consider a deterministic design matrix (X € R™*? is fixed), such that X satisfies
the RE condition, while ¢; ~ N(0,02). We further assume that X is column-normalized, so

is the absolute maximum

maxi<j<p ”\}”2 < C, where Xj is the j®® column of X. Then HX

2 .2 . .
of p zero-mean Gaussians, each with variance at most CT" Hence, from standard Gaussian tail
bounds (exercise!), we have

xT 21
P <‘ I >co (,/ o8P +t>> <2 /2y,
n n

so we can choose t =< \/@ and conclude that the choice A > C’c4/ logp is valid, w.h.p.

For the “random design” setting, suppose x; ~ N(0,X) and ¢; ~ N(O,a ). Then we have the
following two facts:

o0

e Fact 1: The RE condition holds with high probability (1 — exp(—cn)) when n > Cklogp,
with o = %)\min(Zx).

e Fact 2: With high probability,

1/2 [logp
< Cloll[Zly* /=5

(Recall that the spectral norm is defined to be the maximum singular value: |||All|2 = omax(A4) =
1/2\ / lo% for the Lasso theory to

‘XTE

[e.e]

max|,|,=1 || Avl2.) Thus, we can safely choose any A > C’o||[X]|[,
hold. For the “optimal” choice of A\, we are guaranteed that

~ [k1
H/BLasso B H C” ﬂa
n
-~ /1
||/8Lasso - /B*Hl S 4C/Ik O;glp'

Details for the Gaussian case may be found in Raskutti, Wainwright & Yu (2010). Extensions to
the sub-Gaussian setting exist as well, using concentration results as in the monograph by Vershynin
(2012).




2.3 Proof of Theorem 2

We mention some highlights of the proof of the theorem regarding support recovery. More details
may be found in Wainwright (2009).
The key idea is a “primal-dual witness” (PDW) construction. The main steps are as follows:

1. Solve the restricted problem, where the support of 5 is restricted to the true support S. Show
that extending the solution to the p-dimensional space by augmenting 0’s yields a local /global
optimum J.

2. Establish strict dual feasibility at B

3. Argue that all solutions B of the extended problem are also supported on S (using RE and
other inequalities regarding the proximity of B to B)

We now elaborate on each of these steps. If supp(ﬁ) = supp(B*), the solution to the Lasso should
agree with the solution to the restricted problem

—~ . 1
Bs € arg min {||yxsﬁs||%+A||ﬂs|h},
Bs€eRS | 2n

where we only regress on the covariates corresponding to the true support set supp(8*). More
precisely, ,6’ (BS, 0s<)” should be a solution of the Lasso.

How do we ensure this? We can examine the (sub)gradient of the Lasso objective, and check
whether this vector 5 makes the gradient 0. In other words, we need

_ %XT(y — XB) + Asign(F) = 0. (4)

The function sign(-) is defined componentwise, according to
1 ifu>0

sign(u) = ¢ —1 ifu<0
anything in [—1,1] if u=0.

So we can substitute sign(ﬁ) = (sign(gs),égc)T, and solve the system of equations (4) for Zge.
Rewritten in block matrix form:

1 (XEXs XEXge\ (Bs—pB5\ 1 [(XZLe Zs 0
\xT xo xIx o ) T alxte) TG ) = o)
n SeAS GeASe n gc€ zZ8e
Then if we can show that
HQSCHOO < 17

we will guarantee that B = (B\S, 0gc)” is indeed a solution to the Lasso. In particular, the system
of equations can be rewritten as

Bs— B = (XEXg) ' XTe — M(XEXg) 24

. 1 - N €
ZGge = _EXECXS(BS — Bs) -+ chm,



implying that
. 1. _ €
Zge = X Xs(XEXs) 29+ XE(I — Xg(XEX5) 1Xg)%.
Note that after showing 3 is a solution, we still need to show that any other solution is also
supported in S. This requires another side argument (see the lemma below), and it turns out that

ensuring the slightly stronger condition
[Zselloo < 1 (5)

(together with some other conditions, namely the mutual incoherence condition) will give us the
desired uniqueness.

Lemma 3. If strict dual feasibility (5) holds, then (Bs, 0ge)” is the unique optimal solution.

Proof. Suppose B is another solution. Then

1 ~
%Hy—XﬁII%Jr)\(é,ﬂ) *Ily XBI3 + Mz, B),

B
SO R o
£a(B) = M2, - B) = £a(B) + A (1Bl — (2. 5)) .
By the zero-subgradient condition, we have Vﬁn(ﬁ) +A2=0, so
La(B) + (VL(B), B - B) - £4(B) = A (1B - (2.5)) .
Note that the LHS is upper-bounded by 0, by convexity. Therefore,
181 < (2, 8) < l|2llocllBllx < I1B8]]1,
implying that (2,5} = ||5H1 But together with inequality (5), this implies that Bge = Oge. O
Theorem. Suppose supp(B*) = S and ¢; ~ N(0,02), and X satisfies the following assumptions:
1. maxi<;j<p H\}HQ <C,

T
2. )\min (XS Xs

3. Ja € [0,1) such that maxjese |(XZ Xs) 1 XL X1 < a.

) > Cmin > 0,

If A\ = f?—g < M + (5>, for some 6 > 0, then the Lasso solution B s unique, with support

-1
XIXg
n

contained within S, and

- 2log k
1B = B*loo < —= <\/ o8 +5>+
Cmin n

B(X.X)

A,

o0

with probability at least 1 — 4em0%/2,
(Here, we define the {o-operator norm ||[All[oc = max; >, |As].)

In particular, if minjes |87| > B(A, X), the Lasso is variable selection consistent.

Remark 1. Most of the canonical Lasso theory is proven for (sub)-Gaussian design matrices.
However, this may not be so useful in compressed sensing, where X € C"*P. Furthermore, we may
have structural constraints on X to make multiplication/storage easier (more on that later).



2.4 Extensions/generalization

Many extensions exist to various problem settings, including the following:
1. Sparse logistic regression. We observe {(z;,y;)}~,, where z; € RP and y; € {0,1}. The y;’s
are related to the z;’s via

T %

* exp(a:» B )
Py =1 i, — PP )
(yl ‘ 1 6 ) 1 +eXp(f1:ZTB*)
The penalized log likelihood objective takes the form

= exp (7] B* — log(1 + exp(z! %)) .

B € arg mﬁin {i ; (—yixiTB +log(1 4+ exp(wiTB)) + )\Hﬁﬂl} )

2. Graphical Lasso. We observe x; ~ N(0,%*), and wish to estimate a sparse matrix ©* :=
(X*)~! (this is useful in graphical model estimation). The penalized log likelihood objective

is
© € arg r%in tr(X0) — logdet(O) + A Z |©i;]
i#]
(More details on this later.)

3. Low-rank matriz approzimation. We observe {(X;,y;)}!"_, where x; € RP**P2 and the y;’s

are related to the z;’s via
Yi = tI‘(XZT@*) + €,

and the ¢;’s are i.i.d. We assume rank(©*) is small. Then we use the nuclear-norm penalized

objective
1™ ) min(p1,p2)
~ . T
O € arg m@ln % z; (yZ — tl"(Xi @)) + A Z; O'j(@) )
1= J=

where the o;’s are the singular values. This encourages sparsity of singular values, hence
low-rankedness.

All the above problems may be analyzed using a similar procedure as the Lasso for linear
regression: Start with a basic inequality, manipulate, and bound the norm of the error. The RE
condition is replaced by a restricted strong convexity (RSC) condition. More details may be found
in Negahban, Ravikumar, Wainwright & Yu (2012).

2.5 Alternative approach (noiseless case)
Basis pursuit: For matrix ® € R™*" and vector y € R™, consider the optimization problem
min ||z
min o
st. dxr=y. (6)
In general, non-convex program (6) is NP-hard to solve, so we consider the basis pursuit program
min ||z
zeR"
st. Pz =y. (7)



Definition: A matrix ® € R™*" satisfies the (e, k)-RIP if for all k-sparse vectors z,
(1=l < ®z]3 < (1 +e)ll2l3. (®)
Equivalently, whenever |S| < k, all eigenvalues of ®L®g are in [1 —¢,1+ €], or
l5®s — L], < e

(exercise!).

Theorem 4. Let k < n. If ® satisfies (¢,2k)-RIP with ¢ < /2 — 1, the solution & to the basis
pursuit program (7) with y = ®x* satisfies

c *
ﬁ”iﬁmil(k)nla

where il (k) denotes x* with top k components zeroed out.

& —2"[l2 <

*

Note: In particular, if ||z*|o < k, the BP program (7) is exact, since thail(k:)Hl = 0. For a proof,
see Candes, “The RIP and its implications for compressed sensing,” 2008.

Connections: Our earlier analysis shows that the Lasso strategy leads to £s-error bounds under
an RE condition on X. Some random matrix ensembles (e.g., spiked identity Gaussian matrices)
may be seen to satisfy RE, but not RIP. For more details and comparisons, see:

e Raskutti et al., “RE properties for correlated Gaussian designs,” JMLR, 2010.

e Biithlmann & van de Geer, “Statistics for high-dimensional data,” 2011.

3 Graphical models

Let G = (V, E) denote the undirected graphical model associated with the joint distribution, where
V={1,...,p}and E C {0, 1}(127), and (j, k) ¢ E if and only if X; 1l Xy [ Xy (jxy- The graph G is
also known as the conditional independence graph. For each j € V., let N(j) ={k €V : (j, k) € E}
denote the neighborhood set of j. Let d = deg(G) denote the degree of G.

3.1 Gaussian graphical models

We begin by discussing edge recovery methods for Gaussian graphical models. Consider the case
where (X1,...,X,) ~ N(0,X) are joint observations from a multivariate normal distribution, and
let © = ¥~! denote the inverse covariance matrix. The edge recovery algorithms presented in this
section are largely based on a critical observation regarding the relationship between entries of ©
and edges of the conditional independence graph G.



3.1.1 Inverse covariance matrix and edge structure

Recall that the probability density function of the multivariate Gaussian distribution is given by

1 1,
q(z1,...,mp) = @n )2 det (5)1/2 exp (—21‘ @x)

1
X exp —3 Z OjrxjT)
J:k

It is easy to see (exercise!) that for any j # k with ©,, = 0, we may write

q(@1s - xp) = q(@h, 2\ (k)02 (Ths T\ [ 1))

for functions g1, g2 > 0, from which we may deduce that X; 1L X}, | X\ ). Conversely, if ©;, # 0,
such a decomposition is impossible, implying that X; /L X, | X\ (j k) It follows that for all j # k,

(j,k) € E < Oj;, #0. (9)

In other words, the support set supp(©), discounting diagonals, corresponds precisely to the edge
structure of the graph. This is the mainstay of many neighborhood selection algorithms for multi-
variate Gaussian graphical models.

3.1.2 Edge recovery via matrix estimation

Based on the observations of the previous section, it suffices to devise an estimate of the inverse
covariance matrix © when we are given a data matrix X € R"*P of n i.i.d. observations from the
joint distribution. A simple calculation (exercise!) shows that the maximum likelihood estimator

OpLE = arg r®n>1_% {tr(Z@) — log det(@)} (10)

is given by 8) MLE = (i) , provided the sample covariance matrix 5= % > mlac;f is invertible.
However, when the number of nodes p exceeds the number of dimensions n, the matrix S is low-
rank, hence uninvertible. Various alternative estimators have consequently been proposed that are
applicable in high dimensions; we will discuss two such methods below. Both algorithms produce
an estimate © of ©, from which we may in turn estimate the nonzero pattern supp(©).

Graphical Lasso. The graphical Lasso, first proposed in the literature by Yuan and Lin [15],
adds a penalty term to the maximum likelihood expression (10):

O — in { tr(20) — log det A wl s 11
OcLasso arg min r(X0) — logdet(©) + #Zkeyﬂ (11)

The penalty term consists of the regularization parameter A, multiplied by the ¢;-norm of off-
diagonal entries of ©, and encourages a sparse matrix solution. We then define our estimate of the
edge set to be £ = supp(©), where we abuse notation slightly and disregard the diagonal entries
of ©.

10



Note that the graphical Lasso is a convex program. Hence, the solution @GL ASso may be
obtained efficiently using standard interior point methods [2]. However, generic optimization al-
gorithms may be fairly slow when applied to extremely large data sets, and various authors have
proposed more efficient methods specifically designed for solving the graphical Lasso program (11)
(e.g., [3, 4,9, 6]).

3.1.3 Edge recovery via linear regression

We now outline a fundamental relationship between linear regression and estimation of ©. Note
that for each 1 < j < p, by properties of Gaussian random variables, we may write

Xj =0; X\(y + W,
where

—1 _
0; = C\piagy) S\rg ERFTY (12)

W; € R is normally distributed with mean 0, and W; 1L X\ (5.
On the other hand, note that by block matrix inversion [5] (exercise!), we have

—1
@< Y11 Y1) >
o by by
\{1},1 13\ {1}

~1
ay —a12 1y (S\yag)

—1 _ - ) (13)
—a (D) S (B - BT

~1
where a1 = <2171 — 217\{1}2\_{11} \{1}2\{1}71) . Hence, the first column of © is a constant multiple
01
recovering supp(6;), for each 1 < j < p, allows us to recover supp(©); using the equivalence (9),
the set supp(6;) corresponds precisely to the neighborhood set N(j).

of the vector < >, and an analogous statement may be made for each value of j. In particular,

Nodewise Lasso. Motivated by the relationship described above, Meinshausen and Biihlmann [10]
proposed a method for estimating the neighborhood sets {N(j) : 1 < j < p} via successive linear
regressions: In particular, the relation (12) implies that the random variable GjTX\{j} is the best
linear predictor of X; in terms of X\ ;;, so performing a linear regression of the observations cor-
responding to X; upon the vector-valued observations X\ (;} converges to ¢; as n — oco. In the
setting of interest where p > n, the estimate of 0; is given by the solution of the Lasso program

;= argmin { | X7 = X V0I5 + Aj110l11 } (14)

where X7 denotes the j™ column vector of the n x p data matrix and XV denotes the n x (p — 1)
block containing the remaining columns. We then define our neighborhood estimates to be

N(j) = supp(6;), V1 <j<p,

and combine our neighborhood estimates into a global edge estimate E using an AND or OR rule:

11



Input: Neighborhood estimates {N(j)}i<j<p
Output: Edge set estimate F

AND rule: For each j # k,

—

(j,k) € B <= j € N(k) AND k € N(j)

OR rule: For each j # k,

—

(j,k) € E <= je N(k) OR k € N().

The theoretical results described in the next subsection guarantee that with a sufficiently large
sample size and under certain regularity conditions, we have N(j) = N(j), with high probability,
for all j. Hence, the estimated edge set E will be a consistent estimate of FE, regardless of which
rule is applied.

3.1.4 Statistical theory

We now highlight some theoretical results concerning the success of the algorithms described above.
At a high level, all the results guarantee that when the number of samples n scales as a power of d
times log p, we have E=E , with high probability. However, the results differ in the types of con-
ditions imposed on the underlying distribution. For the results of this section, we will use ¥* and
©* to denote the true covariance and inverse covariance matrices, respectively, so our data matrix
X € R™P consists of n i.i.d. draws from the distribution N(0,¥*). The constants ¢; appearing in
the statistical results refer to universal constants, the values of which may vary between theorems.
We have also suppressed the dependence of the results on minimum eigenvalues of 3*.

Theory for graphical Lasso. We begin by discussing the performance of the graphical
Lasso (11). Numerous theoretical results have been derived concerning the convergence of @G LASSO
to ©*, where convergence is measured in various norms (e.g, Frobenius norm [13], spectral norm,
and elementwise {s-norm [11]). Since the topic of this section is neighborhood selection, we will
focus on edge recovery guarantees; i.e., conditions under which E=F , with high probability. In
the following theorem, we require the a-incoherence condition:

* * \—1
max [[Ig (Igg) 1 <1—a (15)
ecSe

where I'* = 3* ® ©* € RP**P” g the tensor product of true covariance matrices, the augmented
edge set S is defined according to S := EU{(j,7):j € V}, and S¢:= (V x V)\S.

Theorem 5 (Ravikumar et al. [11]). Suppose we have the a-incoherence condition (15) for some

a € (0,1]. Also suppose the regularization parameter is chosen to be X = -/ lo% + 6, for some

d € [0,1], and suppose the sample size satisfies n > co (1 + %)2d2 logp. Then with probability at

least 1 — c3 eXL)(—C4n52), the estimated edge set E based on the graphical Lasso satisfies E C E.
Furthermore, Ograsso satisfies the elementwise £oo-norm bound

O * 8 lo
1©crasso — O [lmax < ¢s5 </\ + <1 + a) gp) ,

n

12



so if ©* also satisfies the minimum signal strength condition

1
min |07, > c; </\ + <1 + 8> ng> ,
(k)EE a n

we are guaranteed that E=F.

Note that the first part of Theorem 5, which stipulates that E C E with high probability, guar-
antees that the edge set generated by the graphical Lasso algorithm does not include any false edges.

Theory for nodewise Lasso. The theory for the nodewise regression method may be de-
rived from variable selection guarantees for the Lasso algorithm [16, 14]. Under an incoherence
assumption on functions of subblocks of the data matrix X, as well as a minimum signal strength
assumption on the true regression coefficients

Q?ZZ(ETU}Au})

we may guarantee that the solutions {é\j}lgjgp to the nodewise regression programs (14) satisfy

1 *
RNTINE

supp(0;) = supp(f;), V1 <j<p,
with high probability. This in turn implies that ]V(?) = N(j) for all j, so the nodewise regression
method succeeds. We summarize in the following theorem. To declutter the theorem statement,

we assume that the columns of X have been renormalized so that —= maxj<j<p || X7|]2 < 1.

Jn

Theorem 6. Suppose there exists a parameter a € (0,1] such that

E?Nu><EEULNuO_1

1}<1—a. (16)

max max
1<j<p (ke(N(j)Uj)¢

Suppose the regularization parameters for the nodewise Lasso are chosen such that \j = - logp—i-é,

for some 6 € [0, ﬁ], and suppose the sample size satisfies n > codlogp. Then with probability at
least 1 — c3 exp(—cqa®nd?), the estimated edge set E based on nodewise regression satisfies ECE.

Furthermore,
~ /logp
. f* <
lrgfLSXpHej bl N (A " n ) ’

so if we also have the minimum signal strength condition

) ) logp
05| > A , 17
1§%m£$banl %( =, ) (17)

we are guaranteed that E=FE.

Note that the condition (16) is the linear regression analog of the a-incoherence condition (15).
Furthermore, the minimum signal strength condition (17) may be translated into a minimum signal
strength condition on ©* via the relation (13).
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3.2 Ising models

We now shift our focus from Gaussian to discrete random variables. The probability mass function
of an Ising model from statistical physics, parametrized by node potentials {6;}1<;<, and edge
potentials {01} rep, with E CV x V, is given by

q(z1, .. *eXp ZG x; + Z Ojkrizk |, Vo e {—1,1}7,
(Jk)eE

where
p
Z=7Z0)= Z exp ZQ i + Z 0]
ze{—-1,1}p j=1 (4,k)EE

is the normalizing constant or partition function [7, 1]. Using similar reasoning as in the Gaussian
setting (exercise!), we have the relation

(J,k)e B < 0O, #0, Vi # k,

where © € RP*P is the symmetric matrix with diagonal entries equal to {#;} and off-diagonals equal
to

O if (j k) e E
Ok =0k if(k,j)eFE
0 if (j,k), (k) & .
Importantly, although the matrix © encodes the edges of the graphical model, it no longer corre-
sponds to the inverse covariance matrix of the joint distribution.

3.2.1 Logistic regression

A straightforward calculation shows that the conditional distributions in the Ising model take the
form

log g(x; | :c\{j}) =—f1205z; +2 Z Ojprizy |, (18)
keN(j)

where f(t) = 1+e+p(t) is the logistic function. This motivates a nodewise neighborhood selection

method based on logistic regression. In particular, for high-dimensional graphical models, we
optimize the f1-penalized logistic regression programs

¢9j = arg ggﬁ{% { Z | 20; iTij + 2 Z 0]k$1j$zk +/\ Z ’9]k|} (19)

keV\{j} keVA\{j}

Ln(0)

Here, the minimization is over vectors 6 with one coordinate denoted by ¢; and p — 1 coordinates
denoted by {61 : k € V\{j}}, and the ¢;-penalty encourages sparsity. The estimated neighborhood
sets are given by

—

N(j) = supp(#), V1 <j<p,

14



and we combine our neighborhood estimates into an estimate E of the edge set via an AND or OR
rule, just as in the case of the nodewise Lasso for Gaussian graphical models. Note that the pro-
grams (19) are all convex, and may be solved efficiently (e.g., see Koh et al. [8] for an interior-point
implementation).

3.2.2 Statistical theory

We now describe a result providing statistical guarantees for the nodewise logistic regression algo-
rithm. Let {(67)*}1<;<p denote the true parameter vectors, where

(0) = (67035 k € V\{j}) € R”.

The result below assumes an incoherence condition on the Fisher information matrix J =

V2L, (0%):

—1
. . . <1_
max {k{élj\%é) HJ’“’N(J) (ING)NG)) Hl} <1-a, forsome «a € (0,1]. (20)

This is the logistic regression analog to the earlier incoherence condition (16) for linear regression.
We then have the following result:

Theorem 7 (Ravikumar et al. [12]). Suppose the true parameters of the Ising model satisfy the
incoherence condition (20). If the regularization parameters of the nodewise logistic regression

program are chosen such that \; = % 10% + 0, for some § € [0,1], and the sample size satisfies

n > cod? log p, then with probability at least 1 — c3 exp(—cynd?), the estimated edge set E based on
nodewise logistic regression satisfies E C E. Furthermore,

max ||67 — (67)* || < c5sAVd,
1<5;<p

so if we also have the minimum signal strength condition

1<j<p (keN(j)

(67), \} > es\Vd,

min { min
we are guaranteed that E=E.

4 Spectral methods

4.1 Linear algebra “review”
References:
e Horn & Johnson, Matriz Analysis

e Fuzhen Zhang, Matriz Theory
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4.1.1 Eigenvalues and singular values

Definition: For a matrix A € C" ", a vector 0 # v € C" is an eigenvector with associated
etgenvalue A € C if
Av = Av.

Properties:

e Eigenvectors corresponding to different eigenvalues are linearly independent.

o If A= A* (i.e., A is Hermitian), all eigenvalues are real; in particular, this happens when A
is real and symmetric.

o If A > 0, meaning A = A* and v*Av > 0 for all v € C™, all eigenvalues of A are nonnegative.

Definition: For a matrix A € C"™*™ nonnegative square roots of eigenvalues of A*A are singular
values of A.

Note: Singular values exist even when A is not a square matrix. Since A*A > 0, it makes sense
to talk about square roots of eigenvalues by the last property above.
4.1.2 Matrix decompositions
Definition: A matrix U € C™*" is unitary if
UU=U0U"=1.

(If U € R™*™, this means U is an orthogonal matrix—all rows/columns are orthonormal, and linear
transformation corresponding to U consists of rotation/scaling.)
Spectral decomposition: If A = A*, there exists a unitary matrix U such that

UrAU = diag()\l, )\2, ey )\n),

where \;’s are real-valued eigenvalues of A, and columns {u;}? ; of U are orthonormal eigenvectors
corresponding to eigenvalues (i.e., A is diagonalizable via a unitary transformation). The spectral
decomposition is generally not unique, although the (ordered) eigenvalues are unique.

Special case: If A € R™" and A = AT, can choose U € R™ ™ to be an orthogonal matrix.

Singular value decomposition: If A € C™*" has nonzero singular values {o1,...,0,} (with
r < min{m, n}), there exist unitary matrices U € C™*™ and V € C"*" such that
A=U ( D Orx(nfr) ) V*,
O(mfr)xr O(mfr)x(nfr)

where D = diag(oq,...,0,). Columns {u;}7", and {vj}?zl of U and V are known as left and right
singular vectors of A.

Note that this is the “full SVD” as opposed to the “economy SVD,” which has a square diagonal
matrix in the center and two rectangular matrices with orthonormal columns.
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Properties:

e In general, SVD is not unique (although we often choose o1 > 09 > -+ > o,, making the
matrix D unique).

e We have the rank-r decomposition
,
A= Z iUV
i=1

e If A e R™*™ can take U € R™*™ and V € R™ "™ to be orthonormal matrices.

¢ Geometric interpretation: Note that the SVD implies that AV = UD, so we have Av; =
o;u; for all ¢, and similarly, u; A = o;v7. The sketch shows a geometric interpretation of the
SVD via a commutative diagram (the sketch is for two dimensions, with r = m =n = 2):

The linear transformation A may be decomposed as an isometry V*, followed by a scale
transformation D, followed by another isometry U.

Lemma 8. A vector v is an eigenvector of A*A with eigenvalue A1 iff v is a right singular vector
of A with singular value o1 = /A1.

4.2 Best-fit subspaces

Consider a matrix A € R™*". (From now on, we will work in R™ unless otherwise stated.) Denote

the rows by {a?}g’;l, where each a; € R” may be viewed as a point in n-dimensional space.

17



4.2.1 One-dimensional case

Question: Find the (unit) vector v € R™ that minimizes the sum of squared distances of the
points {a;} to the line {cv : ¢ € R}. (Equivalently, find the “best-fit line” through the origin.)

Since aiTv corresponds to length of projection of vector a; on v, distance d(a;,v) from a; to line

is |la; — (al'v) - v]j2. We want to minimize

Z la; = (ai'v) - lf3.

By the Pythagorean theorem, ||a;||3 = ||a; — (alv) - v||3 + ||(a] v) - v||3, so we equivalently want to
maximize
m m
T
Y@l v) -l = (afv)® = || Av]l3
i—1 i=1
over v (note that 1", a;al = AT A for the last equality).

Lemma 9. A vector vi € R" is a right singular vector of A corresponding to the first singular
value o1, if and only if
vy € arg max ||Av]3.
llvll2=1

4.2.2 Generalization

Theorem 10. Suppose {v1,...,v,} are right singular vectors corresponding to the singular values
o1 >0y > >0, >0. Foreach 1 < k <n, let Vi := span{vy,...,vi}. Then Vi is a best-fit
k-dimensional subspace for the points {a;}i";:

Vi € ar min d(a;
¥ gdlm(v kz o V)%

where we define the distance function
d(a,V) = mi —
(a,V) = min la o]
for a vector a and subspace V.

The proof will rely on the following result:

Lemma 11. Let A € R™*"  and define the vectors

V] € arg ”HﬁaX | Av||3
o

vy € arg max ||Av||3

[[vlle=1
vTv1=0
2
v, € arg max | Av||5.
llvllg=1
vy =vTve=-=vTv,_1=0

18



Then vy, ...,v, are Tight singular vectors of A with singular values o1 > g9 > ...0n, > 0. Con-
versely, any vectors {v1,...,vn} corresponding to the singular values {o1,...,0,} satisfy the above
system.

Proof of Theorem 10. We use induction to prove the theorem, with the base case proved in the
previous subsection.
Inductive step: Suppose Vj_; is a best-fit (k — 1)-dimensional subspace. Note that

m m k—1
Zd i, Vi—1) Z lail3 — Z jai v ?
i=1 i=1 J=1
m m k—1
T
Z laill3 = > > laf v;l”
i= i=1 j=1

= A% — (lAvL]3 + - - + [ Ave-|13)

so Vj,_1 maximizes ||Avi||3 + -+ + || Avg_1]|3 among all collections of k& — 1 orthonormal vectors.
(The first equality above follows from the Pythagorean theorem.)

Let W be any k-dimensional subspace. Then W N Vk{ . # 0 by a dimensionality argument (since
dim(W) = k and dim(V;- ;) =n — (k — 1)). Choose an orthonormal basis {wy, ..., ws} of W such
that wy € Vkﬁl. We have

[Aws |3 + - + [[Awp—1[13 < | Ave|3 + - + [|Ave- |13

(since Vi1 is a maximizer). Furthermore, || Awy||3 < ||Avg||3, by the maximality of vy provided in
Lemma 11 (since vy, wg € V- ). Tt follows that

[Aws[|5 + - + [Awg |3 < [[Ave]|3 + - - + [|Avgl]3,

SO
1A = (I[Avdll3 + - - + [ Avel13) < [|AIF — (lAw 13 + - + || Awg]]3) ,
and . .
> d(ai, Vi)? <Y d(ai, W)?,
i=1 i=1
as wanted. (The inequality above holds for any W. O
4.2.3 PCA

Setting: Consider data points {x;}! ; C RP. Want to find low-dimensional projection capturing
variation in data.

Solution: Find projection onto k-dimensional subspace maximizing sum of squared projection
lengths:

max Z | Pyail3

V)<k

(equivalently, minimizing sum of squared dlstances to V). As we have seen, a solution is given by
V = span{vy,..., v}, span of top k right singular vectors of X.
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. L. . — . LyTy _ 1 T
Statistical interpretation: Note that {vy,...,v;} are top k eigenvectors of - X* X = - 37" | w2,
sample covariance of x;’s assuming data are centered. Then v;’s are directions of maximal variance:

T (XTX>
V1 € arg max v v.
[[oll2=1 n

(If XZ;—X — X, the v;’s converge to top eigenvectors of 3;.)

Computation:
e Computing X7 X takes O(np?), and eigendecomposition takes O(p3).
e Computing top k singular values of X only takes O(npk) (more on this in the next subsection).

Source: Handbook of Linear Algebra, 2007
Algorithms for efficient SVD computation for large matrices is an active area of research. For
moderately-sized matrices, a standard technique is the power (iteration) method.

4.3 Computation of SVD /top eigenvectors
4.3.1 Basic idea
Let B = AT A. We have

T T
_ oy T E : o d
B = ( E v U; ) TjU;V;
i=1 j=1

T r
— 2, T, T _ 2, T
= E O ViU Uiv; = E o5 viv; .
i=1 i=1

Furthermore,

T 7
B? = ( E afvw?) ( E 0?%1}?)
i=1 i=1
-
_ 4, T
= E o ViV;
i=1

By induction, we can show that
T
BF = Z a?kviUiT.
i=1

In particular, if o1 > o9, then ’HBk — U%kvlvﬂ” — 0. If we consider BFey, the first column of Bk,
then normalizing gives an estimate of v;.

Additional eigenvectors can be calculated (approximately) by applying the power method to
B — ayvivl. To obtain left singular values of A, consider AAT instead. (Alternatively, we could
apply Av; and then rescale to obtain ;.)
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4.3.2 Faster method

Instead of computing B¥, can save on computation by computing B¥z directly for a (random)
vector . If A is a m x n matrix, then B € R™", and computing B? alone takes O(n?) time.
However, if we instead compute B¥z = ATA--- AT Az, then we need to perform 2k operations that
are each O(mn). Note that if we write z = Y_;" | ¢;v;, we have

n
Brz ~ (a%’%m}f) (E cw,) = cla%kvl,
i=1
so normalizing the resulting vector gives an approximation of v;. (We use a random vector so as

to avoid the case when ¢; =~ 0.)

More comprehensive resource: “Computation of the singular value decomposition,” Handbook
of Linear Algebra, 2007
4.4 Best rank-k approximations

If A has nonzero singular values g1 > g9 > --- > 0, > 0, define

k
Ak = Z aiuiv;‘r,
i=1
for 1 <k <r. (Truncated SVD.) Note that Ay has rank ezactly k.

4.4.1 Frobenius norm

Theorem 12 (Schmidt Approximation Theorem, Eckart-Young Theorem). For all 1 < k < r, we
have

min |A—B|lr=||A— AxllF.
BeR™*n:rank(B)<k

Proof. Fix k, and let B € R™*™ with rank(B) < k be a minimizer. Let B’ be the matrix obtained
from B by projecting each row of A onto the rowspace row(B). Then

1A= B'lIF <A - Bl%

(since the Frobenius norm squared is the sum of squared Euclidean norms of rows, and b; is defined
to be the closest vector to a; in a subspace containing b;). Furthermore, since row(B’) C row(B),
we have rank(B’) < k. Also by the optimality of B, we have

|A-Bllr <||A-B|F,

implying that ||[A — B||% = ||A — B'||%, which is the sum of squared distances of the points {a;}",
to row(B):

14 BI} = 3 dlai, row(B))*.
=1
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Claim 1. The squared Frobenius norm ||A — Ag||% is equal to the sum of squared distances of
{a;}" to Vi, = span{vy, ..., vg}:

m
A = Agll3 = d(ai, Vi)*.
i=1
Proof. We show that the projection of a; onto Vj, is equal to the i*" row of Aj. The projection may
be written as
(af vi)vi + -~ + (a vg)vg,
and the matrix with this vector in the i*" row is

AvivT + -+ Avgol

Note that
k k
Z Avpv] = Z ouivl = Ay,
i=1 i=1

so the claim follows. OJ
By Theorem 10, we have
> d(ai, Vi)? < d(ai,row(B))*.
i=1 i=1

We have shown that the RHS is equal to ||A — B||%, and Claim 1 shows that the LHS is equal to
|A — Ag||%. The desired result follows (since B is a minimizer). O

4.4.2 Spectral norm

Now recall the definition of the spectral norm:

IAll; = sup [[Av][2 = o1

[[v]l2=1
Theorem 13 (Eckart-Young-Mirsky Theorem). For all 1 < k <r, we have

i A— DBl = [lA— Al .

Note: In fact, Mirsky (1958) proved a generalization of Theorem 12 to all unitarily invariant
matrix norms. Recall that a unitarily invariant norm satisfies ||A|| = |[|[UAV]| for all unitary
matrices U and V; the Frobenius and spectral norms satisfy this property:

F= =
|UAV || tr(VIATUTUAV) = tr(VT AT AV)
= tr(ATAVVT) = tr(AT A) = ||A||%,

and if we have the SVD A = UDVT, then UAV = UUDVTV clearly has the same set of singular
values, so ||[UAV||, = o1. We have used the facts that

o AJ3 = tr(AT 4),
e tr(ABC) = tr(BCA).
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4.5 Johnson-Lindenstrauss Lemma

Idea: Existence of (random) low-dimensional linear projections approximately preserving fo-
distance between N data points. Requires projecting into sufficiently high-dimensional space.
First proved in Johnson & Lindenstrauss, “Extensions of Lipschitz mappings into a Hilbert space,”
Contemporary Mathematics, 1984.

4.5.1 Main result

Theorem 14 (JL Lemma). Suppose 0 < € < 3. Let {z1,...,zn} C R" be a set of data points, and
let m = Cl:72gN' Then there exists a Lipschitz mapping f : R™ — R™ such that for all pairs (i,j),

(L= e)llzi — 23 < [1f (i) = fl2)]3 < L+ e)lai — 53 (21)

Definition: A distribution D on R"™*™ satisfies the (¢, d)-distributional JL property if for any
fixed z € R™, a matrix ® drawn from D satisfies

P((1=e)llz]l3 < @23 < (1 +¢)llz[3) > 1 -6 (22)

Lemma 15 (Distributional JL Lemma). Suppose €,d < % and m = C/Lz(l/é). Then there exists a

probability distribution D on R™*™ satisfying the (e, d)-distributional JL property.
Proof of Theorem 14. Lemma 15 applied with § < ﬁ implies the existence of a distribution D
such that ’

P((l = O)lzi — a3 < (@i — Bayll3 < (1+€)w; — wjll%) >1-0, Vij.

Taking a union bound over all pairs (7, j), we then have

. N
p<<1 — ey — a3 < s — ayl13 < (1 + )l — a3 Vm) -1 ()0
> 0,

implying the existence of at least one matrix ® in the support of D satisfying the desired properties.
(This is an illustration of the probabilistic method.) We need to choose dimension

C'log(1/6) Clog N
m = =
€2 €2

in order for successful application of Lemma 15. O

4.5.2 Proof of distributional lemma

Recall the definition of the spectral norm:

IAll, = sup [[Av]j2 = o1.

[[oll2=1

23



Proof of Lemma 15. Different constructions exist, including;:
1. projection onto random m-dimensional subspace (original JL proof),
2. choosing entries of ® to be i.i.d. N (0, %) variables, and

3. assigning entries of ® to be i.i.d. with values :I:ﬁ.
We will analyze the last construction.
We have ®;; = %, where §;;’s are i.i.d. Rademacher variables. We use the following theorem:

Theorem 16 (Hanson-Wright inequality, 1971). Suppose A € R™ "™ and £ € R™ is a vector of i.i.d.
Rademacher variables. Then for any X > 0,

2
P TA i o) TA A < ex <_ 3 {Cl)\’CQ)\}>
(€748 = B AQ[ > A) < exp { —min 4 17 -

(Versions of Theorem 16 hold for i.i.d. sub-Gaussian components, as well. See Rudelson & Ver-
shynin, “Hanson-Wright inequality and sub-Gaussian concentration,” 2013, for more details.)

Note that it suffices to establish the condition (22) for unit vectors. For a fixed unit vector
x € R", define the matrix

20 -+ 0
A — 1 0 xT o 0 e RMXmn
fm| o ’
o o0 ... 7T
and notice that ||®x[]3 = ||A.€||3, where £ € R™" is a vector of Rademacher variables. Also note

that

E ([ 4:€]13) = E [tr (67 Az Au€)] = tr (AT AE[EET]) = tr(A7 As) = || Al

= |l=13,

where we have used the fact that E[¢¢T] = I, so applying Theorem 16 with A\ = ¢ and A = AL A,

gives
2
. C1€ C2€
P (|||®z]|3 — ||z||3] > €) < exp <IIllIl{ 1A }) :

Furthermore, A is a block-diagonal matrix with m blocks equal to %wa, SO

1 1 1 1

AllZ = m - T2, T 0Ty — =t T _ b

4} =m - —laat | (e o) = — tr(ea”) =
1 1
Ally = — Te)(aTu) = —.
J4ly = — - sup (uTa)(aTu) = —

[[ull2=1

Hence, probability of error becomes exp(—cme?), and choice m = 01%51/‘” drives this less than
0. O
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4.5.3 Johnson-Lindenstrauss applications

Recall: Distributional JL lemma shows that with high probability, random projection chosen from
ensemble satisfies desired distance-preserving property (provided m is chosen large enough relative

to N and 9).

k-means clustering: For data points {xz}f\il C R™, find a partition P into k clusters {Pi, ..., Py}
centered at {y1,...,yr}, to minimize objective
k
2
=> > llzi—yl3.
j=1ieP;

In general, problem is NP-hard, but efficient algorithms exist providing v-approximate clusterings,
meaning h(P,; X) < vh(P*; X) for v > 1. To save computation, idea is to project into m-
dimensional space before performing approximate k-means clustering. In order to prove rigorously
that this works, derive the following result:

Lemma 17. If f : R® — R™ is a JL embedding for {:vl} ~, with error tolerance €, then any
y-approzimate clustering Py for f(X) satisfies

1+4+e¢€
h(Py; X) <~ <1

)-hPrix)

—€
(clearly, smaller € leads to more accuracy).

Proof. Note that

(1 - Oh(Py; X) € h(Py; 7(X))
2 Py (X))
o h(P" (X))

v(1+€) - h(P*; X),

—
INS

,\
IN&

where (a) follows from the JL property, (b) follows because P, is an approximate clustering, (c)
follows from the fact that PJ’S is optimal, and (d) follows from the JL property again. Note that we

have used the notation
h(Py; f(X Z Z 1 f (i) — yJ)HQa
J=lie(Py);

and P} denotes the optimal clustering for {f (z;)}N |, whereas P* denotes the optimal clustering
for {x; }I¥,. O
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On approximate k-means: See Kumar, Sabharwal & Sen, “A simple linear time (1 + €)-
approximation algorithm for k-means clustering in any dimensions,” 2004. Gives (1+¢)-approximate
solution, w.h.p., in O(/Nn) time (treating k£ and e as constants). This is in contrast to exact k-
means, for which fastest exact algorithm takes O(N*"*1) time. Thus, JL reduces the runtime of
an approximate algorithm from O(Nn) to O(N log N) time.

A deterministic (1 + €)-approximate algorithm was proposed by Matousek, “On approximate
geometric k-clustering,” 2000, and runs in O(N ¢—2k*n logh N ) time.

The main idea in these papers is to take a random sample of O(k) points, which w.h.p. contains
a constant number of points from the largest cluster. Then by trying all subsets of of constant size
from the sample, we can obtain an estimate for the centroid of the largest cluster. We would then
prune points from the largest cluster to obtain samples from the smaller clusters.

Other examples:

e Approximate nearest neighbor classifier

e Linear classifiers (e.g., SVMs, which are max margin classifiers—first project, then classify)

4.5.4 Equivalences

In fact, we can show that RIP <= JL property. Recall the RIP definition:

Definition: A matrix ® € R™*" satisfies the (¢, k)-RIP if for all k-sparse vectors z,
(1= )z[3 < [[®z]3 < (1 + €)|z[f3- (23)
Equivalently, whenever |S| < k, all eigenvalues of <I>£<I>S are in [1 — ¢, 1+ ¢, or

|5®s — L], < e

Note: Obvious similarities exist between RIP condition (23) and JL condition (22). However,
RIP is a deterministic guarantee holding uniformly over k-sparse vectors, whereas JL condition is
a probabilistic guarantee holding any fired n-dimensional vector.

RIP has been studied extensively in compressed sensing and can be used to derive JL. embeddings
with desirable properties.

References:

e (JL = RIP) Baraniuk et al., “A simple proof of the restricted isometry property for random
matriices,” Constructive Approzimation, 2007

e (RIP = JL) Krahmer & Ward, “New and improved Johnson-Lindenstrauss embeddings
via the restricted isometry property,” SIAM Journal on Mathematical Analysis, 2011

Theorem 18 (JL. = RIP). Suppose € < 1, and m > ci(¢e)klog (%) If D satisfies the (%,5)—

me , a randomly

em/2

distributional JL property with 6 = e~
drawn matriz ® ~ D satisfies (e, k)-RIP.

Theorem 19 (RIP = JL). Suppose ® € R™*" satisfies (¢, 2k)-RIP. Let D¢ = diag(&1,...,&n) be
a diagonal matriz of i.i.d. Rademacher random variables. Then ® Dy satisfies the (3¢, 3 exp(—ck))-
distributional JL property.

, then with probability at least 1 — e~
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4.5.5 Generating RIP matrices

Already studied in compressed sensing literature. Leads to useful families of matrices for distance-
preserving projections via Johnson-Lindenstrauss. In particular:

e Subsampled Fourier matrix

e Subsampled Hadamard matrix: (=17

, where (i, j) is dot product of binary representations

Hk:1<Hk2 Hy o >
V2 \ Hyp | —Hypo

Take ® = SH, where H is Fourier/Hadamard and each row of S has all 0’s except a single \/%
in a random column (scales and subsamples rows). Then ®D¢x may be computed quickly (in
O(nlogn) time), since we only need to apply random signs to x, apply proper transform, and then
rescale. (Fast JL Transform from Ailon & Chazelle, “Approximate nearest neighbors and the fast
JL transform,” 2006.)

B

of i and j, or

4.6 Spectral clustering I: Data matrix
Reference: Blum, Hopcroft & Kannan, Chapter 7
Setting: Matrix X € R™"*? of data vectors. Goal is to partition dataset into K nonoverlapping
groups.
4.6.1 Algorithm
1. Compute best rank-K approximation Xg = Zfi 1 JiuiviT of X using SVD.

2. Perform distance-based clustering method (e.g., k-means algorithm) on rows {y;}7_; of Xk
to obtain clustering {CY } X ,.

3. Output clusters {C;}X,, with C; := {j : y; € O }.

Recall from the theorem from last time that the i*® row of X is the projection of z; onto
span{vi, ..., vk}, so we are clustering after projecting onto a best-fit subspace.
4.6.2 Some theory

For a clustering C = {Ck}szl of the data matrix X, define ¢; to be centroid of cluster containing
data point x; (mean of cluster data points), and define cluster variance

BN 2 1

2 T 2
o (C) = max — Ti— Ci) U _ - C :
©) vER:||v]a=1 T ; (( i~ ci) ) n (R 112

where C' is matrix with ¢;’s as rows.
Assume distance-based clustering step is performed in the following manner:

1. Pick a random row y; of Xk and form a cluster with all rows y; such that |jy; — y;ll2 < 7.
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2. Repeat step 1 on remaining rows of X g until K clusters are formed, and assign any additional
rows arbitrarily. (Some clusters are allowed to be empty if 7 is too large.)

Theorem 20. Suppose a clustering C of the data exists, such that K < d and
(i) |Cx| > m, for all1 <k < K (minimum cluster size),
(ii)

oT L )
min |¢; — ¢jll2 > — (minimum cluster separation),
ciFcj 2

and

(i) 323750) <1 (relative size of cluster variance vs. separation).

Then with probability at least 1 — 32]2‘;(0), the spectral clustering algorithm outputs a clustering C
2
differing from C in at most M points.

Note: Imagine a fixed 7. How far apart do cluster centers need to be in relation to internal
spread in order to obtain a low-error clustering? Separation needs to be at least 57, and smaller
o(C) implies smaller error. Result holds as long as cluster sizes are not too small, due to random
choice of rows in spectral clustering.

Proof. First show that [|y; — c;l|2 < § for most i (distance between projected points and centroids).
Let M C {1,...,n} be subset of “bad” indices such that inequality is not satisfied. Then

IMIT

IXK = Cl3 = Z lys = eill3 = > llyi — cill3 >

ieM

Note that C has at most K distinct rows, so rank(C) < K. Hence,
X = Clly < 1 Xk = Xlly + |1 X = Clly < 2[|X =,

by Eckart-Young-Mirsky. Since rank(X Kk —C) <rank(Xg) +rank(C) < 2K (the left-hand rank is

the dimension of span{z| — c1,..., 2], — ¢, } Cspan{a),..., 2}, c1,...,¢cn}), we have

2
IXx — Ol < 2K | Xk — Cll

(using the fact that ||Alp < y/rank(A) ||A]l,—this can be proved easily by taking the SVD and

recalling that || - | and ||-||, are unitarily invariant). Hence,

|M]7?

1 <Xk = CllF <8K X - Cll; = 8Ka*(C)n,

and we conclude that |M| < w

Suppose 4,j ¢ M. If x; and x; are in the same cluster in C, then

lyi — yill2 < llyi — cill2 + llei — yjll2 < 7. (24)

28



On the other hand, if z; and x; are in different clusters, we have

lyi —wjlla = llei = ¢jlle = llei = willa = llej —wjlle = - — 5 — 5 = 5 (25)
We will show that with probability at least 1 — %‘;(C), the K row indices chosen in the

clustering step lie in M. Indeed, if this were the case, the clusters C = {ék}i(:l formed from
spectral clustering would (after a permutation) be such that

Cr = (Ck\M) U My,

where My, C M. This is because inequality (24) implies that everything in Cj\M must lie in Cy
and inequality (25) implies that elements of C;\M, for j # k, do not lie in Cj. In particular, C and
C would differ by at most
32Ko?(C
ag) < 32K (C)n
-
points, as desired. In order to compute the probability that all K selected row indices lie in M€,
we use a union bound. Let E be the event that all selected row indices lie in M€, and let Ej be

the event that the k' selected row index lies in M¢. Then

P(E®) = P(E$)+ P(EyNES)+---+P(EyN---NEg_1 NEY).

60(C)Kn

Suppose we are at stage k and all previously selected vertices lay in M€. Then at least —

2
w row indices would remain to be assigned (since at least one cluster would have been

untouched, but some vertices with indices in M might have already been assigned), of which at
2
most M lie in M. Hence,

32K02(C)n
—— 1 320(C)
P(El N N Bk N Eg) < 6Ko(C)n - 32K02(C)n R 1 < 3r
p - > 160(C) —
assuming 32‘;750) < 1. It follows that
32Ko(C
P(E°) < ﬁj
37
as wanted. O

Note: Other common clustering methods (e.g., k-means, k-medians, k-centers) have also been
proven to work when inter-cluster separation is sufficiently large relative to intra-cluster spread.
See Awasthi, Blum & Sheffet, “Center-based clustering under perturbation stability,” 2012, or
Ben-David, “Clustering is easy when ...what?” 2015.

4.7 Spectral clustering II: Graph Laplacians

Reference: von Luxburg, “A tutorial on spectral clustering,” 2007.

Setting: Weight matrix W € R"*", where w;; > 0 measures similarity between data points x;
and z; in dataset of size n. Goal is to partition dataset into K nonoverlapping groups.
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4.7.1 Definitions
Let d; = 2?21 w;; and D = diag(dy, ..., dy).
e Unnormalized Laplacian: L =D — W
e Symmetric normalized Laplacian: Ly, = D12 p-1Y2 = [ — D=2y p~1/2

e Random walk normalized Laplacian: L,, = D™'L =1 — D~'W

(Note that D~'W is transition matrix of random walk. Can show that eigenvectors of L, cor-
respond to eigenvectors of Ly, left-multiplied by D12 with same eigenvalues, so all eigenvec-
tors/eigenvalues are real: Lgy,v = Av implies (I — D=12W D12y = \v, so
Lw(D7Y20) = (I = DT'W)(D™Y20) = D™V2(v — D™YV2W D~ V/2)
= \ND"V?p))

4.7.2 Clustering algorithm
1. Form matrix L = f(W) € R™*".

2. Compute bottom K eigenvectors {u;}2£; C R" of L, and form matrix U € R"*X.

3. Perform distance-based clustering method on rows {y; i of U to obtain clustering {Cz}fil
(In practice, for L., first rescale rows of U to unit norm before clustering—see perturbation
theory justification.)

4. Output clusters {C’l}fil, with C; = {j 1y; € Ci}.

Note that eigenvectors of L and W agree when D is a multiple of I (e.g., d-regular, unweighted
graphs). Why do we want to cluster eigenvectors of transformed Laplacian matrices instead? We
will motivate these methods from the perspective of graph cuts.

4.7.3 Connection to graph cuts

Consider an undirected graph G = (V, E) with V = {1,...,n} and edge weight matrix W e R"*".
For a partitioning {A;}/, of {1,...,n}, define

cut(Ay,..., Ag) ==Y W(A;, 4y),

where W(A, B) = }_;c 4 jep wij for disjoint sets A and B (sum of weights of edges across clusters).
Mincut problem is relatively easy to solve when K = 2 (e.g., Karger’s algorithm, Stoer-Wagner al-
gorithm). Although polynomial-time algorithms exist for any fixed K, they are not computationally
practical for large K. Other objectives of interest, leading to a more balanced cut:

K _
RatioCut(Ay, ..., Ax) = Z CUt(|AlAZ)
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cut Az;Az
Ncut(Al, PN ,AK) = Z M,

=1

where vol(A) = 3 . adi = > ¢ Ajev Wij- (Ncut stands for “normalized cut.”) With additional
weight terms, minimizing these objectives become NP-hard (Wagner & Wagner, “Between min cut
and graph bisection,” 1993). Spectral clustering corresponds to solving an appropriate relaxation:

e RatioCut = clustering with unnormalized Laplacian L

e Ncut = clustering with normalized Laplacian L.,
RatioCut (case K = 2): Optimize
min RatioCut(4, A4).
ACV

For a fixed subset A, define the vector v € R™ with entries

b VIA|/IA]l, ifi e A,
" =VIA4l/I4], ifie A

Note that

n n
v Ly =0T Dy —vTWo = E div? — E Wi ViV
i=1 i,j=1

Zdv -2 Z Wi ViV —|—Zd]vJ

i,j=1
,wa )
4,j=1
n — 2
ja, fany L (A A
R A\ STV VA
i€A,jEA ’LEA]EA

.

2

Al Al ) 1
o+ = 2 -cut(4, A)
<!A\ |A]

n-

AL+ A] | AL+ 4) e

|A] A
RatioCut(A, A).

Furthermore, v satisfies

- |4] |A]
D=\~ Sy M - g o
i=1 €A
. AL Z'A‘
2 _

€A
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This leads to the following relaxation:

min o7 L
veER™

st. vl1=0, vl =+vn.

(26)

Also note that the smallest eigenvalue of L is 0, with corresponding eigenvector 1 (by the
computation above, we see that L > 0). Hence, although the optimization problem (26) is highly
nonconvex, solution corresponds to (rescaled) eigenvector with second smallest eigenvalue (the
constraint v71 = 0 imposes orthogonality to the first eigenvector). In order to obtain partition,

could define

Another method: Use k-means clustering on the rows of the matrix

U= (1 @) € R™<2,

This is exactly the spectral clustering algorithm.

RatioCut (General K): For a partition {4;}X, of V, define indicator vectors h; = (hy j, . ..

such that

0, otherwise.

Lo {1/,/|Aj|, ifie A
1, T

Can check that H'H = I, where H € R™*¥ has columns {hj}szl, and

cut Al /L

)
il

j?k
Hence,
K
RatioCut(Ay, ..., Ax) = > (H'LH); = tr(H'LH).
=1

Obtain relaxation

min tr(H?TLH)
HER”XK

st. HTH = 1.

7hn,j)T

(27)

Can be shown (using the Rayleigh-Ritz Theorem) that this is exactly variational characterization
for finding bottom K eigenvectors of L, so solution is matrix U with eigenvectors in the columns.

Then perform k-means on rows of U to obtain partitioning.

4.7.4 Basics of spectral graph theory
References:
e Spielman, lecture notes on spectral graph theory.

e Chung, “Spectral graph theory,” 1997.
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Recall: Laplacian matrix of a weighted graph G = (V, E) is given by L = D — W.
For x € R", we have

2 Ly = Z Wy (X0, — xy)2 >0,
(u,v)EE

where w,, > 0 (calculation done above). Eigenvalues are 0 = A\; < Ay <.... Furthermore, L1 =0,
so the all 1’s vector has eigenvalue 0.
The following lemma relates the second smallest eigenvalue to graph connectivity:

Lemma 21. The second eigenvalue of L satisfies Ao > 0 if and only if G is connected.

In fact, the lemma above generalizes: If Ay = 0 and A1 # 0, then G has exactly k& connected
components.
We now consider the spectra of the following (unweighted) graphs:

(i) The complete graph K, on n wvertices. The Laplacian Lg, has n — 1’s on the diagonal and
—1’s everywhere else.

(ii) The star graph S, on n vertices, with edge set {(1,u) : 2 < u < n}. The Laplacian Lg, has
n — 1 in the first entry, 1’s in all remaining diagonal entries, and -1’s in the first row and
column.

(iii) The path graph P, on n vertices, with edge set {(u,u+1):1 <wu < n}. The Laplacian Lp, is
tridiagonal, with 1’s in the first and last diagonal entries, 2’s in all remaining diagonal entries,
and -1’s in the off-diagonals.

(iv) The ring graph R, on n vertices, which has all edges in common with P,, as well as the edge
(1,n). The Laplacian Lg, is equal to Lp,, except all diagonal entries are 2 and Lg, (1,n) =
Lgr,(n,1)=—1.

In fact, the following series of lemmas characterize the full spectra:

Lemma 22. The graph Laplacian Lk, has eigenvalue 0 with multiplicity 1, and eigenvalue n with
multiplicity n — 1.

Lemma 23. The graph Laplacian Lgs, has eigenvalue 0 with multiplicity 1, eigenvalue 1 with
multiplicity n — 2, and eigenvalue n with multiplicity 1.

n—1

Lemma 24. The graph Laplacian Lp, has eigenvalues {2(1—cos(mk/n))},—,, each with multiplicity
1.

Lemma 25. The graph Laplacian Ly, has eigenvalues {2(1 — cos(2mk/n) 1&1/0%- When n is even,

each eigenvalue has multiplicity 2, except the first and the last; when n is odd, each eigenvalue has
multiplicity 2, except eigenvalue 0.

The following lemma collects some additional statements concerning the spectra of (normalized)
graph Laplacians, which we state for unweighted graphs, for simplicity. The proofs are all fairly
straightforward (see Chung for details).

Lemma 26. Suppose G = (V, E) is an unweighted graph with |V| =n. Let 0 =v1 <vp <--- <y
denote the eigenvalues of the normalized graph Laplacian L' = D~Y2LD/2.
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(i) If G is not a complete graph, we have vy < 1. If G is complete, then vo = 5.

n

(ii) We have v; < 2 for all i, with v, = 2 if and only if a connected component of G is bipartite
and nontrivial.

(11i) Suppose n > 2. If G has no isolated vertices, then

Note: For the examples discussed in the previous subsection, we can show that:
e L has eigenvalues 0 (with multiplicity 1), and ;% (with multiplicity n — 1).

e L5 has eigenvalues 0, 1 (with multiplicity n — 2), and 2.
° L’Pn has eigenvalues 1 — cos (n”—fl) for0<k<n-—1.

° L;zn has eigenvalues 1 — cos (%) for0<k < L%J

Can check that v, = 2 only for S, P,, and R,, (in case when n is even). Other inequalities may
also be verified.

4.8 Spectral sparsification

Given an undirected graph G, suppose we wish to construct a graph H which “approximates” G
and has nice properties, e.g., a smaller number of edges.

Definition 1. We say that a graph H is an e-approximation of G if
(1 — E)LH = Lg = (1 + E)LH,
where Ly and Lg are the graph Laplacians of H and G.

Theorem 27 (Spielman & Teng, 2011). Ewvery graph on n wvertices has an e-approximation with
0 (%) edges.

€

As in the analysis of Johnson-Lindenstrauss, existence can be proved using the probabilistic
method; much subsequent work was done to obtain constructions for randomly generated sparse
graph ensembles that succeed with high probability.

4.9 Stochastic block models

Model: We have a graph with n nodes and K communities. Let B € REXK be a symmetric
matrix of connection probabilities between communities (generally assumed to be unknown), and
let Z = (Z1,...,Z,)" € {1,...,K}" be a vector of community assignments. Then adjacency
matrix A € R™ " is generated using independent Bernoulli draws, where P(4;; = 1) = By, z,.
Want to recover Z based on observing A.

We are interested in the provable performance of vanilla spectral clustering; in order to obtain
the sharpest recovery results, one needs to use more sophisticated techniques.
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4.9.1 Spectral clustering

References:
e Lei & Rinaldo, “Consistency of spectral clustering in SBMs,” 2015.

e Rohe et al., “Spectral clustering and the high-dimensional SBM,” 2011. (The main difference
is that the expected node degrees are assumed to be linear in n, whereas the work of Lei &
Rinaldo can handle expected node degrees as small as Q(logn).)

Theorem 28. Suppose spectral clustering with 10-approzimate k-means produces a partitioning C.
Suppose the true partition C has all communities of size gz, and assume pmax = max; ; B;; satisfies

c1logn canA?. (B)
n S Pmax S %
With probability at least 1 — n—13, the clustering C differs from C in at most C;\QLZZ“;)" points.

Interpretation: The quantity Apin(B) measures difference between edge probabilities for within-
community vs. between-community connections. Consider case when B = «,, By and By = M +
(1 — A\)1g1% | so within-community connections have probability a,, and between-community con-
nections have probability (1 — A)ay,. Also, Apmin(B) = Ay, since Apin(Bo) = A, and ppax = a, SO

2 2 .
S/{g L Ty = nﬁgfa , which converges to 0, say, when a,, = 8%
n

We see that a larger value of A (correspogl(iing to larger separation between connection probabilities)
thus implies a smaller error rate guarantee.

In the condition of the theorem, note that npmax is the maximum expected node degree, and the
first inequality in the displayed condition is a statement about the minimum edge density, whereas
the second inequality can be viewed as an upper bound on the number of communities K. Recall

that the regime p > Cll% guarantees that Erdos-Renyi graph is connected a.s.

the fraction of misclassified nodes is

Proof of Theorem 28 (sketch). The main idea is to think of A as a perturbation of underlying
probability matrix P = E(A) € R™*™. The eigenvectors of P are well-behaved, and matrix of top
K eigenvectors has exactly K distinct rows. This is captured in the following lemma:

Lemma 29. Suppose B is full-rank. Let VODOVOT = P be a spectral decomposition, where Vy €
R™ K and Dy € REXK. Then Vo = ©X (i.e., Vi has n rows, which are copies of the K rows
of X ), where © € R™X is the membership matriz of the communities, and X € REXK ith

1 X5, — Xjill2 = \/ 25, fori#j.

In particular, Vp has K distinct (and well-separated) rows, so it makes sense to cluster them.
We omit the rest of the proof. O

Remark: In fact, one might wonder why we cannot simply perform approximate k-means clus-
tering on the rows of A, since P can be exactly partitioned into K clusters. It can be shown that
|Al|% ~ pn? and || P||% < n, so we have ||A — P||% - n?. The proofs of the statements above show
that ||[U — V||% 2 L. In fact, although A is not exactly becoming “closer” to P as n — oo, the

matrices of top-K eigenvectors are converging.
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4.9.2 Optimization approach

Setting: For simplicity, suppose we have two communities with exactly 5 nodes each, and B =

a/n b/n
(b/ n a/ n)

Eigenvalues of P = E[A] are {“T‘H), “T_b, 0}, where 0 has multiplicity n — 2. Eigenvectors of first
two eigenvalues are (1,...,1) and (1,...,1,—1,...,—1). Communities could be recovered by taking
the second eigenvector and assigning vertices to communities based on signs of components.

On the other hand, we observe A rather than P, so extracting the second eigenvector might
not give an integral solution. We would have to round, and need |a — b| to be sufficiently large in
order for this to work, w.h.p. Turns out that the following method works better:

Optimization problem:

max mTAx = Z Aijl'il'j
/[:7j
s.t. x; = £1,Vi,

Zl‘j = 0.
J

However, this is very difficult to optimize. (Note that If we relax the condition x; = £1 to a
condition such as ||z|3 = n, we extract the second eigenvector—that is computable in O(n?) time
using the power iteration method.)

Instead, using the fact that tr(AB) = tr(BA), we can write 7 Az = tr(Azz”), and denoting
X = zzT, we can further relax the optimization problem to

max tr(AX)
s.t. Xy =1,V
rank(X) =1,
X1=0.

In particular, the objective function is now linear in the lifted variable X. If we relax the constraint
rank(X) = 1, we arrive at the semidefinite program

max tr(AX)
s.t. Xy =1,V
X >0
X1 =0,

which is convex.
For more details, including on conditions under which the second-eigenvector and SDP methods

succeed, see the survey by Abbe (2018).
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