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Abstract

A central challenge in computational modelling of dynamic biological systems is parameter inference
from experimental time course measurements. One would like not only to measure mean parameter
values but also estimate the uncertainty of single cell values and the variability from cell to cell. Here
we focus on the case where single-cell fluorescent protein imaging time series data is available for a
population of cells. We present a two dimensional continuous-time Bayesian hierarchical diffusion model
which has the potential to address the different sources of variability that are relevant to the stochastic
modelling of transcriptional and translational processes at the molecular level, namely, intrinsic noise
due to the stochastic nature of the birth and deaths processes involved in chemical reactions, extrinsic
noise arising from the cell-to-cell variation of kinetic parameters associated with these processes and noise
associated with the measurement process. The availability of multiple single cell data provides a unique
opportunity to estimate such a model and explicitly quantify the sources of variation from experimental
data. Inference is complicated by the fact that only the protein and rarely other molecular species are
observed which typically leads to parameter identification problems. The Bayesian approach provides an
extremely suitable framework as it offers the possibility to import posterior results from one experiment
as prior information to another experiment in a statistically rigorous way. Furthermore, the use of the
linear noise approximation makes estimation of this complex stochastic model computationally feasible.
We provide a systematic derivation in matrix formulation of the resulting likelihood. Estimation results
are obtained from a cohort of single cell fluorescent protein imaging time series associated with the
Prolactin gene.

Author Summary

We introduce a modelling and inference approach for single cell time series data from a population of
cells using stochastic differential equations. The model can be used to infer values for the rate constants
from single cell time series measurement. In order to model the cell-to-cell variation in data from multiple
cells, a Bayesian hierarchical model is introduced where the between-cell variation of kinetic parameters
is quantified by a probability distribution. The proposed approach can be seen as an example of a
general modelling approach which has the potential to explicitly quantify intrinsic, extrinsic as well as
measurement noise in molecular dynamical systems. Inference is computationally efficient using the linear
noise approximation. The methods are applied to single cell imaging data to quantify within-cell variation
and cell-to-cell variation of the transcription rate of the prolactin gene, as well as mRNA and protein
degradation rates and the translation rate.
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Introduction

Basic cellular processes such as gene expression are fundamentally stochastic, with randomness in molec-
ular machinery and interactions leading to cell-to-cell variations in mRNA and protein levels. This
stochasticity has important consequences for cellular function and it is therefore important to quantify
it [1–4]. Recent developments in fluorescent microscopy technology allow for levels of reporter proteins
such as green fluorescent protein (GFP) and luciferase to be measured in vivo in individual cells [5–7].
Here, an important issue is to relate the unobserved dynamics of expression of the gene under considera-
tion to the observed fluorescence levels. This is facilitated by knowledge of mRNA and reporter protein
degradation rates [8–10]. In this study we present a methodology for estimating these rates and their
within-cell and cell-to-cell variation from experimental single cell imaging data.

Elowitz et al [11] defined extrinsic noise in gene expression in terms of fluctuations in the amount
or activity of molecules such as regulatory proteins and polymerases which in turn cause corresponding
fluctuations in the output of the gene. They pointed out that such fluctuations represent sources of
extrinsic noise that are global to a single cell but vary from one cell to another. On the other hand, intrinsic
noise for a given gene was defined in terms of the extent to which the activities of two identical copies
of that gene, in the same intracellular environment, fail to correlate because of the random microscopic
events that govern the timing and order of reactions. We can therefore consider that much of what makes
up extrinsic noise can be expressed mathematically in terms of the stochastic variation between kinetic
parameters across a population of cells.

The availability of replicate single cell data provides us with a unique opportunity to estimate and
explicitly quantify such between-cell variation [7]. The approach proposed here can be seen as an example
of a general modelling procedure which has the potential to explicitly quantify intrinsic and extrinsic
noise, as well as measurement noise in molecular dynamical systems. We start with a continuous-time
stochastic differential equation (SDE) or diffusion model for a single cell that appropriately formulates the
variability intrinsic to the stochastic birth and death processes associated with transcription, translation
and degradation. A measurement equation formulates which state variables are observed in discrete-
time with additional measurement error. We then generalise this model towards a population of cells by
introducing a Bayesian hierarchical structure over the cell diffusion models where the cell-to-cell variation
in parameters such as degradation rates is quantified by a probability distribution. Such a modelling
approach provides a natural extension to the single-cell model allowing for stochastic variation of kinetic
parameters between cells. The Bayesian hierarchical model implicitly formulates a dependence between
single cell parameters in the sense that their knowledge for some cells would be of use in predicting the
rates for other cells through their joint probability distribution. This feature of the Bayesian model is
often referred to as ’borrowing strength’.

The standard method for estimating the degradation rates of fluorescent reporter proteins is to treat
a cell culture with a translational inhibitor to stop the formation of the protein [12]. The average
duration for the protein level to drop by 50% after inhibition is taken to be the half-life of the protein.
The degradation of mRNA is facilitated by the addition of a transcriptional inhibitor and the half-life
estimated in a similar way. Currently, these methods are not without their problems. While microscopy
of fluorescently tagged protein levels provides sufficient information for estimating the half-life of the
reporter protein, measuring mRNA degradation from the same type of protein data is more difficult
because, although transcription is inhibited, protein is still translated from the residual mRNA. Hence
the dynamic relationship between mRNA and protein needs to be considered. Although the amount of
mRNA can be measured directly with PCR techniques the quality of such data is usually inferior to
protein imaging data because PCR is performed on different samples at every time point introducing an
additional source of variability. Also the standard method of fitting a simple exponential decline (i.e. a
linear function to the logarithmically transformed data) may give biased results for degradation rates as
it does not take into account that neither translation nor transcription may be fully inhibited and that
some protein and mRNA will still be synthesized. Our methodology overcomes these problems in that we
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formulate a dynamic model that accommodates the processes of translation and transcription and thus
can allow for the fact that they may not be fully inhibited.

We consider the single cell protein imaging time series data shown in Figure 1 resulting from two
types of experiments, one where translation was inhibited and the other where transcription was blocked,
with the aim of estimating degradation rates and other relevant parameters for both reporter protein and
mRNA. Our inference methodology is introduced alongside the modeling approach where we use the linear
noise approximation (LNA) [13] studied for similar systems in [2,14,15]. The linear noise approximation
is based on a large volume expansion around the macroscopic steady state behaviour of any system of
chemical reactions. When the Master equation is approximated near a macroscopically stable stationary
solution, terms of first order give the macroscopic rate (or ordinary differential) equations, and terms of
second order give the Linear Noise Approximation (LNA). The LNA is found to be very accurate for
systems for which the local linearization of the chemical rate laws is valid for component copy numbers
that are frequently reached by fluctuations away from the stationary state. This is true when fluctuations
are sufficiently small in relation to the component means. However, the authors in [14] have also found
that the LNA can give very good estimates of fluctuations in molecule numbers, also when they are larger
than the corresponding means. From the perspective of inference the LNA is highly useful as it provides
tractable formulae for the likelihood which is a key ingredient to rendering inference computationally
efficient. This is particularly crucial given the complexity of a hierarchical model and the amount of
data. The performance of the Markov chain Monte Carlo (MCMC) estimation algorithms is first tested
on simulated data from the model and results are presented for both simulated and real data.

Models and Methods

Experiment and Data

GH3-DP1 cells containing a stably integrated 5kb human prolactin-destabilised EGFP reporter gene [7],
were grown in Dulbeccos minimal essential medium plus 10% FCS and maintained at 37oC 5% CO2.
Cells were seeded onto 35-mm glass coverslip-based dishes (IWAKI, Japan) and cultured for 20h before
imaging. The dish was transferred to the stage of a Zeiss Axiovert 200 microscope equipped with an
XL incubator (maintained at 37oC, 5% CO2, in humid conditions). Fluorescence images were obtained
using a Fluar x20, 0.75 numerical aperture (Zeiss) dry objective. Stimulus (5 µM forskolin and 0.5 µM
BayK-8644) to induce an increase in prolactin gene expression was added directly to the dish for 6h,
followed by treatment with 10µg/ml cycloheximide (for protein degradation rate) or 3µg/ml actinomycin
D (for mRNA degradation rate) and imaged for at least a further 15h. The data (shown in Figure (1))
were captured every 5 min and analysed using LSM510 software.

—– Figure 1 about here ———–

Single cell model

We start with the single cell model following the standard model of gene expression [3] in which the active
gene transcribes mRNA which is then translated into protein. During this process, both mRNA and the
protein degrade. The deterministic ordinary differential equation (ODE) model for the two populations
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of molecules can be given as follows

φ′M (t) = τM − δMφM (t), (1)

φ′P (t) = αφM (t)− δPφP (t), (2)

where φM and φP represent concentration or abundance of mRNA and protein molecules at time t, τM
is a non-negative function relating to the transcription rate at time t and α is the per capita translation
rate. For the applications here we can assume that τM is a constant. The per capita degradation rates
are δM and δP for mRNA and protein, respectively. We will use the notation of the same system in
matrix form

φ′(t) +Aφφ(t) = τ (3)

where

φ(t) =

(
φM (t)
φP (t)

)
, τ =

(
τM
0

)
, Aφ =

(
δM 0
−α δP

)
.

While the ODE model can be fitted in its own right to the aggregate cell data (see [7]), the aim here
is to quantify the cell-to-cell variation of kinetic parameters, intrinsic noise and measurement error.
Information about this is only extractable from single cell data. Intrinsic noise arises because gene
expression and degradation naturally are stochastic birth and death processes. Thus, let XM (t) and
XP (t) be random variables for the sizes of the two populations and let X(t) = (XM (t), XP (t))T be a
random vector of the two populations at time t. Assume that there is a sufficiently small time interval ∆t
such that the probability of a single birth or death in a molecular population is given by τ(t)∆t+ o(∆t)
for event (XM → XM +1), αXM∆t+o(∆t) for (XP → XP +1) and δiXi(t)∆t+o(∆t) for (Xi → Xi−1),
i = M,P . Here o(∆t) stands for a term such that o(∆t)/t → 0 as t → 0. Furthermore, let ∆X(t) =
(∆XM (t),∆XP (t))T where ∆Xi(t+ ∆t)−Xi(t), i = M,P is the incremental change in either population
during the time interval ∆t. For ∆t sufficiently small and neglecting terms of order (∆t) the mean of
∆X(t) is

E[∆X(t)] ≈
(

τM − δMXM (t)
αXM (t)− δPXP (t)

)
∆t =: µ(t)∆t, (4)

and the covariance matrix is
E[∆X(t)∆X(t)T ] ≈ C(t)∆t, (5)

where

C(t) =

(
c11 c12
c12 c22

)
=

(
τM + δMXM (t) 0

0 αXM (t) + δPXP (t)

)
. (6)

When XM (t) and XP (t) are sufficiently large we can assume via the central limit theorem that ∆X(t)
approximately has a normal distribution [16] with mean vector µ(t)∆t and covariance matrix C(t)∆t,
i.e.

∆X(t) ∼ MVN 2(µ(t)∆t, C(t)∆t). (7)

Let B(t) =
√
C(t) and let η = (η1, η2)T ∼ N(0, I) be a two-dimensional standard normal random vector.

It follows from (7)

X(t+ ∆) = X(t) + µ(t)∆t+B(t)
√

∆t η. (8)

Equation (8) represents one iteration of Euler’s method applied to a system of Itô stochastic differential
equations (SDEs). If ∆t → 0 and assuming that the stochastic integral exists and is unique then
ηi
√

∆t → Wi where Wi is the Wiener process1. The system converges in the mean square sense to the
system of Itô SDEs

dX(t) = µ(t)dt+B(t)dW (t) (9)

1The Wiener process, or Brownian motion, is a continuous-time stochastic process that has independent normally
distributed increments.
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where W (t) = (W1(t),W2(t))T .
In general the measurement equation will be of the form

Y (ti) = KX(ti) + u(ti) (10)

where K is a matrix, Y (ti) is the observed data for a single cell collected at discrete time points
ti; i = 1, ..., T and the u(ti) represent the measurement errors. If mRNA is unobserved and the data
are proportional to the amount of protein then K = (0, κP ) and Y (ti) is scalar. We will assume that the
u(ti) are Gaussian.

Let y = (Y (t1), ..., Y (tT ))T denote the data vector of length T . The measurement errors are assembled
in a vector u = (u(t1), ..., u(tT ))T which is assumed u ∼ MVN T (0,Σu). If measurement errors are
independently distributed each with identical variance σ2

u then Σu = σ2
uI. Clearly, other formulations of

the measurement equation are conceivable: for example, both variables might be observed or Σu might
have a different structure.

Here and throughout the paper θ is used to denote the vector of model parameters including all rate
constants and unknown initial conditions. The aim is to infer the model parameters from the experimental
data incorporating any prior information about θ. This prior information is formulated as a probability
distribution π(θ) on the parameter space of θ. In particular, we wish to sample from the posterior
distribution π(θ|y) given by

π(θ|y) ∝ L(y|θ)π(θ), (11)

where L(y|θ) is the joint density or likelihood function of the data y. In order to obtain the likelihood
we proceed by first deriving the joint density of the underlying stochastic process X(t) at discrete time
points which is then linked to the likelihood of the data y via the linear measurement equation (10).

Consider the two-dimensional process X(t) above and let x = (X(t1)T , X(t2)T , ..., X(tT )T )T denote
the stacked vector of the T discrete-time realizations of the two-dimensional process. Then the likelihood
of x is

L(x|θ) =

T−1∏
i=0

f(X(ti+1)|X(ti); θ)f(X0) (12)

where X0 denotes the unknown initial condition and f(X(ti+1)|Xt; θ) denotes the Markovian transition
densities of the process. Since our model is an SDE for small enough time interval lengths ∆t a normal
approximation to the transition density is valid as stated above, but the transition densities are rarely
analytically available for transitions over a larger distance in time ti+1 − ti between any successive mea-
surement times. There are various ways of obtaining approximate transition densities, and in particular
the bridge building methods such as described in [10,17] can be useful, but are computationally too costly
when the model becomes hierarchical and an abundance of multiple time series data are available. Here
we apply the linear noise approximation (LNA) [13–15] which in our model is invoked by replacing the
stochastic volatility functions in (6) with their deterministic counterpart based on the ODE solutions,
i.e.

c11 = τM + δMφM (t) c22 = αφM (t) + δPφP (t),

where φM (t) and φP (t) are the solutions to (1) and (2) from unknown initial conditions φ(0) which
become parameters to be estimated.

Since φM (t) and φP (t) are non-stochastic it follows that under the LNA the Markovian transition
densities for any observed time distance f(X(ti+1)|X(ti); θ) are linear combinations of the approximate
normal densities over small intervals ∆t and thus are again normal leading to a computationally tractable
likelihood function. The solution to (9) can be written as

X(ti+1) = e−Aφ(ti+1−ti)X(ti) +

∫ ti+1

ti

e−Aφ(ti+1−s)τds+

∫ ti+1

ti

B(t)dW (13)
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where the integral involving dW is assumed to be an Itô integral. The mean of the transition density
f(X(ti+1)|X(ti); θ) is given by the ODE solution from an initial condition that is equal to the state at
the previous discrete time point X(ti)

E[X(ti+1)|X(ti)] = e−Aφ(ti+1−ti)X(ti) +

∫ ti+1

ti

e−Aφ(ti+1−s)τds (14)

= b(ti)X(ti) + a(ti), (15)

where

a(ti) =

∫ ti+1

ti

e−Aφ(ti+1−s)τds = (I − e−Aφ(ti+1−ti))A−1φ τ and b(ti) = e−Aφ(ti+1−ti)

for the model with constant transcription rate as considered here. The solution is thus a linear function
of X(ti) and since the constant and gradient are independent of i they2 can simply be written as a and
b. A transition from X(ti) to X(ti+1) is then given by

X(ti+1) = bX(ti) + a+ ε(ti) (16)

where ε(ti) ∼ MVN 2(0,Σti) with covariance matrix

Σti =

∫ ti+1

ti

e−Aφ(ti+1−s)C(s)(e−Aφ(ti+1−s))T ds (17)

and C(s) = B(s)B(s)T .
In general, the integrals needed for the mean and variance of the transition densities can be either

determined explicitly or computed numerically. To derive the likelihood function for x consider the
system of equations for all discrete time points ti, i = 1, ..., T

I 0 · · · · · · · · · 0

−b I
. . .

...

0
. . .

. . .
. . .

...
...

. . .
. . .

. . .
. . .

...
...

. . .
. . .

. . . 0
0 · · · · · · 0 −b I





X(t1)
X(t2)

...

...

...
X(tT )


=



a
...
...
...
...
a


+



ε(t1)
ε(t2)

...

...

...
ε(tT )


+



bX(0)
0
...
...
...
0


, (18)

or equivalently
Bx = A + ε + Z (19)

where the random vector ε ∼ MVN 2T (0,Σε) with variance matrix

Σε =


Σt1 0 · · · 0

0 Σt2
. . .

...
...

. . .
. . . 0

0 · · · 0 ΣtT

 . (20)

Hence the joint distribution of x is multivariate normal

x ∼ MVN 2T (B−1(A + Z),B−1(Σε + Var(Z))(B−1)T ). (21)

2In case measurements are not equidistant we have different a(ti) and b(ti). It is straightforward to allow for this in the
subsequent derivation.
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Finally, let κ be a T × 2T matrix that has the 1 × 2 vector (0, κP ) as elements along the diagonal and
first upper off-diagonal trace and is zero otherwise, then the full matrix formulation of the observational
equation (10) for all time points is

y = κx + u. (22)

Thus the joint density of y or likelihood L(y|θ) is determined by (see also [15])

y ∼ MVN T (κB−1(A + Z), κB−1(Σε + Var(Z))(B−1)TκT + Σu) (23)

which constitutes the basis for all our inference.

A Bayesian hierarchical model for multiple cells

Furthermore, our full data matrix of an experiment contains N multiple imaging time series

Y = (y(1),y(2), ...,y(N))

where y(i) are the imaging data for a single cell as above. Hierarchical modelling [18] provides a natural
framework to account for the cell-to-cell variability of kinetic parameters. Assuming that replicates are
independent the full likelihood for all cells in the experiment is

L(Y;θ) =
N∏
i=1

L(y(i)|θ(i)) (24)

where θ(i) denotes the parameter vector for cell i and L(y(i)|θ(i)) is the likelihood for a single cell as
specified in (23). In contrast to assuming that the processes in all cells are described by exactly the same
value of each kinetic parameter θj , in a hierarchical model we assume that they are subject to stochastic
variation due to extrinsic noise. This can be mathematically formulated by assuming that a parameter
θj for cell i is drawn from a probability distribution

θ
(i)
j ∼ p(θ

(i)
j |Θj)

which is characterized by the hyper-parameter vector Θj . The latter quantifies the mean value and
variability of each hierarchical parameter across a population of cells. We assume that the parameters
are random variables that are exchangeable between the cells, meaning that their distribution is invariant
to permutation of the cell indices. Let θ = (θ(1), θ(2), ..., θ(N)) denote the matrix of all parameter vectors
and let p(θ|Θ) denote the joint distribution of θ with

p(θ|Θ) =
∏
j

p(θ
(i)
j |Θj)

where Θ is the vector of all hyper-parameters. In the hierarchical model we wish to infer upon the
posterior p(Θ|Y)

p(Θ|Y) ∝ L(Y;θ)p(θ|Θ)p(Θ) (25)

where p(Θ) denotes the prior distribution of the hyper-parameters. Inference is achieved by formulating
an appropriate MCMC algorithm that samples from p(Θ|Y) [18].

Translation inhibitor experiment

Inference about the translation inhibition experiment is prerequisite to the inference about the tran-
scription inhibition experiment because the posterior knowledge of the protein’s half life obtained from
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the translation inhibition experiment can be imported as prior information to the inference about the
transcription inhibition experiment. We assume that under the influence of the translational inhibitor
the level of translation drops down to a basal level τP ≥ 0 (zero in case inhibition is fully achieved). The
initial protein degrades at per capita rate δP [12]. Equation (2) thus becomes

φ′P (t) = τP − δPφP (t)

which does not depend on the mRNA process. Thus the diffusion model underlying the translation
inhibition experiment simplifies to the univariate case where X(t) = XP (t), τ = τP and Aφ = δP in
equation (3) and C(t) in (6) is a scalar. Indeed, the corresponding one-dimensional Itô diffusion is
one of the rare cases where an exact formulation of the transition densities is possible [19]. However,
since the main thrust of our approach is two dimensional and in order to maintain the generality of the
methodology we use the LNA3. Invoking the LNA [15], we set B(t) =

√
C(t) =

√
τP + δPφP (t). The

transition density of X(ti+1)|X(ti) is then univariate Gaussian with mean a+ bX(ti) where

a =
τP
δP

(
1− e−δP (ti+1−ti)

)
and b = e−δP (ti+1−ti) (26)

and variance

Σti =

∫ ti+1

ti

e−2δP (ti+1−s)(τP + δPφP (s))ds. (27)

Noting that κ = κP in measurement equation (22) we have specified all ingredients of the likelihood func-

tion. For the hierarchical model the following parameters are indexed per cell δ
(i)
P , τ

(i)
P , σ

2,(i)
u , i = 1, ..., N .

Furthermore, we re-parameterise τ̃
(i)
P = κP τ

(i)
P which significantly improves convergence behaviour of the

estimation algorithm. The hierarchical parameters are assumed to have the following distributions

δ
(i)
P ∼ Γ(µδP , σ

2
δP ), τ̃

(i)
P ∼ Γ(µτ̃P , σ

2
τ̃P ), σ2,(i)

u ∼ Γ(µσu , σ
2
σu)

where Γ(µ(·), σ
2
(·)) denotes a gamma density parameterised to have mean µ(·) and variance σ2

(·). Let ΘH

denote the vector of hyper-parameters ΘH = (µδP , σ
2
δP
, µτ̃P , σ

2
τ̃P
, µσu , σ

2
σu). For the prior distribution

of ΘH we assume a product of vague exponential densities with parameter 104 for each element of ΘH .

As initial conditions φ
(i)
P (0) may be very different in particular in experiments where the cell behaviour

is not synchronised we estimate them independently for each cell rather than assuming a hierarchical

dependence. We also re-parameterise φ̃
(i)
P (0) = κPφ

(i)
P (0) assuming prior distribution φ̃

(i)
P (0) ∼ Exp(104).

For notation let φ̃P (0) denote the vector of all initial conditions φ̃P (0) = {φ̃(i)P (0); i = 1, ..., N}. The
scaling parameter κP is assumed to be constant for all cells4 in the experiment with prior distribution
κP ∼ Exp(104). Let Θ comprise the vector of all hyper-parameters and the non-hierarchical parameters,
i.e. Θ = (ΘH , φ̃P (0), κP ) then the aim of hierarchical modeling is to infer upon the parameters Θ via
their posterior distribution as given in (25). We use a standard Metropolis-Hastings algorithm [18,20] to
generate a sample from the posterior distribution.

Transcription inhibitor experiment

Knowledge of the protein half life from the translation inhibitor experiment essentially allows us to back-
calculate from the observed protein to the unobserved mRNA process and hence to identify the rates
of mRNA degradation. Similar to the previous experiment we assume that under the influence of a
transcriptional inhibitor transcription drops to a small basal level τM while the initial amount of mRNA
degrades and is also translated into protein which then degrades. Thus the diffusion model is the full

3Performance of the LNA in comparison to the use of the exact transition density for this model is studied in [15].
4Since the imaging process is identical for all cells.
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two-dimensional model as introduced. We specify τ
(i)
M , δ

(i)
M , α(i) and σ

2,(i)
u as our hierarchical parameters.

Also, to improve convergence of the estimation algorithm we re-parameterised τ̃
(i)
M = κPα

(i)τ
(i)
M and

α̃(i) = κPα
(i), as well as the initial conditions φ̃

(i)
M (0) = κPα

(i)φ
(i)
M (0) and φ̃

(i)
P (0) = κPφ

(i)
P (0). The

hierarchical parameters are assumed to have the following distributions5

δ
(i)
M ∼ Γ(µδM , σ

2
δM ), τ̃

(i)
M ∼ Γ(µτ̃M , σ

2
τ̃M ), α̃(i) ∼ Γ(µα̃, σ

2
α̃), σ2,(i)

u ∼ Γ(µσu , σ
2
σu).

The scaling parameter κP is again assumed to be the same constant for all cells in the experiment and
we take prior distribution κP ∼ Exp(104).
The vector of hyper-parameters is ΘH = (µδM , σ

2
δM
, µτ̃M , σ

2
τ̃M
, µα̃, σ

2
α̃, µσu , σ

2
σu) and the full parameter

vector is Θ = (ΘH , φ̃M (0), φ̃P (0), κP ) where φ̃M (0) = {φ̃(i)M (0); i = 1, ..., N} and φ̃P (0) = {φ̃(i)P (0); i =
1, ..., N} denote unknown vectors of initial conditions for mRNA and protein. Similar to the previous
experiment the prior for each element of Θ was Exp(104) except we set µδP = 0.57 and σ2

δP
= 0.004

importing the posterior results of the translation inhibitor experiment as parameters of the prior for δP
6.

At each iteration of the MCMC algorithm we need to update 6N + 10 parameters. To enhance efficiency
over the conventional Metropolis-Hastings algorithm we implemented a modified MCMC algorithm based
on the Metropolis-Hastings method. In particular, we used block sampling (see [18]) where three param-
eters from three different cells were randomly chosen at each iteration and proposals generated for each of
the nine resulting combinations. The proposals were generated using the multiple-try Metropolis (MTM)
algorithm with antithetic sampling as in [21]. The original MTM algorithm [22] generates a number of
proposals for each parameter and selects one with a probability that is proportional to its likelihood.
We then construct a backward step from the chosen proposal so that the detailed balance condition is
satisfied and then accept or reject this proposal in the conventional Metropolis manner. The antithetic
multiple correlated try Metroplis (MCTM) method incorporates negative correlation into this framework
to maximise the Euclidean distance between these proposals. Together with the re-parameterization it
significantly improves convergence of the estimation algorithm.

Results

Simulation studies

In order to study the performance of the estimation methodology in retrieving all parameters we first
generated artificial data of similar sample size and sampling frequency as the observed data for chosen
parameter values7 as displayed in Table (1). We use the simpler case of the translation inhibition ex-
periment to compare estimation for two scenarios, namely a system with a large and a small number of
molecules where the parameter κP was adjusted to give values in a similar range so that the measure-
ment error had a similar impact in both scenarios. All trajectories were generated with exact intrinsic
stochasticity using the Gillespie algorithm [23] and normal measurement error was added. Table (1)

5Note that we estimate σ
2,(i)
u again rather than importing a prior informed by the translation inhibitor experiment. The

reason for this is that the setting of the experiment and use of camera may result in a different variance of the measurement
error.

6Since the cells in this experiment are not matched with cells in the translation inhibition experiment the posterior
information about the protein degradation for any individual cell from the translation inhibitor experiment cannot be used
as informative prior. However, the methodology could be adapted in a straightforward way if this was the case. Since
mRNA degradation is unknown it is not possible to identify the cell-to-cell variation in protein degradation from the second
experiment and the best we can do is importing an overall prior for δP from the previous experiment. This implies that the
extrinsic noise we estimate for other parameters will be confounded by neglecting the fact that δP is hierarchical. However,
this effect should be small since we estimated the cell-to-cell variability of δP to be small in the translation inhibitor
experiment.

7The choice of parameters was motivated by values that generate artificial data with approximately similar dynamics as
the real data. In some cases we used results from preliminary estimation by fitting an ODE to aggregate data.
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summarises estimation results for the simulation study confirming that the estimation approach based
on the diffusion approximation along with the LNA is successfully reproducing the desired parameters in
both scenarios. We can see from the simulation study that the posterior mean of the hyper-parameters
is usually estimated to a higher precision than the posterior variance. Note that κP allows us to cal-
ibrate the model as it essentially provides an estimate of the underlying molecular protein population
size. The simulation study firstly shows that κP can be retrieved from the data, and secondly that it
is estimated with a relatively larger precision for the smaller molecular system. This can be explained
by the fact that the intrinsic volatility, which scales with

√
κP between measurement and population

level and thus is essential in identifying κP , becomes less informative for larger population sizes as the
trajectories become smoother and reminiscent of ODE solutions. We conclude from this that while it is
the diffusion approximation which facilitates calibration of the model in terms of population size, it will
be less successful in doing so if the molecular population is large and thus a simpler ODE approximation
may be assumed to be adequate. Similarly, we also developed and checked performance of our estima-
tion algorithm for the transcription inhibitor experiment via a simulation study as reported in Table 1.
Estimation is more complicated for this two-dimensional model and considerably more time is spent on
fine-tuning the MCMC algorithm. Such simulation studies are vital to developing it and assessing its
performance.

Results for experimental data

The results for the real data are given in Table (2), and are plotted in Figures (2) and (3) for the
translation and transcription inhibition, respectively.

Degradation rates. Out of all estimated rates in the model the degradation rates for protein and
mRNA exhibit the least cell-to-cell variation. The mean protein degradation rate was estimated to be
around 0.576 which corresponds to a half-life of approximately 1.2h. The estimated cell-to-cell variation
in the degradation rate is 0.063 (standard deviation) and the ratio of the estimated mean to standard
deviation is 9 indicating that there is only a small variation between cells in the degradation rates. The
2-sigma band for the estimated density of the protein degradation rate of the hierarchical model (plotted
by the red line in Figure (2) top left) is (0.45 − 0.70), thus almost all cells in the sample exhibit a
mean protein half-life between 1 h and 1.5 h. The mRNA degradation rate was estimated around 0.137
corresponding to a half-life of 5h. The cell-to-cell variation is about 0.02 (standard deviation) and is also
very small with an estimated ratio of µ/σ of 21. From the 2-sigma band we find that almost all cells have
an mRNA half-life between 3.92h and 7.16h.

Transcription and translation rates. The credibility intervals for τP and τM do not contain zero con-
firming that neither translation nor transcription has has been fully inhibited. The estimated transcription
rate τM is smaller than the estimated translation rate τP under inhibition but this is not surprising as
it can be expected that there are generally more protein molecules than mRNA molecules and moreover
their abundance may not be comparable between the two experiments. The estimated ratio µ/σ is 1.5
and 1.15 for τP and τM , respectively, which in both cases indicates more between-cell variability than
for the degradation rates. The translation rate α in the transcription inhibitor experiment is estimated
around 4 with relatively little cell-to-cell variation as the estimated ratio µ/σ is 1.6.

Scaling factor κP , molecular population size and measurement error. The scaling factor κP was esti-
mated to be around 0.07 and 0.10 in the translation and transcription inhibitor experiment, respectively,
and both values overlap largely in their credible intervals indicating that the scaling factor is similar be-
tween the two experiments which can be reasonably expected if the experimental protocol for taking the
images is not significantly different. We can furthermore obtain plug-in estimates of the initial molecular

population sizes by dividing the Markov chain traces of φ̃
(i)
P (0) and κP . For the translation inhibitor

experiment the average (over the cells) initial concentration of molecular protein numbers is estimated to
be around 1260 (median) with 95 % central range of abundance (660 - 3660). The average initial concen-
tration of protein in the transcription inhibitor experiment is relatively similar (around 1530 with 9 %
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central range (880-3290)). The average initial mRNA molecular population in the transcription inhibitor
experiment is estimated to be around 370 (median) with 95% central range (70-1150). Thus, there is
considerable variation between cells in the initial conditions and it is quite clear that the variation seen in
the data of Figure (1) is mainly due to cell-to-cell variation in initial conditions of molecular population
sizes. The estimated variance σ2

u of the measurement error is of similar size in both experiments. The

individual cell estimates of σ
2,(i)
u are found to correlate strongly with the estimated protein population

size of the cell in both experiments. This can be seen in the scatterplots (Figures (2) and (3), bottom
right) where the estimated initial conditions of the ODE solutions are plotted against the estimated σ2

u

for each cell. The fact that the size of the measurement error variance correlates with the population
size is not surprising although the estimation here is quantifying this for the first time. We also analysed
the correlation between the estimated σ2

u and the initial mRNA population (Figure(3), bottom left) and
found very weak correlation which is not unreasonable as the measurements relate directly to the protein
rather than mRNA.

——————- Figure 2 and 3 about here —————–

Discussion

In this study we have introduced a Bayesian hierarchical diffusion model which has the potential to tease
out different sources of variability that are relevant to the stochastic modeling of transcriptional and
translational processes at the molecular level, namely:

intrinsic noise due to the natural stochastic nature of the birth and deaths processes involved in
chemical reactions,

extrinsic noise that is arising from the cell-to-cell variation of kinetic parameters associated with
these processes, and

measurement noise which is additive and not part of the dynamic process.

Estimation of such a model requires multiple time course single cell data measured at relatively short
time intervals. The Bayesian approach provides a suitable framework as it offers the possibility to
import posterior results from one experiment as prior information to another experiment in a statistically
rigorous way. The use of informative prior information on some parameters is essential for identification
of further parameters in dynamical systems, especially when not all state variables are observed, as is
the case here. The LNA makes estimation computationally feasible and we provide a systematic matrix
formulation of the resulting likelihood function. The single cell sub case of our approach provides the
methodology for quantifying intrinsic and measurement noise as applicable to single cell time course
data. The diffusion approximation provides a stochastic model for the chemical reactions involved in
transcription and translation. Estimating the volatility allows calibrating the model in terms of molecular
population size. However, for large population sizes the scaling factor becomes less identifiable as the
dynamic behaviour is reminiscent of deterministic dynamical systems. In this case a hierarchical model
based on ordinary differential equations may be simpler to implement which will allow estimation of
degradation rates but other parameters will be confounded by the unknown scaling. This is to our
knowledge the first approach to rigorously quantify the above mentioned three sources of stochasticity.
This aim is ambitious as the resulting model is complex and requires some effort in fine-tuning the
estimation algorithm. In the case considered here estimation is complicated by the fact that only one of
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the two state variables, namely the protein, is – albeit indirectly – observed. The modelling approach
used here can in principle be further extended to the scenario where replicate experimental data were
available. In this case one could introduce another layer of stochasticity representing the variability
between experiments. We believe that whilst the class of models suggested here is very general and has the
potential to reveal detailed information about the underlying data, the construction of the corresponding
estimation algorithm has to be tailored to the specific model and currently there is little scope for this
to be automated except for the most simple cases and when all variables are observed.
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Tables

Table 1. Results for simulated data

Parameter true µ true σ2 estimated µ estimated σ2

Translation inhibitor experiment
τP 3.675 · 104 6.345 · 108 182.45 (53.58-1407.90) 25038.02 (1903.6-1504917.39)
τ̃P 3.675 6.345 3.61 (2.76-4.55) 9.48 (4.84-18.70)
δP 0.576 0.005 0.56 (0.54-0.57) 0.004 (0.002-0.006)
σ2
u 12 3 11.86 (11.02-12.54) 3.89 (1.34-7.06)
κP 10−4 - 0.02 (0.00-0.05) -
τP 3.675 6.345 3.40 (2.23-4.69) 6.54 (1.57-17.14)
τ̃P 3.675 6.345 3.43 (2.42-4.49) 6.67 (1.82-17.93)
δP 0.576 0.005 0.56 (0.53-0.58) 0.004 (0.001-0.009)
σ2
u 12 3 12.27 (11.05-13.25) 5.12 (1.61-11.31)
κP 1 - 1.01 (0.82-1.17) -

Transcription inhibitor experiment
Parameter true µ true σ2 estimated µ estimated σ2

τM 40 2 37.40 (30.56-43.39) 5.172 (1.576-9.84)
δM 0.2 0.005 0.193 (0.183-0.208) 0.0080 (0.00013-0.0173)
α 3.5 2 3.731 (2.557-4.940) 1.483 (0.684-4.056)
σ2
u 10 2 9.124 (8.275-10.144) 1.615 (0.363-4.602)
κP 0.25 - 0.239 (0.221-0.254) -

True values and estimated posterior means of hierarchical and global parameters for simulated data.
For the translation inhibitor model two cases are considered: large number of molecules setting

φ
(i)
P (0) = 2× 106, κP = 10−4 (top) and small number of molecules setting φ

(i)
P (0) = 500, κP = 1

(bottom). For the transcription inhibition model, one case is considered where

φ
(i)
M (0) = 500, φ

(i)
P (0) = 2000. Estimates are medians (with 95 % interval in brackets) of the posterior

chains from 40 K iterations after convergence is achieved. All rates are per hour.

CRiSM Paper No. 11-10, www.warwick.ac.uk/go/crism



15

Table 2. Results for experimental data

Parameter estimated µ estimated σ2

Translation inhibitor experiment
τP 50.67 (24.12-114.40) 1086.40 (206.41 - 6155.13)
τ̃P 3.51 (2.84-4.22) 5.07 (2.35-9.59)
δP 0.57 (0.54-0.59) 0.004 (0.002-0.007)
σ2
u 6.36 (5.11-7.65) 20.07 (10.25-35.47)
κP 0.07 (0.02-0.12) -

Transcription inhibitor experiment
τM 3.53 (2.64-5.02) 9.38 (3.79-23.90)
τ̃M 1.53 (1.10-2.55) 4.29 (0.93-21.12)
δM 0.13 (0.12-0.15) 0.004 (0.001-0.013)
α 3.93 (3.27-4.80) 6.09 (3.35-11.11)
α̃ 0.44 (0.34-0.62) 0.08 (0.04 - 0.17)
σ2
u 5.14 (4.82-5.90) 1.09 (0.55-5.94)
κP 0.11 (0.09-0.14) -

Estimated values of hierarchical and global parameters for experimental data from translation and
transcription inhibitor experiments. All rates are per hour. Estimates computed as in Table 1.

Figures
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Figure 1. Left: Observed fluorescence level from translation inhibition experiment (40 cells, 59
observations per cell). Right: Observed fluorescence level from transcription inhibition experiment (25
cells, 88 observations per cell). For both experiments measurement were taken simultaneously in cells
every 5 minutes.
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Figure 2. Translation inhibitor experiment Estimated posterior densities of parameters δP (top
left), τ̃P (top right) and σ2

u (bottom left) from experimental data of translation inhibitor experiment.
Black solid lines give estimated posterior densities for the single cells using kernel estimation. Red solid
curve gives their estimated joint density as specified by the hierarchical model. The scatterplot (bottom
right) gives the estimated standard deviation σu of the measurement error against estimated initial
conditions for each cell. The estimated Spearman correlation coefficient is 0.77.
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Figure 3. Transcription inhibitor experiment Estimated posterior densities of parameters δM
(top left), τ (top right), σ2

u (middle left), α (middle right) from experimental data of transcription
inhibitor experiment. Black solid lines give estimated posterior densities for the single cells using kernel
estimation. Red solid curve gives their estimated joint density as specified by the hierarchical model.
The scatterplots give the estimated standard deviation σu of the measurement error against estimated
initial conditions M(0) (bottom left) and P (0) (bottom right). The estimated Spearman correlation
coefficients are 0.11 and 0.63, respectively.
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