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1.3 Microscopic image based modelling of biological processes
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2.2 Influence and awareness window

2. Decisions 



Quantifying spatial abundance of proteins in living cells

Confocal fluorescent laster microscopy (live cells)

Electron microscopy (dead cells, higher resolution)

Microscopic image based modelling of biological processes



Confocal microscope: 
• Field of view limited by 

geometric optics
• Pinhole in front of the detector 

to eliminate out-of-focus signal
• Long exposure required
• Scanning arrangement to build 

up image of larger region
• Better resolution

Confocal microscope

https://www.britannica.com/technology/microscope/Confocal-microscopes

Wide-field microscopy: 
• All of specimen excited at 

the same time
• Large unfocused 

background 



Fluorescent proteins: 
• Sample 

Confocal microscope: 
• Field of view limited by 

geometric optics
• Pinhole in optically conjugate 

plane in front of the detector to 
eliminate out-of-focus signal

• Long exposure required
• Scanning arrangement to build 

up image of larger region

Fluorescent microscope

https://www.wikiwand.com/en/
Fluorescence_microscope

Filters out all wavelengths  
of the light source, except 
fluorophore’s excitation 
range

Reflects excitation signal 
towards fluorophore and 
transmits emission signal 
towards the detector 

Filters out entire excitation 
range and transmits 
fluorophore’s emission range

Fluorescent microscope: 
• high intensity light source 
• excites a fluorescent species 

in a sample
• Sample emits different 

wavelength

Labelled with fluorescent 
protein (e.g. GFP)



Confocal fluorescent laser microscope

https://en.wikipedia.org/wiki/Green_fluorescent_protein#/media/File:Fluorescence_from_Fluorescent_Proteins.jpg

Fluorescent confocal microscope: 
• Combination of two ideas in microscopy technology
• High resolution images 
• Life cells
• 2D or 3D through scanning schemes
• Multi-channel through use of range of fluorescent proteins

https://www.biocompare.com/25608-Microscopes-and-Cell-Imaging-Systems/14617250-ZEISS-LSM-980-Confocal-
Laser-Scanning-Microscope/?pda=25608|14617250_0_1|2254289,2254327|1|&dfp=true



Example: 
3 components in dividing human cancer cells

 

Scanning scheme for 
fluorescent imaging: 

• Blue: Chromosomes (DNA) 

• Green: INCENP (protein) 

• Red: microtubules

• Fluorophores imaged 
separately using different 
excitation and emission filters

• Images captured sequentially

• Overlaid

http://www.intechopen.com/books/novel-gene-therapy-approaches/identification-and-validation-of-targets-for-cancer-immunotherapy-from-the-bench-to-bedside


Example from recent collaboration 
(M-project with Marilena Diamantidou)





Microtubules formation during mitosis

https://science.sciencemag.org/content/300/5616/91/tab-figures-data



Microtubules during mitosis (cell division)

Figure 1: Diagram of the stages of mitosis (Ali Zifan).

Point pattern data comprising observations from two populations may arise in numerous ways.

The locations of a particular subcellular structure within multiple cells identified from microscope

images, when one set of cells has received a treatment and the other has not. The locations of trees

or plants across multiple locations, when observations are divided into two sets based upon the

climate conditions at each location. The location of particular archaeological finds within historical

sites, when observations are divided into two sets based upon the ages of the sites. The location

of aftershocks after earthquakes, when observations are divided into two sets based upon whether

they are on land or underwater.

Development of the proposed methodologies is motivated by a biological problem. During

mitosis, subcellular structures known as kinetochore fibers (K-fibers) connect two anchor points,

centrosomes, within the cell to each of the chromosome pairs. The chromosomes contain the genetic

information and successful mitosis requires the pairs to be evenly divided, such that each of the two

daughter cells contains one of each chromosome. K-fibers are believed to apply the force necessary

to separate chromosome pairs and as a result they are important for successful cell division. An

illustration of the process of mitosis including the function of the K-fibers can be seen in Figure 1.

Each K-fiber is made up of a number of microtubules, approximately cylindrical structures

which are bound together by a mesh structure to form the rigid K-fiber. Our collaborators, Dr.

Steve Royle and his research group within the Centre for Mechanochemical Cell Biology at the

University of Warwick, are interested in the e↵ect that overexpression of the TACC3 protein,

Transforming acidic coiled-coil containing protein 3, may have on the structure of microtubules

within K-fibers. The structure may be visualised by microscopy imaging of cells at the correct point

in the cell cycle under a control regime and a treatment regime for which there is overexpression of

TACC3. Images are collected in planes perpendicular to the K-fiber axis, resulting in microtubules

visible through their cross-sections as dark circles. Example images may be seen in Figure 2. The

collection of microtubule centres within a single image produces a set of coordinate locations, with

imaging of multiple cells under each regime producing the two sets of coordinate locations for

analysis.

Also available is a data set comprised of paired 2D microtubule coordinate locations obtained

from two parallel image slices through the same sample, including information on which coordinate

locations represent the same microtubule in each of the slices. These are similarly collected for
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 https://www.scienceabc.com/nature/mitosis-vs-meiosis-how-does-cell-division-work.html

• Centrosomes = centrioles + microtubules 

• Centrioles help the spindle into proper formation

• Spindle microtubules are arranged in K-fibers

• Intertubule bridges formed by mesh

Microtubule

Figure 2: Sample microscope images taken perpendicular to the microtubule axis, left, and parallel

to the microtubule axis, right (Hepler et al., 1970). Arrows indicate the location intermicrotubule

bridges formed by mesh.

multiple samples under each of the two experimental regimes.

This report begins with an introduction to the problem and methodology, followed by a de-

scription of the data. A concise background on spatial point patterns is then given, after which the

methodology is described in detail. The following section describes the formulation and results of a

simulation study of the e↵ectiveness of the proposed methodology. After successful application to

simulations a set of biological data is analysed, sensitivity testing is carried out for the biological

data and conclusions are presented.

2 Data description

2.1 2D point patterns

We choose to investigate 2D coordinate locations obtained from imaging biological samples as point

patterns x 2 �2, where �2 is the set of all finite point patterns on R2. That is x = {x1, x2, . . . , xn(x)}
with xj 2 R2.

Multiple sets of coordinate locations produce a set of m point patterns x
i 2 �2 indexed by

i 2 I = {1, 2, . . . ,m}. The notation x
I = {xi : i 2 I} is used to represent the set of all 2D point

patterns. Two subsets of point patterns, indexed by A0(I) and A1(I) and denoted by x
A0(I) and

x
A1(I), are obtained by partitioning the set I

A0(I) [A1(I) = I A0(I) \A1(I) = �

where � denotes the empty set. Under this notation, xi
j is the location of the j

th point in the i
th

point pattern, xi.

Choosing to model the TACC3 2D point pattern data within this framework, we have |I| = m =

63, A0(I) indexing observations under the control regime with |A0(I)| = 26 and A1(I) indexing

observations under the treatment regime with |A1(I)| = 37.
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Perpendicular to the microtubule axis Parallel



Microtubules locations as point patterns

Figure 2: Sample microscope images taken perpendicular to the microtubule axis, left, and parallel

to the microtubule axis, right (Hepler et al., 1970). Arrows indicate the location intermicrotubule

bridges formed by mesh.

multiple samples under each of the two experimental regimes.

This report begins with an introduction to the problem and methodology, followed by a de-

scription of the data. A concise background on spatial point patterns is then given, after which the

methodology is described in detail. The following section describes the formulation and results of a

simulation study of the e↵ectiveness of the proposed methodology. After successful application to

simulations a set of biological data is analysed, sensitivity testing is carried out for the biological

data and conclusions are presented.

2 Data description

2.1 2D point patterns

We choose to investigate 2D coordinate locations obtained from imaging biological samples as point

patterns x 2 �2, where �2 is the set of all finite point patterns on R2. That is x = {x1, x2, . . . , xn(x)}
with xj 2 R2.

Multiple sets of coordinate locations produce a set of m point patterns x
i 2 �2 indexed by

i 2 I = {1, 2, . . . ,m}. The notation x
I = {xi : i 2 I} is used to represent the set of all 2D point

patterns. Two subsets of point patterns, indexed by A0(I) and A1(I) and denoted by x
A0(I) and

x
A1(I), are obtained by partitioning the set I

A0(I) [A1(I) = I A0(I) \A1(I) = �

where � denotes the empty set. Under this notation, xi
j is the location of the j

th point in the i
th

point pattern, xi.

Choosing to model the TACC3 2D point pattern data within this framework, we have |I| = m =

63, A0(I) indexing observations under the control regime with |A0(I)| = 26 and A1(I) indexing

observations under the treatment regime with |A1(I)| = 37.
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Perpendicular view Parallel

Model: locations as point pattern

Experiment: Overexpression of TACC3 through treatment versus control.
Data: Microscopic images collected in planes perpendicular to the fibre axes. 

Stephen Royle’s Lab (Centre for Mechanochemical Cell Biology) asks: 
What is the role of TACC3 protein for the structure of microtubules 
within K-fibres and mesh?

Mesh

Team:

Steve Royle 

Tom Honnor (now at UCL)

Adam Johnson

Julia Brettschneider



Describing and comparing protein abundance

Data:

Point patterns xI , I = I0 [ I1.

Model:

Point patterns xI0 independent realisations of point process X0.

Point patterns xI1 independent realisations of point process X1.

Task:

Inference on existence and form of a di↵erence between X0 and X1.

x
i
j

x
I0 = {xi : i 2 I0}

x
i ⇠ X

0

x
I1 = {xi : i 2 I1}

x
i ⇠ X

1

x
i

Figure 3: Plots of sample microtubule location data. Each pattern represents a single K-fiber with

microtubules represented as circles, the centres of which are analysed as point locations and the

radii of which are consistent with the expected microtubule radius.

coordinate locations, with imaging of multiple cells under each regime producing the two collections

of coordinate locations, xI0 and x
I1 , for analysis.

We choose to investigate 2D coordinate locations obtained from imaging biological samples as

point patterns. Choosing to model the TACC3 2D point pattern data within this framework, we

have |I| = 63, I0 indexing observations under the control regime with |I0| = 26 and I1 indexing

observations under the treatment regime with |I1| = 37.

Also available is a data set comprising paired 2D microtubule coordinate locations obtained

from two parallel image slices through the same sample approximately perpendicular to microtubule

directions, including information on which coordinate locations represent the same microtubule in

each of the slices. Paired coordinate locations are reported as

x = {(x1,0, x1,1), (x2,0, x2,1), . . . , (xn(x),0, xn(x),1)}.

We choose to investigate paired 2D coordinate locations obtained by imaging biological samples

as marked point patterns y with xj = xj,0 ⇥ {0} and vj = (xj,1 � xj,0)⇥ {h}. An example plot of

marked point pattern data may be seen in Figure 4.

Paired coordinate observations are similarly collected for multiple samples under each of the

two experimental regimes. Choosing to model the TACC3 paired point pattern data within this

framework, we have |I| = 28, I0 indexing observations under the control regime with |I0| = 13 and

I1 indexing observations under the treatment regime with |I1| = 15.

5.2 TACC3 data features

Using the notation introduced in Section 3.1.1, point patterns x are realisations of point processes,

X, obtained by reporting the locations of all points contained within a fixed observation windowW .
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<latexit sha1_base64="zBEjeR5RMefWenUw8EQmFc0/AUs=">AAAB+HicbVDLSsNAFL2pr1ofjbp0M1gEVyWpgi6LblxWsA9oY5lMJu3QySTMTIQa+iVuXCji1k9x5984abPQ1gMDh3Pu4d45fsKZ0o7zbZXW1jc2t8rblZ3dvf2qfXDYUXEqCW2TmMey52NFORO0rZnmtJdIiiOf064/ucn97iOVisXiXk8T6kV4JFjICNZGGtrVQSoCKvN41ps9OEO75tSdOdAqcQtSgwKtof01CGKSRlRowrFSfddJtJdhqRnhdFYZpIommEzwiPYNFTiiysvmh8/QqVECFMbSPKHRXP2dyHCk1DTyzWSE9Vgte7n4n9dPdXjlZUwkqaaCLBaFKUc6RnkLKGCSEs2nhmAimbkVkTGWmGjTVcWU4C5/eZV0GnX3vN64u6g1r4s6ynAMJ3AGLlxCE26hBW0gkMIzvMKb9WS9WO/Wx2K0ZBWZI/gD6/MH8qiTRQ==</latexit>
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Point patterns models

Set of point patterns:

�2 := {(x = x1, x2, . . . , xn(x)) : n(x) 2 N, xi 2 R2 for i = 1, 2, . . . , n}

Model pattern as realisations of a point process:

Random subset X on R2.

For B in Borel �-algebra B(R2) on R2 : XB = X \B

Counts (random variable): N(B) = n(XB) = number of points of X in B

Intensity measure µ

µ(B) = E[N(B)], 8B 2 B(Rd).

If for some function ⇢ : R2 ! [0,1)

µ(B) =

Z

x2B
⇢(x)dx, 8B 2 B(Rd),

then ⇢ is referred to as the intensity function of X.



Summary statistics: basics

Let x be a realisation of X on the observation window W .

Estimator for the intensity of X :

⇢̂ =
n(x)

|W |

Let nn(xj) be the (set of) nearest neighbours of point xj .

nn(xj) = {xk : k = argminl||xl � xj ||} ,

and nnd(xj) its nearest neighbour distance

nnd(xj) = inf
x2nn(xj)

{||xj � x||}.

Estimator for the mean nearest neighbour distance for X :

nnd(x) =
1

n(x)

n(x)X

j=1

nnd(xj)



Summary statistics: K-function

K-function (Ripley 1977) (scaled neighbourhood count function):

K(r) =
1

⇢
E

2

4 1

N(S)

X

xj 6=xk2X

1{||xj�xk||<r}

3

5

Estimate:

K̂(x, r) =
|W |
n(x)2

X

j 6=k

ej,k1{||xj�xk||r}

where ej,k is the proportion of the circumference of the circle with

centre xj and radius ||xj � xk|| in W (edge correction).

K(r) = ⇡r2 : CSR (complete spatial randomness)

K(r) > ⇡r2 : aggregation at distances less than r

K(r) < ⇡r2 : repulsion at distances less than r



Summary statistics: G-function

Nearest neighbour function (Diggle 2003):

G(r) =
1

⇢|B|E

2

4
X

x2XB

1{X\x)\b(x,r) 6=0}

3

5

for finite B in R2, and b(x, r) the disc centred at x with radius r.

(For stationary X it is independent of B.)

Distribution of distance of randomly selected point to its nearest neighbour.

Estimate:

Ĝ(x, r) =
1

n(x)

n(x)X

j=1

1{nnd(xj)r}

If X is completely spatially at random then G(r) = 1� exp(�⇢⇡r2)



Microtubules locations as point patterns

Figure 2: Sample microscope images taken perpendicular to the microtubule axis, left, and parallel

to the microtubule axis, right (Hepler et al., 1970). Arrows indicate the location intermicrotubule

bridges formed by mesh.

multiple samples under each of the two experimental regimes.

This report begins with an introduction to the problem and methodology, followed by a de-

scription of the data. A concise background on spatial point patterns is then given, after which the

methodology is described in detail. The following section describes the formulation and results of a

simulation study of the e↵ectiveness of the proposed methodology. After successful application to

simulations a set of biological data is analysed, sensitivity testing is carried out for the biological

data and conclusions are presented.

2 Data description

2.1 2D point patterns

We choose to investigate 2D coordinate locations obtained from imaging biological samples as point

patterns x 2 �2, where �2 is the set of all finite point patterns on R2. That is x = {x1, x2, . . . , xn(x)}
with xj 2 R2.

Multiple sets of coordinate locations produce a set of m point patterns x
i 2 �2 indexed by

i 2 I = {1, 2, . . . ,m}. The notation x
I = {xi : i 2 I} is used to represent the set of all 2D point

patterns. Two subsets of point patterns, indexed by A0(I) and A1(I) and denoted by x
A0(I) and

x
A1(I), are obtained by partitioning the set I

A0(I) [A1(I) = I A0(I) \A1(I) = �

where � denotes the empty set. Under this notation, xi
j is the location of the j

th point in the i
th

point pattern, xi.

Choosing to model the TACC3 2D point pattern data within this framework, we have |I| = m =

63, A0(I) indexing observations under the control regime with |A0(I)| = 26 and A1(I) indexing

observations under the treatment regime with |A1(I)| = 37.
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Perpendicular view Parallel

Model: locations as point pattern

Experiment: Overexpression of TACC3 through treatment versus control.
Data: Microscopic images collected in planes perpendicular to the fibre axes. 

Stephen Royle’s Lab (Centre for Mechanochemical Cell Biology) asks: 
What is the role of TACC3 protein for the structure of microtubules 
within K-fibres and mesh?

Mesh



Test statistics based on basic observations

Pattern size test statistic:

�N (I) =
1

|I0|
X

i2I0

n(xi
)� 1

|I1|
X

i2I1

n(xi
)

Observation window statistic:

�W (I) =
1

|I0|
X

i2I0

|W i|� 1

|I1|
X

i2I1

|W i|

Intensity test statistic:

X

i2I0

!0(x
i
)⇢̂(xi

)�
X

i2I1

!1(x
i
)⇢̂(xi

)

where �⇢(I) denotes unweighted case using !k(xi
) = 1/|Ik| (k = 0, 1)

�⇢,!(I) denotes weighted case using !k(xi
) = n(xi

)

.P
j2Ik

n(xj
) (k = 0, 1)



Test statistics based on nearest neighbours

Mean nearest neighbour test statistic:

�nnd(I) =
X

i2I0

!0(x
i)nnd(xi)�

X

i2I1

!1(x
i)nnd(xi) (1)

Unweighted and weighted versions as above.

Further work includes mean minimum spanning test statistics.



Test statistics based on G-functions

Estimated nearest neighbour functions averaged

over the collection of point patterns xJ with weights !J as above:

Ĝ(xJ , r) =
X

i2J

!J(x
i)Ĝ(xi, r)

Nearest neighbour distribution test statistic statistics:

�G,1(I) = ||Ĝ(xI0 , r)� Ĝ(xI1 , r)||1 =

Z 1

0
|Ĝ(xI0 , r)� Ĝ(xI1 , r)|dr

�G,1(I) = ||Ĝ(xI0 , r)� Ĝ(x(I1 , r)||1 = sup
r

|Ĝ(xI0 , r)� Ĝ(xI1 , r)|

For comparison of Ĝ(xI0 , r) and Ĝ(xI1 , r)

across the range of distances r > 0.

Also, scaled neighbourhood count test statistic (Diggle 2000).



Significance quantification

• Based on permutation tests (nonparametric)

• Need exchangeability under the Null under suitable set of operations

• Statistics under permutations are identically distributed

• p-values are uniformly distributed (test e.g. with KS)

• Exact or approximate (subset of operations)

Operations � = {�0, �1, . . . , �m}, where �0 = Id.

p-value for two-sided test of H0 using statistic t :

p =
1

m+ 1

X

�2�

1{|t(�x)|�|t(�0x)|}

� : random subsets of the symmetric group SI

Permuted I results in subsets I
(j)
0 and I

(j)
1 satisfying

I
(j)
0 [ I

(j)
1 = I, I

(j)
0 \ I

(j)
1 = ;, |I(j)0 | = |I0|, |I(j)1 | = |I1|



Simulation study

↵ = 1 ↵ = 1.1 ↵ = 1.2 ↵ = 1.5

Homogeneous intensity

Homogeneous Inhomogeneous

Inhomogeneous intensity

Single cluster Multiple clusters

Disjoint cluster

↵ = 1 ↵ = 1.1 ↵ = 1.2 ↵ = 1.5

Cluster variance

Figure 1: Realisations of each of the simulation types.
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Data: d, W

Result: Point pattern x on W with nearest neighbour distances {d1} [ d

x1  centre of W ;

for i in 1 : n do

repeat

j ⇠ Uniform{1, . . . , i};
✓ ⇠ Uniform[0, 2⇡];

xi+1  xj + di(cos ✓, sin ✓);

until mink2{1,2,...,i} ||xi+1 � xk|| � di and xi+1 2W ;

end

x (x1, x2, . . . , xn+1);
Algorithm 1: CPP (d,W ) generation

An algorithmic description for the generation of a realisation of a CPP (d,W ) process is given in

Algorithm 1. From Algorithm 1, it is clear that nnd(x1) = d1 and nnd(xi) = di�1, i 2 {2, 3, . . . , n+
1}. Similarly, the minimum spanning tree of X ⇠ CPP (d,W ) has weight

P
i2{1,2,...,n} di by

construction.

Let MPP (n, u,�) denote the marked point process on �
+
2 with a fixed number of points n

and mark directions vj deviating from u by angles of up to �. As the e↵ective force transference

summary statistic depends only upon the distribution of marks vj , point locations xj are fixed at

the origin. Marks are then simulated for u
0
= (0, 0, 1) with

�j ⇠ Uniform[0,�], ✓j ⇠ Uniform[0, 2⇡], v
0

j = (sin�j cos ✓j , sin�j sin ✓j , cos�j).

Marks are transformed by the rotation R for which Ru
0
= u and scaled by the constant ⌘j such

that vj · ẑ = h, producing vj = ⌘jRv
0

j .

4.2 Study design

For each simulation type, the required collection of point patterns x
I or y

I is simulated before

permutation testing is carried out for each of the appropriate test statistics, with the resulting p-

value being recorded. One hundred replicates of each simulation and testing procedure are carried

out to provide information on the sensitivity and specificity of proposed tests and the variability of

these properties. In the case of point patterns x collection sizes are |I0| = |I1| = 30 and for marked

point patterns y the collection sizes are |I0| = |I1| = 14 to approximately match the TACC3 data.

A realisation of each simulation type is displayed in Figure 1.

Homogeneous intensity simulations are made up of point patterns x simulated according to

HPPP(⇢0,W ) for x 2 x
I0 and HPPP(↵⇢0,W ) for x 2 x

I1 . The base intensity ⇢0 = 10�4 is

chosen to approximately match that of the TACC3 data, with each W the square window with

area sampled independently from Uniform[5002 � 105, 5002 + 105] to produce approximately the

same number of points per pattern as the TACC3 data. Tested values of ↵ vary across the set

{1, 1.1, 1.2, 1.5}, resulting in various strengths of di↵erence between collections xI0 and x
I1 .

Inhomogeneous intensity simulations are made up of point patterns x simulated according to

HPPP(⇢0,W0) for x 2 x
I0 and IPPP(⇢,W0) for x 2 x

I1 . The observation window W0 is fixed as
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• Homogeneous Poisson process density 

• Inhomogeneous Poisson process with 
density 

• Cluster point pattern generated by 
rejection sampling algorithm

ρ

ρ(x)



Simulation study results

Homogeneous intensity, ↵ Inhom.

intensity

Disjoint

cluster

Cluster variance, ↵

1 1.1 1.2 1.5 1 1.1 1.2 1.5

�N 0.07 0.23† 0.65† 1.00† 0.07 0.06 0.04 0.03 0.06 0.05

�W 0.06 0.10 0.04 0.04 - - - - - -

�⇢ 0.03 0.44† 0.96† 1.00† 0.07 0.06 0.04 0.03 0.06 0.05

�⇢,! 0.03 0.46† 0.96† 1.00† 0.07 0.07 0.06 0.03 0.07 0.05

�nnd 0.05 0.16† 0.64† 1.00† 0.98† 0.06 0.05 0.05 0.06 0.06

�nnd,! 0.04 0.21† 0.70† 1.00† 0.99† 0.04 0.05 0.05 0.06 0.08

�msd 0.03 0.29† 0.80† 1.00† 1.00† 1.00† 0.05 0.05 0.07 0.02

�msd,! 0.04 0.30† 0.85† 1.00† 1.00† 1.00† 0.05 0.05 0.08 0.02

�K 0.08 0.00 0.06 0.04 1.00† 1.00† 0.04 0.06 0.07 0.06†

�G,1 0.07 0.16† 0.66† 1.00† 0.97† 0.09 0.05 0.32† 0.91† 1.00†

�G,1,! 0.05 0.19† 0.71† 1.00† 0.97† 0.09 0.03 0.33† 0.91† 1.00†

�G,1 0.06 0.14† 0.51† 0.99† 0.95† 0.09 0.05 0.19† 0.44† 1.00†

�G,1,! 0.06 0.15† 0.54† 1.00† 0.97† 0.08 0.04 0.16† 0.50† 1.00†

Table 1: Proportion of p-values in the range [0, 0.05], † indicates non-uniformity of p-values under

the Kolmogorov-Smirnov test at the Bonferroni corrected (Dunn, 1961) 5/13 = 0.38 (Homogeneous

intensity) or 5/12 = 0.42 (Inhomogeneous intensity, Disjoint cluster, Cluster variance) percent

significance level.

independently from po(30) to approximately match the TACC3 data. Direction u is fixed at (0, 0, 1)

as results are independent of its value. Maximum angle � is fixed at 10 degrees, the approximate

average for TACC3 data, with ↵ varying across the set {1, 1.05, 1.1, 1.2, 1.5}. There is therefore a

greater variance in line trajectories for y 2 y
I1 than for y 2 y

I0 with increasing ↵.

4.3 Study results

Simulated point patterns are tested using each of the relevant test statistics using a total of 1000

permutations and this procedure is repeated for 100 independent sets of simulations, resulting

in 100 p-values for each test statistic for each parameter value. The distribution of p-values is

compared to the Uniform distribution on [0, 1] via the Kolmogorov-Smirnov test (Massey, 1951)

at the five percent significance level, to determine whether there is a significant di↵erence between

collections xI0 and x
I1 . The proportion of p-values in the interval [0, 0.05] is also considered as the

strength of evidence for rejection of the null hypothesis. These values are presented for simulated

point patterns x in Table 1 and simulated marked point patterns y in Table 2.

Test statistics based upon first order statistics, �N , �⇢ and �⇢,!, successfully report a di↵erence

for homogeneous intensity simulations where the di↵erence in intensity is at least ten percent, but

fail to report a di↵erence in any other case. This behaviour is to be expected as the alternative

classes of simulations produce di↵erences in second order properties, while keeping first order

properties constant. There is negligible di↵erence between unweighted and weighted intensity test
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Study I: Microtubules

Figure 2: Sample microscope images taken perpendicular to the microtubule axis, left, and parallel

to the microtubule axis, right (Hepler et al., 1970). Arrows indicate the location intermicrotubule

bridges formed by mesh.

multiple samples under each of the two experimental regimes.

This report begins with an introduction to the problem and methodology, followed by a de-

scription of the data. A concise background on spatial point patterns is then given, after which the

methodology is described in detail. The following section describes the formulation and results of a

simulation study of the e↵ectiveness of the proposed methodology. After successful application to

simulations a set of biological data is analysed, sensitivity testing is carried out for the biological

data and conclusions are presented.

2 Data description

2.1 2D point patterns

We choose to investigate 2D coordinate locations obtained from imaging biological samples as point

patterns x 2 �2, where �2 is the set of all finite point patterns on R2. That is x = {x1, x2, . . . , xn(x)}
with xj 2 R2.

Multiple sets of coordinate locations produce a set of m point patterns x
i 2 �2 indexed by

i 2 I = {1, 2, . . . ,m}. The notation x
I = {xi : i 2 I} is used to represent the set of all 2D point

patterns. Two subsets of point patterns, indexed by A0(I) and A1(I) and denoted by x
A0(I) and

x
A1(I), are obtained by partitioning the set I

A0(I) [A1(I) = I A0(I) \A1(I) = �

where � denotes the empty set. Under this notation, xi
j is the location of the j

th point in the i
th

point pattern, xi.

Choosing to model the TACC3 2D point pattern data within this framework, we have |I| = m =

63, A0(I) indexing observations under the control regime with |A0(I)| = 26 and A1(I) indexing

observations under the treatment regime with |A1(I)| = 37.

3

Figure 1: Diagram of the stages of mitosis (Ali Zifan).

Point pattern data comprising observations from two populations may arise in numerous ways.

The locations of a particular subcellular structure within multiple cells identified from microscope

images, when one set of cells has received a treatment and the other has not. The locations of trees

or plants across multiple locations, when observations are divided into two sets based upon the

climate conditions at each location. The location of particular archaeological finds within historical

sites, when observations are divided into two sets based upon the ages of the sites. The location

of aftershocks after earthquakes, when observations are divided into two sets based upon whether

they are on land or underwater.

Development of the proposed methodologies is motivated by a biological problem. During

mitosis, subcellular structures known as kinetochore fibers (K-fibers) connect two anchor points,

centrosomes, within the cell to each of the chromosome pairs. The chromosomes contain the genetic

information and successful mitosis requires the pairs to be evenly divided, such that each of the two

daughter cells contains one of each chromosome. K-fibers are believed to apply the force necessary

to separate chromosome pairs and as a result they are important for successful cell division. An

illustration of the process of mitosis including the function of the K-fibers can be seen in Figure 1.

Each K-fiber is made up of a number of microtubules, approximately cylindrical structures

which are bound together by a mesh structure to form the rigid K-fiber. Our collaborators, Dr.

Steve Royle and his research group within the Centre for Mechanochemical Cell Biology at the

University of Warwick, are interested in the e↵ect that overexpression of the TACC3 protein,

Transforming acidic coiled-coil containing protein 3, may have on the structure of microtubules

within K-fibers. The structure may be visualised by microscopy imaging of cells at the correct point

in the cell cycle under a control regime and a treatment regime for which there is overexpression of

TACC3. Images are collected in planes perpendicular to the K-fiber axis, resulting in microtubules

visible through their cross-sections as dark circles. Example images may be seen in Figure 2. The

collection of microtubule centres within a single image produces a set of coordinate locations, with

imaging of multiple cells under each regime producing the two sets of coordinate locations for

analysis.

Also available is a data set comprised of paired 2D microtubule coordinate locations obtained

from two parallel image slices through the same sample, including information on which coordinate

locations represent the same microtubule in each of the slices. These are similarly collected for

2

Perpendicular to the microtubule axis Parallel showing mesh

Model locations as point pattern

Microtubule

Stephen Royle’s Lab (Centre for Mechanochemical Cell Biology): 
What is the role of the TACC3 protein for the structure of microtubules 
within K-fibres and mesh?
Experiment: 
Overexpression of TACC3 through treatment versus control.
Microscopic images collected in planes perpendicular to the fibre axes. 



Study I: Microtubules - mathematical model

Data: 
Microscopic images of treatment (n=37) versus control (n=26)

Radius of microtubule=12.5, mesh extends to 80 max: nn distance in [25,105] 

Observation window surrogate for cross sectional area of K-fibres

x
i
j

x
I0 = {xi : i 2 I0}

x
i ⇠ X

0

x
I1 = {xi : i 2 I1}

x
i ⇠ X

1

x
i

Figure 3: Plots of sample microtubule location data. Each pattern represents a single K-fiber with

microtubules represented as circles, the centres of which are analysed as point locations and the

radii of which are consistent with the expected microtubule radius.

coordinate locations, with imaging of multiple cells under each regime producing the two collections

of coordinate locations, xI0 and x
I1 , for analysis.

We choose to investigate 2D coordinate locations obtained from imaging biological samples as

point patterns. Choosing to model the TACC3 2D point pattern data within this framework, we

have |I| = 63, I0 indexing observations under the control regime with |I0| = 26 and I1 indexing

observations under the treatment regime with |I1| = 37.

Also available is a data set comprising paired 2D microtubule coordinate locations obtained

from two parallel image slices through the same sample approximately perpendicular to microtubule

directions, including information on which coordinate locations represent the same microtubule in

each of the slices. Paired coordinate locations are reported as

x = {(x1,0, x1,1), (x2,0, x2,1), . . . , (xn(x),0, xn(x),1)}.

We choose to investigate paired 2D coordinate locations obtained by imaging biological samples

as marked point patterns y with xj = xj,0 ⇥ {0} and vj = (xj,1 � xj,0)⇥ {h}. An example plot of

marked point pattern data may be seen in Figure 4.

Paired coordinate observations are similarly collected for multiple samples under each of the

two experimental regimes. Choosing to model the TACC3 paired point pattern data within this

framework, we have |I| = 28, I0 indexing observations under the control regime with |I0| = 13 and

I1 indexing observations under the treatment regime with |I1| = 15.

5.2 TACC3 data features

Using the notation introduced in Section 3.1.1, point patterns x are realisations of point processes,

X, obtained by reporting the locations of all points contained within a fixed observation windowW .

19

TreatmentControl

X0
<latexit sha1_base64="zBEjeR5RMefWenUw8EQmFc0/AUs=">AAAB+HicbVDLSsNAFL2pr1ofjbp0M1gEVyWpgi6LblxWsA9oY5lMJu3QySTMTIQa+iVuXCji1k9x5984abPQ1gMDh3Pu4d45fsKZ0o7zbZXW1jc2t8rblZ3dvf2qfXDYUXEqCW2TmMey52NFORO0rZnmtJdIiiOf064/ucn97iOVisXiXk8T6kV4JFjICNZGGtrVQSoCKvN41ps9OEO75tSdOdAqcQtSgwKtof01CGKSRlRowrFSfddJtJdhqRnhdFYZpIommEzwiPYNFTiiysvmh8/QqVECFMbSPKHRXP2dyHCk1DTyzWSE9Vgte7n4n9dPdXjlZUwkqaaCLBaFKUc6RnkLKGCSEs2nhmAimbkVkTGWmGjTVcWU4C5/eZV0GnX3vN64u6g1r4s6ynAMJ3AGLlxCE26hBW0gkMIzvMKb9WS9WO/Wx2K0ZBWZI/gD6/MH8qiTRQ==</latexit>

X1
<latexit sha1_base64="lYZLunJfQ87N6x09QTf9YnvO8UY=">AAAB+HicbVDLSsNAFJ3UV62PRl26GSyCq5JUQZdFNy4r2Ae0sUwmN+3QySTMTIQa+iVuXCji1k9x5984abPQ1gMDh3Pu4d45fsKZ0o7zbZXW1jc2t8rblZ3dvf2qfXDYUXEqKbRpzGPZ84kCzgS0NdMceokEEvkcuv7kJve7jyAVi8W9nibgRWQkWMgo0UYa2tVBKgKQeTzrzR7coV1z6s4ceJW4BamhAq2h/TUIYppGIDTlRKm+6yTay4jUjHKYVQapgoTQCRlB31BBIlBeNj98hk+NEuAwluYJjefq70RGIqWmkW8mI6LHatnLxf+8fqrDKy9jIkk1CLpYFKYc6xjnLeCASaCaTw0hVDJzK6ZjIgnVpquKKcFd/vIq6TTq7nm9cXdRa14XdZTRMTpBZ8hFl6iJblELtRFFKXpGr+jNerJerHfrYzFasorMEfoD6/MH9CyTRg==</latexit>



EDA: First order statistics 
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• All means/medians are greater for treatment 
• Treated K-fibers are made up of a greater number of microtubules which are 

more closely separated within thicker K-fibers
• Weighted mean densities greater than unweighted means densities               

(i.e. K-fibers with greater numbers of microtubules are more tightly packed
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EDA: Second order statistics 
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• In each case the average separation distance is reduced for treatment observations
• Weighted means smaller than unweighted means (i.e. K-fiber with more microtubules 

are more tightly packed).
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EDA: Spatial functions
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Test statistics

Observations of exploratory analysis can be confirmed by formal testing.

All proposed test statistics show significant results:

Results remain significant after multiple testing adjustment of critical 
p-value (using Bonferroni).



What did we find?

• Microtubules are bound together (in K-fibers, by mesh-like structure) 

• TACC3 overexpression is associated with an impact on the mesh

• Detection of treatment effects not visible by eye

Figure 2: Sample microscope images taken perpendicular to the microtubule axis, left, and parallel

to the microtubule axis, right (Hepler et al., 1970). Arrows indicate the location intermicrotubule

bridges formed by mesh.

multiple samples under each of the two experimental regimes.

This report begins with an introduction to the problem and methodology, followed by a de-

scription of the data. A concise background on spatial point patterns is then given, after which the

methodology is described in detail. The following section describes the formulation and results of a

simulation study of the e↵ectiveness of the proposed methodology. After successful application to

simulations a set of biological data is analysed, sensitivity testing is carried out for the biological

data and conclusions are presented.

2 Data description

2.1 2D point patterns

We choose to investigate 2D coordinate locations obtained from imaging biological samples as point

patterns x 2 �2, where �2 is the set of all finite point patterns on R2. That is x = {x1, x2, . . . , xn(x)}
with xj 2 R2.

Multiple sets of coordinate locations produce a set of m point patterns x
i 2 �2 indexed by

i 2 I = {1, 2, . . . ,m}. The notation x
I = {xi : i 2 I} is used to represent the set of all 2D point

patterns. Two subsets of point patterns, indexed by A0(I) and A1(I) and denoted by x
A0(I) and

x
A1(I), are obtained by partitioning the set I

A0(I) [A1(I) = I A0(I) \A1(I) = �

where � denotes the empty set. Under this notation, xi
j is the location of the j

th point in the i
th

point pattern, xi.

Choosing to model the TACC3 2D point pattern data within this framework, we have |I| = m =

63, A0(I) indexing observations under the control regime with |A0(I)| = 26 and A1(I) indexing

observations under the treatment regime with |A1(I)| = 37.
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Perpendicular to the microtubule axis Parallel view



Relationship between two proteins over time

• Protein EB3 localises at the tip of growing microtubules during mitosis. 

• Relationship between TACC3 and EB3?

• Role of the protein TACC3 during that same process? 

• Confocal fluorescence microscopy images collected across seven samples at 
a total number of between 47 and 57 time points. 

• Images are collected of live cells during mitosis with TACC3 tagged with a 
green fluorescing protein and EB3 tagged with a red fluorescent protein. 

Background and questions

Data

Is the protein TACC3 present in the same locations as the 
protein EB3 during the process of mitosis? 

Question that can be answered from images 



Dependencies between bulk movement patterns  

• Animals e.g. predator and prey (Mitchell and Lima, 2002) 

• Air particles, e.g. pollution

• Cellular structures (Chenouard 2014)

Modelling
• Measure for closeness of two spatial protein distributions 

• Comparing their evolution over time

What is the relationship between two bulk movement patterns?

Applications

Mathematical formulation of case study question



Tool: Colocalisation of proteins

http://www.olympusmicro.com/primer/techniques/confocal/applications/colocalization.html

Colocalization in the lateral 
optical plane of the 
cytoskeletal protein actin 
with vinculin, a protein 
associated with focal 
adhesion and adherens 
junctions.

Applications
• Detect physical location within cell

• Uncover functions of proteins based on location

• Unravel interactions, build networks, infer function

Example for (traditional) visual detection of colocalisation

http://www.olympusmicro.com/primer/techniques/confocal/applications/colocalization.html


Quantifying colocalisation (static)

rp =

P
i(Ai � a)(Bi � b)pP
i(Ai � a)2(Bi � b)2

(1)

where Ai and Bi are the voxel or pixel intensities (also called grey values) of
channels A and B, respectively, and a and b are the corresponding average inten-
sities over the entire image. Therefore, the values of the coe�cient range from
�1 to 1, with values tending to 1 representing complete positive correlation, 0
for no correlation and �1 for negative correlation. Nevertheless, in true biolog-
ical situations one cannot obtain values very close to �1, due to the underlying
similarity between two channels of the same image, as noted later. A major
advantage of this approach is that it considers the similarities between shapes,
but is not influenced by the average intensity of the signal. In other words, the
coe�cient is scaling invariant [15, 11]. This approach has been applied to study
the behaviour of DNA replication patterns in interphase nuclei [11, 12]. It has
been suggested that this method has significant drawbacks as well, such as the
fact that it cannot discriminate between partial colocalization and exclusion,
with values in the range of �0.5 to 0.5 providing ambiguous interpretations,
and sensitivity to noise, which are discussed below through analysing artificial
images [7, 22].

3.4 Manders’ coe�cients: M1 and M2

A major problem with having a single output value as the colocalization mea-
surement occurs when the amount in fluorescence intensities in both channels
di↵ers significantly. For instance, in the case of Pearson’s correlation coe�cient
the influence of the number of fluorescent objects in both components is con-
siderable and can cause ambiguity in the interpretation. A simple example of
this would be when one channel completely colocalizes with the other, but is
present in only a small proportion of the pixels that the other channel occupies,
a quarter say. In this case, Pearson’s coe�cient would give us a small positive
result that could be interpreted in a number of ways, without telling us what
the actual situation is. With the aim of overcoming this problem, Manders
developed two separate coe�cients,

M1 =

P
i AiIBiP

i Ai
,M2 =

P
i BiIAiP

i Bi
(2)

where IAi = 0 if Ai = 0 and IAi = 1 if Ai > 0 (analogously for Bi). Thus, M1

and M2 can be interpreted as the amount of signal intensities of colocalizing
objects in each channel, relative to the total signal intensity in that channel.
Hence, Manders’ coe�cients vary in the range from 0, representing no coinci-
dental objects, to 1, corresponding to 100% colocalization. It is immediate that
this pair of measures can be easily determined and interpreted even with dif-
ferent volumes of fluorescence [11]. Unfortunately, an obvious drawback is the
sensitivity of this method to background and noise, which requires the estima-
tion of a threshold, thus introducing bias [2]. On one hand Manders’ coe�cients

10

Correlation rp =

P
i(Ai � a)(Bi � b)pP
i(Ai � a)2(Bi � b)2

(1)

where Ai and Bi are the voxel or pixel intensities (also called grey values) of
channels A and B, respectively, and a and b are the corresponding average inten-
sities over the entire image. Therefore, the values of the coe�cient range from
�1 to 1, with values tending to 1 representing complete positive correlation, 0
for no correlation and �1 for negative correlation. Nevertheless, in true biolog-
ical situations one cannot obtain values very close to �1, due to the underlying
similarity between two channels of the same image, as noted later. A major
advantage of this approach is that it considers the similarities between shapes,
but is not influenced by the average intensity of the signal. In other words, the
coe�cient is scaling invariant [15, 11]. This approach has been applied to study
the behaviour of DNA replication patterns in interphase nuclei [11, 12]. It has
been suggested that this method has significant drawbacks as well, such as the
fact that it cannot discriminate between partial colocalization and exclusion,
with values in the range of �0.5 to 0.5 providing ambiguous interpretations,
and sensitivity to noise, which are discussed below through analysing artificial
images [7, 22].

3.4 Manders’ coe�cients: M1 and M2

A major problem with having a single output value as the colocalization mea-
surement occurs when the amount in fluorescence intensities in both channels
di↵ers significantly. For instance, in the case of Pearson’s correlation coe�cient
the influence of the number of fluorescent objects in both components is con-
siderable and can cause ambiguity in the interpretation. A simple example of
this would be when one channel completely colocalizes with the other, but is
present in only a small proportion of the pixels that the other channel occupies,
a quarter say. In this case, Pearson’s coe�cient would give us a small positive
result that could be interpreted in a number of ways, without telling us what
the actual situation is. With the aim of overcoming this problem, Manders
developed two separate coe�cients,

M1 =

P
i AiIBiP

i Ai
,M2 =

P
i BiIAiP

i Bi
(2)

where IAi = 0 if Ai = 0 and IAi = 1 if Ai > 0 (analogously for Bi). Thus, M1

and M2 can be interpreted as the amount of signal intensities of colocalizing
objects in each channel, relative to the total signal intensity in that channel.
Hence, Manders’ coe�cients vary in the range from 0, representing no coinci-
dental objects, to 1, corresponding to 100% colocalization. It is immediate that
this pair of measures can be easily determined and interpreted even with dif-
ferent volumes of fluorescence [11]. Unfortunately, an obvious drawback is the
sensitivity of this method to background and noise, which requires the estima-
tion of a threshold, thus introducing bias [2]. On one hand Manders’ coe�cients
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• Scaling invariant
• Costes’ threshold to deal with noise
• Ongoing area of research, e.g. Wang et al. (2018) for automatic segmentation



Quantifying colocalisation: Illustration

Correlation examples (simulations) for hypothetical proteins X and Y

r=0.908

r=0.103

r=0.100

r=0.438



Intuitive check:  
Colocalisation for consecutive time points
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Figure 6: Boxplots to display the distribution of values of Pearson’s correlation coe�cient across

all pairs of consecutive time points for each of the sample comparisons considered.

5.2 Exploratory data analysis

Intensities related to EB3 are in general greater than that of the TACC3 channel due to expression

of TACC3 at a lower level. Greater expression of TACC3 is avoided, as it results in a brighter image

but also aggregation of TACC3 away from microtubule tips, and consequently away from EB3,

which could obscure the ability to investigate interaction between TACC3 and EB3. Estimation

of movement patterns for TACC3 is therefore expected to be more challenging as intensities are in

some cases on a similar scale to background noise. Consistent scaling of intensity in a subregion,

m( ), by a positive constant across time points s and t results in an identical scaling of the summary

statistic, Ŝ 
s,t
, and a change to the comparison score Ĝ , 

s,t
. However, if the scaling is consistent

across all subregions and all time points then the impact on test results should be minimal.

As an exploratory investigation, colocalisation between image pairs may be quantified using

Person’s correlation coe�cient, the results of which are displayed in Figure 6. Calculations are

made for comparison pairs EB3 ⇥ TACC3, for which we are interested in the degree of similarity,

and EB3 ⇥ TACC3* and TACC3 ⇥ TACC3*, where TACC3* is the vertical reflection of TACC3

and we expect to see only coincidental similarity. For each of the seven samples correlation values

are greater for EB3 ⇥ TACC3 than the alternatives, indicating that there is more than coinci-

dental similarity between EB3 and TACC3. However, without a methodology for quantifying the

significance of obtained correlation values, it is impossible to conclude that there is dependence

between the distribution of EB3 and TACC3.

A major foundation of the estimator F̂ 
s,t

is that ms( ) and mt( ) represent distributions of

approximately the same masses at two di↵erent time points. In the context of the EB3 and TACC3

image data this equates to minimal changes in intensity on a subregion by subregion basis, caused

30

Colocalisation of protein distribution between consecutive time points 
for each sample combination of TACC3, TACC3 (vertical reflection), and EB3.

Colocalisation of EB3 with TACC3 is always higher than any of the 
other combinations.

TACC3* and TACC3: only coincidental similarity expected



Model for bulk movement patterns

Observed pixel intensity values m0
(x) and m1

(x) across ROI:

 
⇤ ✓  = {1, 2, . . . , n1}⇥ {1, 2, . . . , n2}

Spatio-temporal process M denoted by Mt(x) (x 2  , t 2 ⌥).

Fs,t(x, y) mass moving from location x at time s to y at time t.

Direct dependency of movement patterns F 0
and F 1

:

Mass F 0
s,t(x, y) positively associated with F 1

s,t(x, y)

(across all pairs of locations and times).

Use earth movers distance (EMD) (Kantorovich-Wasserstein metric).

Need to have a model the captures the evolution rather than individual time points.

Idea: Find minimal transportations costs



Earth mover’s distance (EMD)

Non-negative spatial processes m0 and m1 over �0 and �1.

EMD(m0,m1) =

P
x2�0,y2�1 f̂(x, y)d(x, y)
P

x2�0,y2�1 f̂(x, y)

f̂ = argminf2⌘(m0,m1)f(x, y)d(x, y),

for cost function d(x, y) and ⌘(m0,m1) the set of f for which

f(x, y) � 0 8x 2 �0, y 2 �1

X

x2�0

f(x, y)  m1(y) 8y 2 �1

X

y2�1

f(x, y)  m0(x) 8x 2 �0

X

x2�0,y2�1

f(x, y) = min

0

@
X

x2�0

m0(x),
X

y2�1

m1(y)

1

A .

Work normalised 
by the total flow

Flow that minimises overall cost



Movement summary statistics

• Built on EMD

• Discretisation into 8 directions

• Subregions (to avoid unintuitive results from large spaces)

• Specification of Null hypothesis

• Permutation test set up

• Simulation study
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Figure 4: Illustration of observations ms, top left, mt, top right, estimated F̂s,t and true Fs,t,

bottom left, for a single simulation. A scale is provided in the bottom right. Simulated movements

are represented by green arrows, with grey arrows used to represent estimated movements of varying

quantities of mass and mass distributions displayed as shades of red for ms and blue for mt. The

background image of the bottom left plot displays ms�min{ms,mt} in red and mt�min{ms,mt}
in blue, the information on which movements are estimated.
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Null comprised of 3 statements

1. Between-sample independence of local bulk movement patterns:

{S 1,0
s,t , S 2,0

s,t , . . . , S w,0
s,t } independent of {S 1,1

s,t , S 2,1
s,t , . . . , S w,1

s,t }.

2. Specify set of operations ⇤.

3. Within-sample independence of local bulk movement patterns:

S
 j

s,t is independent of S k
s,t for j 6= k

(required to ensure exchangeability under the action of � 2 ⇤).

• Isotropic: rotation, reflection, reordering

• Homogeneous: reordering

• Symmetric: rotation, reflecting (limited)

• Horizontal reflection

Example hypotheses



Simulated data

Noise

t = 1 t = 2 t = 3 t = 4 t = 5

Isotropic

t = 1 t = 2 t = 3 t = 4 t = 5

Homogeneous

t = 1 t = 2 t = 3 t = 4 t = 5

Symmetric

t = 1 t = 2 t = 3 t = 4 t = 5

Figure 3: Examples of simulated data. Pixel intensities correspond to values of m, linearly scaled

such that the maximum value of m across all time points is black and the value m = 0 is white.
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Simulation results

• mostly confirms theoretical method

• some issues with composite hypothesis

• higher rate of incorrect rejections

• evidence for validity of omnibus hypothesis approach

Independent movement

Dependent movement



Study II:  
Evolution of bulk movement patterns

Does the protein TACC3 evolve spatially colocalised with the protein EB3 
during the process of mitosis? 

Question

Analysis
Compare movement patterns of TACC3 and EB3 during mitosis using EMD.

Results
Omnibus null hypothesis consistently rejected at 5%.

• Movement patterns of EB3 and TACC3 are dependent

• Potentially through their localisation on the tips of growing microtubules

Conclusions



Questions around the statistical methods 
for image data from microscopy

• Localised quantification of individual proteins

• Modeling (e.g. as point process)

• Spatial pattern analysis (CSR, clustering etc)

• Quantification of colocalisation

• Localised colocalisation scores, smoothing

• Sensitivity, robustness

• Relative spatial pattern analysis 

• Relation to known cellular structures

• Dynamic version

• Colocalisation concepts and quantification for more than two channels

• Networks

• Automatic recognition of cellular structures



Nixon*, F.M., Honnor*, T.R., Starling, G.P., Beckett, A.J., Johansen, A.M., 
Brettschneider, J.A., Prior, I.A. & Royle, S.J. 
J Cell Science, April 2017 
Microtubule organization within mitotic spindles revealed by serial block 
face scanning EM and image analysis
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Decisions



Difficult decisions



Decision rule: 
Choose option that maximises expected monetary value (EMV) 

Generalisation:
Maximise expect utility (EUT) 

Decisions under uncertainty



More difficult…

Decision about oil drilling 
strategy involving test drills 
to gather more information
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Figure 4.5: Process dynamics in MDPs.

In principle, few restrictions exist on the above elements of M in order to jointly
qualify as an MDP. The primary characteristic of an MDP is the Markov property :
the e!ects of actions are described by stochastic transitions on the system state that
depend on the last state and action choice only; the sequence of subsequent system
states within a given evolution of the decision process is therefore a Markov chain.
We restrict the discussion of MDPs to cases where the set T is discrete, and the sets
X and A are finite. As in the previous sections, by finiteness of X we mean that X
is a finite set of discrete variables with a finite domain, and therefore the set dom(X)
of system states is also finite. Below, we will first describe the process dynamics
in MDPs. We then turn to criteria to evaluate and compare decision processes,
and to the formulation of decision-making policies for FOMDPs. We conclude the
section with a brief discussion of solution methods, and some remarks on the FOMDP
representation.

Process dynamics

In an MDP model M = (T,A, ", R), the set T explicitly denotes the times at which
the decision maker is expected to choose an action; the explicitness in the representa-
tion of these decision moments contrasts with the earlier discussed decision-theoretic
representation formalisms where the notion of time was left implicit. As we take T
to be discrete, we can assume without loss of generality that T = {0, 1, 2, . . .} ! N,
where the ordering < on the natural numbers represents temporal precedence; the
time point t = 0 is called the initial moment of the decision process. When there ex-
ists a finite maximum element N " N in T , the model is said to have a finite horizon
of length N ; otherwise, it is said to have an infinite horizon. In the present discussion,
we will focus on finite-horizon models and make a few remarks on the generalisation
to infinite horizons. Note that in the finite case, the action choice at the final decision
moment t = N is meaningless with respect to evolution of the system state.

The dynamic system under (partial) control by the decision maker is described by a
set X of random variables, where each joint value S " dom(X) represents a possible

Dynamic system under partial control of DM 
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state of that system.1 Similar to the representation of time, state dynamics are made
explicit in MDPs: all the variables in X obtain a new value at each decision moment
(although it is possible that some values have not changed as compared to their
previous values). An expression of the form X = S states that the system occupies
state S ! dom(X); we regard the elements of the set X as attributes, each describing
a di!erent aspect of the dynamic system. The number of possible system states equals
|dom(X)| = |"X |. The set A represents the actions, or equally, decision alternatives,
that are available to the decision maker at each decision moment. Note that there
are no restrictions on the action-selection procedure: actions may be chosen multiple
times, and it is even possible to repeat a single action all the time. Figure 4.5
schematically depicts the described process dynamics.

The e!ects of actions on system dynamics are described by the set # of time- and
action-dependent transition probability functions, where !t(S, a, S !), !t ! #, denotes
the probability that state S ! ! dom(X) results after performing action a ! A in state
S ! dom(X) at decision moment t ! T . In infinite-horizon MDPs, action e!ects are
usually assumed to be independent of time, i.e. !t = !t! for all time points t, t! ! T ;
the transition probabilities are then said to be stationary. A special case exists when
the action e!ects are deterministic, i.e. !t(S, a, S !) ! {0, 1} for all t ! T , a ! A, and
S, S ! ! dom(X). Then, a given initial system state and sequence of action choices
fixes the evolution of the system over time. Generally speaking, however, the e!ects
are stochastic and a multitude of evolutions is possible.

We will now introduce some notations to guide the remaining discussion. Let " ! T
be a decision moment. A sequence

# = S0, . . . , S! (4.11)

of subsequent system states (i.e. St ! dom(X), t = 0, . . . , ") represents a potential
evolution of the system and is called a state sequence up to time point " . If m = |"X |
is the cardinality of the state space, there exist m!+1 di!erent state sequences up to
that time point. A sequence

$ = a0, . . . , a! (4.12)

of subsequent action choices (i.e. at ! A, t = 0, . . . , ") represents concrete decision-
making behaviour and is called an action sequence up to time point " . If there are
k = |A| di!erent actions to choose from, there exist k!+1 di!erent action sequences
up to that time point. The pair h = (#,$) represents a potential realisation of the
decision process and is called a decision-making history. We will use H! to denote
the set of all possible histories up to time point " . The set of full-length histories HN

now represents all potential outcomes of the decision process; the cardinality of HN

is (mk)N+1.

Given an action sequence $ = a0, a1, . . . , a! and an initial state S ! dom(X), a (con-

ditional) probability distribution P (S,")
! on state sequences up to time point " ! T is

1Recall from Section 3.1 that dom(X) = dom(x1)" · · ·" dom(xn) if X = {x1, . . . , xn}.

Subsequent states
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induced as follows:

P (S,!)
" (!) =

"!1!

t=0

"t(St, at, St+1) (4.13)

for all state sequences ! = S0, . . . , S" having S0 = S, and P (S,!)
" (!) = 0 for all other

state sequences. In this probability distribution, the system state at time point t is
independent of the decision-making history given the action choice and system state
at time point t ! 1; the sequence of subsequent system states is therefore a Markov
chain. Furthermore, the action a" at time point # does not appear in the equation
and is uninfluential. In the overall decision problem, the action choice at the last
decision moment t = N , is therefore irrelevant to the system’s evolution.

Example 4.17 An example MDP model for the VSD domain can be devised as fol-
lows. The set X represents the clinical state of the patient and is composed of the
attributes VSD, resis, shunt, pmhyp, pmart, hfail, and death. There are 6 deci-
sion moments, at respectively 3 months, 6 months, 12 months, 24 months, 4 years,
and 8 years after birth. The available actions, finally, are the modalities available to
the cardiologist to manage a VSD patient: A = {echo, med, cath, surg, biop}. Note
that in this MDP model, spontaneous closure of the VSD is represented implicitly by
diminishing values for the attribute VSD at subsequent decision moments. Similarly,
the Eisenmenger syndrome is represented by increasing values for pmhyp (pulmonary
hypertension) due to pulmonary arteriopathy (pmart=true).

Evaluation criteria

In an MDP model M = (T,A, P,R), the set R comprises reward functions rt,
t " T , that describe time-dependent preferences of the decision maker with respect
to states and actions: rt(S, a), rt " R, denotes the (numerical) reward received when
the decision maker chooses action a " A at time point t " T and the current state
is S " dom(X). It is important to note that this reward value reflects relative
(un)desirability of that state and action at time point t only; states and actions
at other time points are disregarded within the reward functions. Furthermore, re-
ward values may be positive as well as negative; in the latter case one often speaks
of costs. Similar to transition probability functions, we speak of stationary reward
functions when they are independent of time, i.e. when rt = rt! for all t, t" " T ; this
is customary for infinite-horizon models. We note that although the action choice
at the final decision moment t = N will not influence the system’s evolution, it does
a!ect the reward received at that time point.

To rank the potential outcomes h " HN of a decision process, the rewards received at
subsequent time points have to be combined using an evaluation metric. Examples
of such metrics are total reward, average reward, and variations thereof. We focus
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here on the total discounted reward metric, which is defined as

u(h) =
N!

t=0

!trt(St, at), (4.14)

where h = (S0, . . . , SN , a0, . . . , aN ), and 0 < ! ! 1 is a real-valued discount factor.
The value u(h) is the total discounted reward associated with history h, and is also
referred to as its utility under this metric; when ! = 1, we simply speak of total
reward. From a utility-theoretic point of view, the function u provides a preference
ordering on the set HN of outcomes, where the states and actions at subsequent time
points are taken to be additive-independent attributes of utility. The discount factor
is generally justified economically (as a representation of interest, when the rewards
represent monetary gains), mechanically (as a representation of physical decay), or
psychologically (people tend to care more about near than about distant future).
The discount factor is also a prerequisite to infinite-horizon MDPs, as there would
otherwise be no upper bound on the function u.

Given an action sequence " = a0, . . . , aN , the expected utility ũ!(S) of initial system
state S is now defined as

ũ!(S) =
!

h!HN , h=(",!)

u(h) · P (S,!)
N (#). (4.15)

The decision maker’s objective is to maximise expected utility by choosing an appro-
priate sequence of actions.

Formulation of solutions

As the evolution of the system cannot be predicted with certainty, the decision maker
will have to respond to observations in due course when choosing his actions; other-
wise, expected-utility maximisation is not guaranteed. Under the assumption of full
observability, solving the decision problem formulated by an MDP model therefore
amounts to finding a policy $ = {%t | t " T}, where

%t : dom(X)# A (4.16)

is a decision function prescribing the action choice at time point t " T given the
actual system state. Potentially, there are km di!erent decision functions to choose
from at each time point, where again k = |A| and m = |"X |. The number of di!erent
policies is therefore km(N+1)

. If the functions are identical for all time points, i.e.
when %t = %t! for all t, t" " T , then the policy is said to be stationary ; the number
of di!erent policies than reduces to km. Stationarity of the policy can be assumed
when both the transition probability and the reward functions are stationary; in that
case, investigating non-stationary policies would not help to increase expected utility.
Such policies are therefore the standard type of solution to infinite-horizon FOMDPs.

Decision node
Operated by Decision Maker 
(DM)

Chance node
Operated by prob. distr. 
(in Economics: “nature”)
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Figure 4.5: Process dynamics in MDPs.

In principle, few restrictions exist on the above elements of M in order to jointly
qualify as an MDP. The primary characteristic of an MDP is the Markov property :
the e!ects of actions are described by stochastic transitions on the system state that
depend on the last state and action choice only; the sequence of subsequent system
states within a given evolution of the decision process is therefore a Markov chain.
We restrict the discussion of MDPs to cases where the set T is discrete, and the sets
X and A are finite. As in the previous sections, by finiteness of X we mean that X
is a finite set of discrete variables with a finite domain, and therefore the set dom(X)
of system states is also finite. Below, we will first describe the process dynamics
in MDPs. We then turn to criteria to evaluate and compare decision processes,
and to the formulation of decision-making policies for FOMDPs. We conclude the
section with a brief discussion of solution methods, and some remarks on the FOMDP
representation.

Process dynamics

In an MDP model M = (T,A, ", R), the set T explicitly denotes the times at which
the decision maker is expected to choose an action; the explicitness in the representa-
tion of these decision moments contrasts with the earlier discussed decision-theoretic
representation formalisms where the notion of time was left implicit. As we take T
to be discrete, we can assume without loss of generality that T = {0, 1, 2, . . .} ! N,
where the ordering < on the natural numbers represents temporal precedence; the
time point t = 0 is called the initial moment of the decision process. When there ex-
ists a finite maximum element N " N in T , the model is said to have a finite horizon
of length N ; otherwise, it is said to have an infinite horizon. In the present discussion,
we will focus on finite-horizon models and make a few remarks on the generalisation
to infinite horizons. Note that in the finite case, the action choice at the final decision
moment t = N is meaningless with respect to evolution of the system state.

The dynamic system under (partial) control by the decision maker is described by a
set X of random variables, where each joint value S " dom(X) represents a possible
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state of that system.1 Similar to the representation of time, state dynamics are made
explicit in MDPs: all the variables in X obtain a new value at each decision moment
(although it is possible that some values have not changed as compared to their
previous values). An expression of the form X = S states that the system occupies
state S ! dom(X); we regard the elements of the set X as attributes, each describing
a di!erent aspect of the dynamic system. The number of possible system states equals
|dom(X)| = |"X |. The set A represents the actions, or equally, decision alternatives,
that are available to the decision maker at each decision moment. Note that there
are no restrictions on the action-selection procedure: actions may be chosen multiple
times, and it is even possible to repeat a single action all the time. Figure 4.5
schematically depicts the described process dynamics.

The e!ects of actions on system dynamics are described by the set # of time- and
action-dependent transition probability functions, where !t(S, a, S !), !t ! #, denotes
the probability that state S ! ! dom(X) results after performing action a ! A in state
S ! dom(X) at decision moment t ! T . In infinite-horizon MDPs, action e!ects are
usually assumed to be independent of time, i.e. !t = !t! for all time points t, t! ! T ;
the transition probabilities are then said to be stationary. A special case exists when
the action e!ects are deterministic, i.e. !t(S, a, S !) ! {0, 1} for all t ! T , a ! A, and
S, S ! ! dom(X). Then, a given initial system state and sequence of action choices
fixes the evolution of the system over time. Generally speaking, however, the e!ects
are stochastic and a multitude of evolutions is possible.

We will now introduce some notations to guide the remaining discussion. Let " ! T
be a decision moment. A sequence

# = S0, . . . , S! (4.11)

of subsequent system states (i.e. St ! dom(X), t = 0, . . . , ") represents a potential
evolution of the system and is called a state sequence up to time point " . If m = |"X |
is the cardinality of the state space, there exist m!+1 di!erent state sequences up to
that time point. A sequence

$ = a0, . . . , a! (4.12)

of subsequent action choices (i.e. at ! A, t = 0, . . . , ") represents concrete decision-
making behaviour and is called an action sequence up to time point " . If there are
k = |A| di!erent actions to choose from, there exist k!+1 di!erent action sequences
up to that time point. The pair h = (#,$) represents a potential realisation of the
decision process and is called a decision-making history. We will use H! to denote
the set of all possible histories up to time point " . The set of full-length histories HN

now represents all potential outcomes of the decision process; the cardinality of HN

is (mk)N+1.

Given an action sequence $ = a0, a1, . . . , a! and an initial state S ! dom(X), a (con-

ditional) probability distribution P (S,")
! on state sequences up to time point " ! T is

1Recall from Section 3.1 that dom(X) = dom(x1)" · · ·" dom(xn) if X = {x1, . . . , xn}.
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induced as follows:

P (S,!)
" (!) =

"!1!

t=0

"t(St, at, St+1) (4.13)

for all state sequences ! = S0, . . . , S" having S0 = S, and P (S,!)
" (!) = 0 for all other

state sequences. In this probability distribution, the system state at time point t is
independent of the decision-making history given the action choice and system state
at time point t ! 1; the sequence of subsequent system states is therefore a Markov
chain. Furthermore, the action a" at time point # does not appear in the equation
and is uninfluential. In the overall decision problem, the action choice at the last
decision moment t = N , is therefore irrelevant to the system’s evolution.

Example 4.17 An example MDP model for the VSD domain can be devised as fol-
lows. The set X represents the clinical state of the patient and is composed of the
attributes VSD, resis, shunt, pmhyp, pmart, hfail, and death. There are 6 deci-
sion moments, at respectively 3 months, 6 months, 12 months, 24 months, 4 years,
and 8 years after birth. The available actions, finally, are the modalities available to
the cardiologist to manage a VSD patient: A = {echo, med, cath, surg, biop}. Note
that in this MDP model, spontaneous closure of the VSD is represented implicitly by
diminishing values for the attribute VSD at subsequent decision moments. Similarly,
the Eisenmenger syndrome is represented by increasing values for pmhyp (pulmonary
hypertension) due to pulmonary arteriopathy (pmart=true).

Evaluation criteria

In an MDP model M = (T,A, P,R), the set R comprises reward functions rt,
t " T , that describe time-dependent preferences of the decision maker with respect
to states and actions: rt(S, a), rt " R, denotes the (numerical) reward received when
the decision maker chooses action a " A at time point t " T and the current state
is S " dom(X). It is important to note that this reward value reflects relative
(un)desirability of that state and action at time point t only; states and actions
at other time points are disregarded within the reward functions. Furthermore, re-
ward values may be positive as well as negative; in the latter case one often speaks
of costs. Similar to transition probability functions, we speak of stationary reward
functions when they are independent of time, i.e. when rt = rt! for all t, t" " T ; this
is customary for infinite-horizon models. We note that although the action choice
at the final decision moment t = N will not influence the system’s evolution, it does
a!ect the reward received at that time point.

To rank the potential outcomes h " HN of a decision process, the rewards received at
subsequent time points have to be combined using an evaluation metric. Examples
of such metrics are total reward, average reward, and variations thereof. We focus
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here on the total discounted reward metric, which is defined as

u(h) =
N!

t=0

!trt(St, at), (4.14)

where h = (S0, . . . , SN , a0, . . . , aN ), and 0 < ! ! 1 is a real-valued discount factor.
The value u(h) is the total discounted reward associated with history h, and is also
referred to as its utility under this metric; when ! = 1, we simply speak of total
reward. From a utility-theoretic point of view, the function u provides a preference
ordering on the set HN of outcomes, where the states and actions at subsequent time
points are taken to be additive-independent attributes of utility. The discount factor
is generally justified economically (as a representation of interest, when the rewards
represent monetary gains), mechanically (as a representation of physical decay), or
psychologically (people tend to care more about near than about distant future).
The discount factor is also a prerequisite to infinite-horizon MDPs, as there would
otherwise be no upper bound on the function u.

Given an action sequence " = a0, . . . , aN , the expected utility ũ!(S) of initial system
state S is now defined as

ũ!(S) =
!

h!HN , h=(",!)

u(h) · P (S,!)
N (#). (4.15)

The decision maker’s objective is to maximise expected utility by choosing an appro-
priate sequence of actions.

Formulation of solutions

As the evolution of the system cannot be predicted with certainty, the decision maker
will have to respond to observations in due course when choosing his actions; other-
wise, expected-utility maximisation is not guaranteed. Under the assumption of full
observability, solving the decision problem formulated by an MDP model therefore
amounts to finding a policy $ = {%t | t " T}, where

%t : dom(X)# A (4.16)

is a decision function prescribing the action choice at time point t " T given the
actual system state. Potentially, there are km di!erent decision functions to choose
from at each time point, where again k = |A| and m = |"X |. The number of di!erent
policies is therefore km(N+1)

. If the functions are identical for all time points, i.e.
when %t = %t! for all t, t" " T , then the policy is said to be stationary ; the number
of di!erent policies than reduces to km. Stationarity of the policy can be assumed
when both the transition probability and the reward functions are stationary; in that
case, investigating non-stationary policies would not help to increase expected utility.
Such policies are therefore the standard type of solution to infinite-horizon FOMDPs.
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Given a policy ! = {"t | t ! T} and an initial system state S ! dom(X), a (condi-

tional) probability distribution P (S,!)
" on histories up to time point # is induced as

follows:

P (S,!)
" (h) =

"!1!

t=0

$t(St, at, St+1) (4.17)

for all h = (S0, . . . , S" , a0, . . . , a" ) having S0 = S and "t(St) = at; for all other h ! H" ,

we have P (S,!)
" (h) = 0. The expected utility ũ!(S) of initial system state S under

policy ! now equals

ũ!(S) = E
P

(S,!)
N

(u)

=
"

h"HN

u(h) · P (S,!)
N (h). (4.18)

The task of computing ũ!(S) for a given policy ! and initial state S is called pol-
icy evaluation. We say that a policy is optimal when it maximises ũ!(S) for all
S ! dom(X); the task of finding such a policy is called solving the FOMDP. Note
that the utility function must have an upper bound in order to compare policies; this
condition is satisfied when all the reward functions are bounded, and, in the case of
infinite-horizon models, the discount rate % is smaller than 1.

Solution methods

The standard approach to solving FOMDPs is based on decomposing the decision
process using the Markov property. Define the maximum expected partial utility
&̃#t (St) of state St ! dom(X) at time point t ! T as follows:

&̃#t (St) = max
at"A

#
$

%rt(St, at) + % ·
"

St+1"dom(X)

$t(St, at, St+1) · &̃#t+1(St+1)

&
'

( ,(4.19)

if t < N , and &̃#N (SN) = maxaN"A{rN(SN , aN )}, otherwise. The value &̃#t (St) is the
maximum expected total reward that is to be received during the future steps of the
decision process. If !# is an optimal policy, we have that

ũ!!(S) = &̃#0(S) (4.20)

for all initial system states S ! dom(X). The recursion described by Equation 4.19 is
usually named a Bellman equation, after Richard Bellman, the researcher who intro-
duced this method. It reflects the fact in the FOMDP representation, a multi-stage
decision problem can be reduced to a series of inductively-defined single-stage deci-
sion problems. Computational methods based on Bellman equations are generally
referred to as stochastic dynamic programming; as they solve decision problems in re-
verse order are considered to be an e!cient form of backward induction. An example
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Figure 4.5: Process dynamics in MDPs.

In principle, few restrictions exist on the above elements of M in order to jointly
qualify as an MDP. The primary characteristic of an MDP is the Markov property :
the e!ects of actions are described by stochastic transitions on the system state that
depend on the last state and action choice only; the sequence of subsequent system
states within a given evolution of the decision process is therefore a Markov chain.
We restrict the discussion of MDPs to cases where the set T is discrete, and the sets
X and A are finite. As in the previous sections, by finiteness of X we mean that X
is a finite set of discrete variables with a finite domain, and therefore the set dom(X)
of system states is also finite. Below, we will first describe the process dynamics
in MDPs. We then turn to criteria to evaluate and compare decision processes,
and to the formulation of decision-making policies for FOMDPs. We conclude the
section with a brief discussion of solution methods, and some remarks on the FOMDP
representation.

Process dynamics

In an MDP model M = (T,A, ", R), the set T explicitly denotes the times at which
the decision maker is expected to choose an action; the explicitness in the representa-
tion of these decision moments contrasts with the earlier discussed decision-theoretic
representation formalisms where the notion of time was left implicit. As we take T
to be discrete, we can assume without loss of generality that T = {0, 1, 2, . . .} ! N,
where the ordering < on the natural numbers represents temporal precedence; the
time point t = 0 is called the initial moment of the decision process. When there ex-
ists a finite maximum element N " N in T , the model is said to have a finite horizon
of length N ; otherwise, it is said to have an infinite horizon. In the present discussion,
we will focus on finite-horizon models and make a few remarks on the generalisation
to infinite horizons. Note that in the finite case, the action choice at the final decision
moment t = N is meaningless with respect to evolution of the system state.

The dynamic system under (partial) control by the decision maker is described by a
set X of random variables, where each joint value S " dom(X) represents a possible

Dynamic system under partial control of DM 
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state of that system.1 Similar to the representation of time, state dynamics are made
explicit in MDPs: all the variables in X obtain a new value at each decision moment
(although it is possible that some values have not changed as compared to their
previous values). An expression of the form X = S states that the system occupies
state S ! dom(X); we regard the elements of the set X as attributes, each describing
a di!erent aspect of the dynamic system. The number of possible system states equals
|dom(X)| = |"X |. The set A represents the actions, or equally, decision alternatives,
that are available to the decision maker at each decision moment. Note that there
are no restrictions on the action-selection procedure: actions may be chosen multiple
times, and it is even possible to repeat a single action all the time. Figure 4.5
schematically depicts the described process dynamics.

The e!ects of actions on system dynamics are described by the set # of time- and
action-dependent transition probability functions, where !t(S, a, S !), !t ! #, denotes
the probability that state S ! ! dom(X) results after performing action a ! A in state
S ! dom(X) at decision moment t ! T . In infinite-horizon MDPs, action e!ects are
usually assumed to be independent of time, i.e. !t = !t! for all time points t, t! ! T ;
the transition probabilities are then said to be stationary. A special case exists when
the action e!ects are deterministic, i.e. !t(S, a, S !) ! {0, 1} for all t ! T , a ! A, and
S, S ! ! dom(X). Then, a given initial system state and sequence of action choices
fixes the evolution of the system over time. Generally speaking, however, the e!ects
are stochastic and a multitude of evolutions is possible.

We will now introduce some notations to guide the remaining discussion. Let " ! T
be a decision moment. A sequence

# = S0, . . . , S! (4.11)

of subsequent system states (i.e. St ! dom(X), t = 0, . . . , ") represents a potential
evolution of the system and is called a state sequence up to time point " . If m = |"X |
is the cardinality of the state space, there exist m!+1 di!erent state sequences up to
that time point. A sequence

$ = a0, . . . , a! (4.12)

of subsequent action choices (i.e. at ! A, t = 0, . . . , ") represents concrete decision-
making behaviour and is called an action sequence up to time point " . If there are
k = |A| di!erent actions to choose from, there exist k!+1 di!erent action sequences
up to that time point. The pair h = (#,$) represents a potential realisation of the
decision process and is called a decision-making history. We will use H! to denote
the set of all possible histories up to time point " . The set of full-length histories HN

now represents all potential outcomes of the decision process; the cardinality of HN

is (mk)N+1.

Given an action sequence $ = a0, a1, . . . , a! and an initial state S ! dom(X), a (con-

ditional) probability distribution P (S,")
! on state sequences up to time point " ! T is

1Recall from Section 3.1 that dom(X) = dom(x1)" · · ·" dom(xn) if X = {x1, . . . , xn}.

Subsequent states
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induced as follows:

P (S,!)
" (!) =

"!1!

t=0

"t(St, at, St+1) (4.13)

for all state sequences ! = S0, . . . , S" having S0 = S, and P (S,!)
" (!) = 0 for all other

state sequences. In this probability distribution, the system state at time point t is
independent of the decision-making history given the action choice and system state
at time point t ! 1; the sequence of subsequent system states is therefore a Markov
chain. Furthermore, the action a" at time point # does not appear in the equation
and is uninfluential. In the overall decision problem, the action choice at the last
decision moment t = N , is therefore irrelevant to the system’s evolution.

Example 4.17 An example MDP model for the VSD domain can be devised as fol-
lows. The set X represents the clinical state of the patient and is composed of the
attributes VSD, resis, shunt, pmhyp, pmart, hfail, and death. There are 6 deci-
sion moments, at respectively 3 months, 6 months, 12 months, 24 months, 4 years,
and 8 years after birth. The available actions, finally, are the modalities available to
the cardiologist to manage a VSD patient: A = {echo, med, cath, surg, biop}. Note
that in this MDP model, spontaneous closure of the VSD is represented implicitly by
diminishing values for the attribute VSD at subsequent decision moments. Similarly,
the Eisenmenger syndrome is represented by increasing values for pmhyp (pulmonary
hypertension) due to pulmonary arteriopathy (pmart=true).

Evaluation criteria

In an MDP model M = (T,A, P,R), the set R comprises reward functions rt,
t " T , that describe time-dependent preferences of the decision maker with respect
to states and actions: rt(S, a), rt " R, denotes the (numerical) reward received when
the decision maker chooses action a " A at time point t " T and the current state
is S " dom(X). It is important to note that this reward value reflects relative
(un)desirability of that state and action at time point t only; states and actions
at other time points are disregarded within the reward functions. Furthermore, re-
ward values may be positive as well as negative; in the latter case one often speaks
of costs. Similar to transition probability functions, we speak of stationary reward
functions when they are independent of time, i.e. when rt = rt! for all t, t" " T ; this
is customary for infinite-horizon models. We note that although the action choice
at the final decision moment t = N will not influence the system’s evolution, it does
a!ect the reward received at that time point.

To rank the potential outcomes h " HN of a decision process, the rewards received at
subsequent time points have to be combined using an evaluation metric. Examples
of such metrics are total reward, average reward, and variations thereof. We focus
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here on the total discounted reward metric, which is defined as

u(h) =
N!

t=0

!trt(St, at), (4.14)

where h = (S0, . . . , SN , a0, . . . , aN ), and 0 < ! ! 1 is a real-valued discount factor.
The value u(h) is the total discounted reward associated with history h, and is also
referred to as its utility under this metric; when ! = 1, we simply speak of total
reward. From a utility-theoretic point of view, the function u provides a preference
ordering on the set HN of outcomes, where the states and actions at subsequent time
points are taken to be additive-independent attributes of utility. The discount factor
is generally justified economically (as a representation of interest, when the rewards
represent monetary gains), mechanically (as a representation of physical decay), or
psychologically (people tend to care more about near than about distant future).
The discount factor is also a prerequisite to infinite-horizon MDPs, as there would
otherwise be no upper bound on the function u.

Given an action sequence " = a0, . . . , aN , the expected utility ũ!(S) of initial system
state S is now defined as

ũ!(S) =
!

h!HN , h=(",!)

u(h) · P (S,!)
N (#). (4.15)

The decision maker’s objective is to maximise expected utility by choosing an appro-
priate sequence of actions.

Formulation of solutions

As the evolution of the system cannot be predicted with certainty, the decision maker
will have to respond to observations in due course when choosing his actions; other-
wise, expected-utility maximisation is not guaranteed. Under the assumption of full
observability, solving the decision problem formulated by an MDP model therefore
amounts to finding a policy $ = {%t | t " T}, where

%t : dom(X)# A (4.16)

is a decision function prescribing the action choice at time point t " T given the
actual system state. Potentially, there are km di!erent decision functions to choose
from at each time point, where again k = |A| and m = |"X |. The number of di!erent
policies is therefore km(N+1)

. If the functions are identical for all time points, i.e.
when %t = %t! for all t, t" " T , then the policy is said to be stationary ; the number
of di!erent policies than reduces to km. Stationarity of the policy can be assumed
when both the transition probability and the reward functions are stationary; in that
case, investigating non-stationary policies would not help to increase expected utility.
Such policies are therefore the standard type of solution to infinite-horizon FOMDPs.
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Given a policy ! = {"t | t ! T} and an initial system state S ! dom(X), a (condi-

tional) probability distribution P (S,!)
" on histories up to time point # is induced as

follows:

P (S,!)
" (h) =

"!1!

t=0

$t(St, at, St+1) (4.17)

for all h = (S0, . . . , S" , a0, . . . , a" ) having S0 = S and "t(St) = at; for all other h ! H" ,

we have P (S,!)
" (h) = 0. The expected utility ũ!(S) of initial system state S under

policy ! now equals

ũ!(S) = E
P

(S,!)
N

(u)

=
"

h"HN

u(h) · P (S,!)
N (h). (4.18)

The task of computing ũ!(S) for a given policy ! and initial state S is called pol-
icy evaluation. We say that a policy is optimal when it maximises ũ!(S) for all
S ! dom(X); the task of finding such a policy is called solving the FOMDP. Note
that the utility function must have an upper bound in order to compare policies; this
condition is satisfied when all the reward functions are bounded, and, in the case of
infinite-horizon models, the discount rate % is smaller than 1.

Solution methods

The standard approach to solving FOMDPs is based on decomposing the decision
process using the Markov property. Define the maximum expected partial utility
&̃#t (St) of state St ! dom(X) at time point t ! T as follows:

&̃#t (St) = max
at"A

#
$

%rt(St, at) + % ·
"

St+1"dom(X)

$t(St, at, St+1) · &̃#t+1(St+1)

&
'

( ,(4.19)

if t < N , and &̃#N (SN) = maxaN"A{rN(SN , aN )}, otherwise. The value &̃#t (St) is the
maximum expected total reward that is to be received during the future steps of the
decision process. If !# is an optimal policy, we have that

ũ!!(S) = &̃#0(S) (4.20)

for all initial system states S ! dom(X). The recursion described by Equation 4.19 is
usually named a Bellman equation, after Richard Bellman, the researcher who intro-
duced this method. It reflects the fact in the FOMDP representation, a multi-stage
decision problem can be reduced to a series of inductively-defined single-stage deci-
sion problems. Computational methods based on Bellman equations are generally
referred to as stochastic dynamic programming; as they solve decision problems in re-
verse order are considered to be an e!cient form of backward induction. An example
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" (h) = 0. The expected utility ũ!(S) of initial system state S under

policy ! now equals

ũ!(S) = E
P

(S,!)
N

(u)

=
"

h"HN

u(h) · P (S,!)
N (h). (4.18)

The task of computing ũ!(S) for a given policy ! and initial state S is called pol-
icy evaluation. We say that a policy is optimal when it maximises ũ!(S) for all
S ! dom(X); the task of finding such a policy is called solving the FOMDP. Note
that the utility function must have an upper bound in order to compare policies; this
condition is satisfied when all the reward functions are bounded, and, in the case of
infinite-horizon models, the discount rate % is smaller than 1.

Solution methods

The standard approach to solving FOMDPs is based on decomposing the decision
process using the Markov property. Define the maximum expected partial utility
&̃#t (St) of state St ! dom(X) at time point t ! T as follows:

&̃#t (St) = max
at"A

#
$

%rt(St, at) + % ·
"

St+1"dom(X)

$t(St, at, St+1) · &̃#t+1(St+1)

&
'

( ,(4.19)

if t < N , and &̃#N (SN) = maxaN"A{rN(SN , aN )}, otherwise. The value &̃#t (St) is the
maximum expected total reward that is to be received during the future steps of the
decision process. If !# is an optimal policy, we have that

ũ!!(S) = &̃#0(S) (4.20)

for all initial system states S ! dom(X). The recursion described by Equation 4.19 is
usually named a Bellman equation, after Richard Bellman, the researcher who intro-
duced this method. It reflects the fact in the FOMDP representation, a multi-stage
decision problem can be reduced to a series of inductively-defined single-stage deci-
sion problems. Computational methods based on Bellman equations are generally
referred to as stochastic dynamic programming; as they solve decision problems in re-
verse order are considered to be an e!cient form of backward induction. An example

Utility

Decision rule: 
Maximise the 
expected utility



More decision trees

https://journals.plos.org/plosone/article/figure?id=10.1371/journal.pone.0033812.g002
https://www.yanisvaroufakis.eu/wp-content/uploads/2017/02/modern-and-postmodern-challenges-to-game-theory.pdf
https://hbr.org/1964/07/decision-trees-for-decision-making https://www.intellspot.com/decision-tree-examples/



Example: Breast Cancer prognosis

Oncotype DX®: 
multigene diagnostic test that determines the 
individual risk of cancer recurrence in early-
stage invasive breast cancer

Reveals the underlying
tumour biology on the 
molecular level to guide 
treatment decisions 
(adjuvant chemotherapy 
or not) by quantifying 
the uncertainty



Cancer treatment decision-making involving 
genomic recurrence risk

Genomic 
test

Personal 
preferences

recurrence 
score (0-100)

Traditional 
lab work

Overall 
health

No 
chemo

Chemo
beliefs, 

quality of live...

Traditional 
lab work

eligibilities for 
treatment choices 

traditional markers

?

‣ Complex	informa.on	with	uncertainty	(Oncotype	DX)		

‣ Emo.ons	interfering	with	judgement	

‣ Mul.ple	decision	makers	interac.ng	(physicians,	pa.ents,	family/friends)

Breast Cancer prognosis and treatment decisions



Example: (asymptomatic) genomic testing

Your personal health 
experience starts with 
meaningful information 
from your DNA.

https://www.23andme.com/en-gb/



Example: (asymptomatic) genomic testing

Hiiiiiih! How are you today? Good? Well, 
I’ve got some GREAT news for you.  

You’ve got a gene variant that means you’ve 
only got a 10% chance for Parkinson’s 
disease before you turn 40 and even after 
that it only increases by 20% annually.  

Sorry for the inconvenience caused, but we 
thought you’d appreciate to know that 
beforehand….. See YAH



Lead time and survival time: 
Genomic testing under three scenarios

• Test result may cause anxiety and apathy during lead time (could be 50 years!)

• Test result may be wrong (e.g. immature research, multiple testing)

• If correct and if treatment is available testing may increase survival time. 

Test result 
(genetic)

Treatment

Death

Death

Death

No treatment available

No testing performed      No treatment available

Diagnosis 
(clinical)

 Time gained

Genomic Testing: Scenarios

Time lost?
Testing
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Lead time and survival time: 
Genomic testing under three scenarios

• Test result may cause anxiety and apathy during lead time (could be 50 years!)

• Test result may be wrong (e.g. immature research, multiple testing)

• If correct and if treatment is available testing may increase survival time. 

Test result 
(genetic)

Treatment

Death

Death

Death

No treatment available

No testing performed      No treatment available

Diagnosis 
(clinical)

 Time gained

Decision about taking a test or not

• How do we compare outcomes? Cost of lost years?

• What is the loss for living with bad prospects?

• Consider probability weighting (Tversky/Kaneman’s Prospect theory)

• Consider cost for others (relatives) who have not asked for the information



Example: UG Admissions (unique to UK!)

• Students receive offers conditional on their A-level results.

• Decision who gets a conditional offer is based on predicted A-level results, 
previous marks, recommendation letters, etc.



Perspectives in UG Admissions

Student 
Perspective

University 
perspective

Complemen-
tary 

ownership

External force?
But student also 
has control

Refined 
estimates based 
on predicted 
grades?



Limitations of MDPs

• One decision maker only 

• Fixed order of alternating decision and chance nodes 

• Fixed utility representing only one perspective

• Only one scale

• Utilities numerical (real world outcomes may be incommensurable)

• Utilities depend on state not path

• Probabilities depend on state not path (Markov)

• Knowledge of all probabilities required

• No covariates (path dependent)

• Tree structure has to be fully known

Joint decision models?

98 Decision-theoretic representation formalisms

here on the total discounted reward metric, which is defined as

u(h) =
N!

t=0

!trt(St, at), (4.14)

where h = (S0, . . . , SN , a0, . . . , aN ), and 0 < ! ! 1 is a real-valued discount factor.
The value u(h) is the total discounted reward associated with history h, and is also
referred to as its utility under this metric; when ! = 1, we simply speak of total
reward. From a utility-theoretic point of view, the function u provides a preference
ordering on the set HN of outcomes, where the states and actions at subsequent time
points are taken to be additive-independent attributes of utility. The discount factor
is generally justified economically (as a representation of interest, when the rewards
represent monetary gains), mechanically (as a representation of physical decay), or
psychologically (people tend to care more about near than about distant future).
The discount factor is also a prerequisite to infinite-horizon MDPs, as there would
otherwise be no upper bound on the function u.

Given an action sequence " = a0, . . . , aN , the expected utility ũ!(S) of initial system
state S is now defined as

ũ!(S) =
!

h!HN , h=(",!)

u(h) · P (S,!)
N (#). (4.15)

The decision maker’s objective is to maximise expected utility by choosing an appro-
priate sequence of actions.

Formulation of solutions

As the evolution of the system cannot be predicted with certainty, the decision maker
will have to respond to observations in due course when choosing his actions; other-
wise, expected-utility maximisation is not guaranteed. Under the assumption of full
observability, solving the decision problem formulated by an MDP model therefore
amounts to finding a policy $ = {%t | t " T}, where

%t : dom(X)# A (4.16)

is a decision function prescribing the action choice at time point t " T given the
actual system state. Potentially, there are km di!erent decision functions to choose
from at each time point, where again k = |A| and m = |"X |. The number of di!erent
policies is therefore km(N+1)

. If the functions are identical for all time points, i.e.
when %t = %t! for all t, t" " T , then the policy is said to be stationary ; the number
of di!erent policies than reduces to km. Stationarity of the policy can be assumed
when both the transition probability and the reward functions are stationary; in that
case, investigating non-stationary policies would not help to increase expected utility.
Such policies are therefore the standard type of solution to infinite-horizon FOMDPs.
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induced as follows:

P (S,!)
" (!) =

"!1!

t=0

"t(St, at, St+1) (4.13)

for all state sequences ! = S0, . . . , S" having S0 = S, and P (S,!)
" (!) = 0 for all other

state sequences. In this probability distribution, the system state at time point t is
independent of the decision-making history given the action choice and system state
at time point t ! 1; the sequence of subsequent system states is therefore a Markov
chain. Furthermore, the action a" at time point # does not appear in the equation
and is uninfluential. In the overall decision problem, the action choice at the last
decision moment t = N , is therefore irrelevant to the system’s evolution.

Example 4.17 An example MDP model for the VSD domain can be devised as fol-
lows. The set X represents the clinical state of the patient and is composed of the
attributes VSD, resis, shunt, pmhyp, pmart, hfail, and death. There are 6 deci-
sion moments, at respectively 3 months, 6 months, 12 months, 24 months, 4 years,
and 8 years after birth. The available actions, finally, are the modalities available to
the cardiologist to manage a VSD patient: A = {echo, med, cath, surg, biop}. Note
that in this MDP model, spontaneous closure of the VSD is represented implicitly by
diminishing values for the attribute VSD at subsequent decision moments. Similarly,
the Eisenmenger syndrome is represented by increasing values for pmhyp (pulmonary
hypertension) due to pulmonary arteriopathy (pmart=true).

Evaluation criteria

In an MDP model M = (T,A, P,R), the set R comprises reward functions rt,
t " T , that describe time-dependent preferences of the decision maker with respect
to states and actions: rt(S, a), rt " R, denotes the (numerical) reward received when
the decision maker chooses action a " A at time point t " T and the current state
is S " dom(X). It is important to note that this reward value reflects relative
(un)desirability of that state and action at time point t only; states and actions
at other time points are disregarded within the reward functions. Furthermore, re-
ward values may be positive as well as negative; in the latter case one often speaks
of costs. Similar to transition probability functions, we speak of stationary reward
functions when they are independent of time, i.e. when rt = rt! for all t, t" " T ; this
is customary for infinite-horizon models. We note that although the action choice
at the final decision moment t = N will not influence the system’s evolution, it does
a!ect the reward received at that time point.

To rank the potential outcomes h " HN of a decision process, the rewards received at
subsequent time points have to be combined using an evaluation metric. Examples
of such metrics are total reward, average reward, and variations thereof. We focus



Game tree

• Moves (choices) of each players at each stage, part of strategy

• Outcomes, pay-offs

• Simultaneous or sequential moves

Simultaneous move 
pay-off matrix



Tree notation
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Section 6 puts this all together in one decision model and builds

decision rules on it. We distinguish di↵erent degrees of locality up

to final decision rules selecting final outcomes. Inspired by Smith’s

notion of introduces the notion of currently judgement optimal [5]

we look at consistency between local and global decision roles. An

important concept is adaptation, which refers to the use of whatever

is available in the awareness range of a decision point.

2. Trees

Trees have long played a central role in probability theory as well

as decision theory; a good review of their usefulness can be found in

[4].

Mathematically, a tree is a finite connected graph without cycles and

with a distinguished vertex ⇢ also called its root. Let T denote the

set of all trees. The root describes generation 0, its neighbours form

generation 1, their other neighbours form generation 2, and so on.

Let T 2 T . Any two vertices x, y 2 T are connected by exactly one

path ⌫T (x, y) and their distance dT (x, y) is defined as the number of

its edges. Let g(x) be the generation of the vertex x. For any n 2 N0,

let gn(T ) = {x 2 T | g(x) = n} be the nth generation of the tree.

The height of the tree is defined as the maximal possible generation

and its diameter is the maximal possible distance between vertices

ht(T ) = max
x2T

g(x) diam(T ) = max
x,y2T

dT (x, y)

By definition, ght(T )(T ) 6= ⇢, but not all paths starting from the root

and heading directly to a leaf need to be of length ht(T ). The set of

all possible individuals of such trees is given by

T = ⇢ [
[

n2N
Nn.

For a vertex y 2 gn(T) with n 2 N, there exists exactly one vertex

x 2 gn�1(T) that is connected to y. The vertex y is called a child of

the mother x and m(y) = x defines the mother map m : gn(T) 7�!
gn�1(T). C(x) = {y 2 T |m(y) = x} is the set of children of x.

Iterating this returns the set of grand children C2, the set of great

grand children

A vertex x 2 T is called leaf if |C(x)| = 0, and the set of leafs

is called L(T ). Note that not all paths starting from the root and

 ,Mathematical notation for the set

5

heading directly to a leaf need to be of length ht(T ), but some can

be shorter. Let T 0 = T \ L(T ) = {x 2 T | |C(x)| > 0} be the tree

without its leaves. The mother map can be iterated to identify x’s

grandmother m2(x), great-grandmother m3(x) and so on.

The mother map defines a relation on T by

x � y , mn(y) = x for some n 2 N0

Since � is reflexive, antisymmetric and transitive, (T,�) is a par-

tially ordered set. ⇢ is the least element. The individuals of any

particular tree T 2 T form a finite subset of T, more specifically,

T ✓ ⇢ [
[

n2N
nht(T )

Nn = ⇢ [ g1(T) [ g2(T) [ · · · [ ght(T )(T).

Since the mother map can be restricted on any T 2 T , x � y is

inherited and defines a partial order on T. This coincides with a

traditional definition of a partial order on a tree that is defined by a

circuit free path from ⇢ to y going through x. For each fixed y 2 T,

the set {x 2 T |x � y} is totally ordered by � and we define

dy(x) = |{x 2 T |x � y}|.(1)

For n 2 N, the projection map

⇡n : T �!
[

k2N0
jn

gj(T) with ⇡n(x) =

8
<

:
mg(x)�n(x) if 2 g(x)� n � 0,

x otherwise.

(2)

assigns vertices belonging to generations later than n their ancestor

in generation n. This can be applied to whole tree T 2 T , resulting

in a tree ⇡n(T ) of height n. In the opposite direction, we define the

subtree tree with root x and continuing all the way to the leaves,

i.e., the tree containing x and all its descendants

⇡̂(T )(x) = {y 2 T | y ⌫ x}.(3)

We also define smaller subtrees through restricting it to only n post-x

generations

⇡̂n(T )(x) = {y 2 ⇡̂(T )(x) | dy(x)  n} = {y 2 ⇡̂(T )(x) | g(y)  g(x) + n}.
(4)

The maximal generation of the descendants of x is given by

max{g(y) | y 2 ⇡̂(T )(x)}.(5)
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set of all trees. The root describes generation 0, its neighbours form

generation 1, their other neighbours form generation 2, and so on.

Let T 2 T . Any two vertices x, y 2 T are connected by exactly one

path ⌫T (x, y) and their distance dT (x, y) is defined as the number of

its edges. Let g(x) be the generation of the vertex x. For any n 2 N0,

let gn(T ) = {x 2 T | g(x) = n} be the nth generation of the tree.

The height of the tree is defined as the maximal possible generation

and its diameter is the maximal possible distance between vertices

ht(T ) = max
x2T

g(x) diam(T ) = max
x,y2T

dT (x, y)

By definition, ght(T )(T ) 6= ⇢, but not all paths starting from the root

and heading directly to a leaf need to be of length ht(T ). The set of

all possible individuals of such trees is given by

T = ⇢ [
[

n2N
Nn.

For a vertex y 2 gn(T) with n 2 N, there exists exactly one vertex

x 2 gn�1(T) that is connected to y. The vertex y is called a child of

the mother x and m(y) = x defines the mother map m : gn(T) 7�!
gn�1(T). C(x) = {y 2 T |m(y) = x} is the set of children of x.

Iterating this returns the set of grand children C2, the set of great

grand children

A vertex x 2 T is called leaf if |C(x)| = 0, and the set of leafs

is called L(T ). Note that not all paths starting from the root and
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as decision theory; a good review of their usefulness can be found in

[4].

Mathematically, a tree is a finite connected graph without cycles and

with a distinguished vertex ⇢ also called its root. Let T denote the

set of all trees. The root describes generation 0, its neighbours form

generation 1, their other neighbours form generation 2, and so on.

Let T 2 T . Any two vertices x, y 2 T are connected by exactly one

path ⌫T (x, y) and their distance dT (x, y) is defined as the number of

its edges. Let g(x) be the generation of the vertex x. For any n 2 N0,

let gn(T ) = {x 2 T | g(x) = n} be the nth generation of the tree.

The height of the tree is defined as the maximal possible generation

and its diameter is the maximal possible distance between vertices

ht(T ) = max
x2T

g(x) diam(T ) = max
x,y2T

dT (x, y)

By definition, ght(T )(T ) 6= ⇢, but not all paths starting from the root

and heading directly to a leaf need to be of length ht(T ). The set of

all possible individuals of such trees is given by

T = ⇢ [
[

n2N
Nn.

For a vertex y 2 gn(T) with n 2 N, there exists exactly one vertex

x 2 gn�1(T) that is connected to y. The vertex y is called a child of

the mother x and m(y) = x defines the mother map m : gn(T) 7�!
gn�1(T). C(x) = {y 2 T |m(y) = x} is the set of children of x.

Iterating this returns the set of grand children C2, the set of great

grand children

A vertex x 2 T is called leaf if |C(x)| = 0, and the set of leafs

is called L(T ). Note that not all paths starting from the root and

 i.e. the connected rooted graphs w/o cycles (aka trees): 
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A tree is T 0 2 T called subtree of T if T 0 ✓ T and supertree of T if

T 0 ◆ T.

We need systematic notation to refer to the individual vertices. The

classical Ulam-Harris framework (see e.g. Jagers) identifies vertices

with sequences of natural numbers so that x = (x1, x2, . . . , xn) 2 Nn

denotes the xnth child of the xn�1th child of the . . . and so on up to

the x2th child of the x1th child of the root ⇢.

A tree can be used to describe a structure of events, also called event

tree. Equipping the branches with probabilities is referred to as

probabilising the tree, making it a probability tree (see e.g. Edwards

83).

Trees can be used to describe (sequential) games and decision pro-

cesses, with the tree’s generations representing steps of the process.

The leaves L(T ) correspond to final outcomes. T 0 contains all other

vertices which double function as decision points and intermediate

outcomes. Traditionally, the latter are also called situations. For

each decision point x 2 T 0, the choices are given by the set C(x) of

its children. A function r : T �! R assigns the outcome of each

decision point a raw value from a set R.

3. Ownership

Decision processes are controlled decision makers. We will define

mathematical concepts for di↵erent levels of controls. In this section

we consider cases where each decision point is owned by exactly one

decision maker.

Let B be a set of decision makers. This is normally finite, but it may

be countable in some applications. A decision maker would typically

be a person, but the role could also be taken on by an institution,

a robot or an external force (of which little may be known). The

latter is often referred to as nature in the economics literature.

Definition 1. Decision owner and control tree. Let T 2 T
be a decision tree and � : T 0 �! B a map assigning each decision

point x a decision owner b(x). �T := �(T 0) is called ownership tree

generated by �.

Note that it is justified to refer to �T as a tree because it inherits

the structure of T 0.
Traditional examples
• full control
• MDPs
• sequential games

More general examples
• DM may depend on path, not only on step
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A tree is T 0 2 T called subtree of T if T 0 ✓ T and supertree of T if
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denotes the xnth child of the xn�1th child of the . . . and so on up to

the x2th child of the x1th child of the root ⇢.

A tree can be used to describe a structure of events, also called event

tree. Equipping the branches with probabilities is referred to as

probabilising the tree, making it a probability tree (see e.g. Edwards

83).

Trees can be used to describe (sequential) games and decision pro-

cesses, with the tree’s generations representing steps of the process.

The leaves L(T ) correspond to final outcomes. T 0 contains all other

vertices which double function as decision points and intermediate

outcomes. Traditionally, the latter are also called situations. For

each decision point x 2 T 0, the choices are given by the set C(x) of

its children. A function r : T �! R assigns the outcome of each

decision point a raw value from a set R.

3. Ownership

Decision processes are controlled decision makers. We will define

mathematical concepts for di↵erent levels of controls. In this section

we consider cases where each decision point is owned by exactly one

decision maker.

Let B be a set of decision makers. This is normally finite, but it may

be countable in some applications. A decision maker would typically

be a person, but the role could also be taken on by an institution,

a robot or an external force (of which little may be known). The

latter is often referred to as nature in the economics literature.

Definition 1. Decision owner and control tree. Let T 2 T
be a decision tree and � : T 0 �! B a map assigning each decision

point x a decision owner b(x). �T := �(T 0) is called ownership tree

generated by �.

Note that it is justified to refer to �T as a tree because it inherits

the structure of T 0.

7

In the simplest case one decision maker owns every decision, which

has the side e↵ect of eliminating uncertainty from the decision pro-

cess.

Example 2. Full control. If there is a decision maker b 2 B such

that �(x) = b for all x 2 T 0 then b fully owns or has full control over

the decision process.

The emphasis of this paper are decision processes that involve more

than one decision owner, including non-human ones, and that allow

them to take turns or share ownership of decisions. This includes

classical set ups such as a sole decision owner making decisions in

the presence of uncertainty, or games with several players.

An important subclass is when control over entire steps of the process

is assined to fixed decision makers. Note that this is not generally

the case, because who controls the next step could depend on the

outcomes of previous steps. For example, someone who made a deci-

sion leading to a positive outcome one or more steps later, may gain

influence (see Example ???).

Definition 3. Control of a step. Let n 2 N0. If there is a b 2 B

such that �(x) = b for all x 2 gn(T 0), than b controls the nth step

of the decision process.

Definition 4. Sequential control. If for any n = 0, . . . , ht(T 0)

there is a decision maker b 2 B such that b controls the nth step

then the decision process is sequentially controlled.

Example 5. Traditional 2-person sequential game. N1 are be

odd numbers and N2 are the even numbers and Let B = {b1, b2} and

for x 2 T 0 let

�(x) =

8
<

:
b1 if x is odd,

b2 if x is even.

For example, a sequential game of with two rounds under each play-

ers control is represented by a suitable tree T of height 4 with N1 =

{1, 3} and N1 = {0, 1}.

A more general form of sequential games is when there are finitely

many players, one of them owning the decision in each step, though

not necessarily following a fixed repeated pattern. This corresponds

to the definition of a sequential decision process 4.
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A tree is T 0 2 T called subtree of T if T 0 ✓ T and supertree of T if
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We need systematic notation to refer to the individual vertices. The

classical Ulam-Harris framework (see e.g. Jagers) identifies vertices

with sequences of natural numbers so that x = (x1, x2, . . . , xn) 2 Nn

denotes the xnth child of the xn�1th child of the . . . and so on up to

the x2th child of the x1th child of the root ⇢.

A tree can be used to describe a structure of events, also called event

tree. Equipping the branches with probabilities is referred to as

probabilising the tree, making it a probability tree (see e.g. Edwards

83).

Trees can be used to describe (sequential) games and decision pro-

cesses, with the tree’s generations representing steps of the process.

The leaves L(T ) correspond to final outcomes. T 0 contains all other

vertices which double function as decision points and intermediate

outcomes. Traditionally, the latter are also called situations. For

each decision point x 2 T 0, the choices are given by the set C(x) of

its children. A function r : T �! R assigns the outcome of each

decision point a raw value from a set R.

3. Ownership

Decision processes are controlled decision makers. We will define

mathematical concepts for di↵erent levels of controls. In this section

we consider cases where each decision point is owned by exactly one

decision maker.

Let B be a set of decision makers. This is normally finite, but it may

be countable in some applications. A decision maker would typically

be a person, but the role could also be taken on by an institution,

a robot or an external force (of which little may be known). The

latter is often referred to as nature in the economics literature.

Definition 1. Decision owner and control tree. Let T 2 T
be a decision tree and � : T 0 �! B a map assigning each decision

point x a decision owner b(x). �T := �(T 0) is called ownership tree

generated by �.

Note that it is justified to refer to �T as a tree because it inherits

the structure of T 0.
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In the simplest case one decision maker owns every decision, which

has the side e↵ect of eliminating uncertainty from the decision pro-

cess.

Example 2. Full control. If there is a decision maker b 2 B such

that �(x) = b for all x 2 T 0 then b fully owns or has full control over

the decision process.

The emphasis of this paper are decision processes that involve more

than one decision owner, including non-human ones, and that allow

them to take turns or share ownership of decisions. This includes

classical set ups such as a sole decision owner making decisions in

the presence of uncertainty, or games with several players.

An important subclass is when control over entire steps of the process

is assined to fixed decision makers. Note that this is not generally

the case, because who controls the next step could depend on the

outcomes of previous steps. For example, someone who made a deci-

sion leading to a positive outcome one or more steps later, may gain

influence (see Example ???).

Definition 3. Control of a step. Let n 2 N0. If there is a b 2 B

such that �(x) = b for all x 2 gn(T 0), than b controls the nth step

of the decision process.

Definition 4. Sequential control. If for any n = 0, . . . , ht(T 0)

there is a decision maker b 2 B such that b controls the nth step

then the decision process is sequentially controlled.

Example 5. Traditional 2-person sequential game. N1 are be

odd numbers and N2 are the even numbers and Let B = {b1, b2} and

for x 2 T 0 let

�(x) =

8
<

:
b1 if x is odd,

b2 if x is even.

For example, a sequential game of with two rounds under each play-

ers control is represented by a suitable tree T of height 4 with N1 =

{1, 3} and N1 = {0, 1}.

A more general form of sequential games is when there are finitely

many players, one of them owning the decision in each step, though

not necessarily following a fixed repeated pattern. This corresponds

to the definition of a sequential decision process 4.
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In the simplest case one decision maker owns every decision, which

has the side e↵ect of eliminating uncertainty from the decision pro-

cess.

Example 2. Full control. If there is a decision maker b 2 B such

that �(x) = b for all x 2 T 0 then b fully owns or has full control over

the decision process.

The emphasis of this paper are decision processes that involve more

than one decision owner, including non-human ones, and that allow

them to take turns or share ownership of decisions. This includes

classical set ups such as a sole decision owner making decisions in

the presence of uncertainty, or games with several players.

An important subclass is when control over entire steps of the process

is assined to fixed decision makers. Note that this is not generally

the case, because who controls the next step could depend on the

outcomes of previous steps. For example, someone who made a deci-

sion leading to a positive outcome one or more steps later, may gain

influence (see Example ???).

Definition 3. Control of a step. Let n 2 N0. If there is a b 2 B

such that �(x) = b for all x 2 gn(T 0), than b controls the nth step

of the decision process.

Definition 4. Sequential control. If for any n = 0, . . . , ht(T 0)

there is a decision maker b 2 B such that b controls the nth step

then the decision process is sequentially controlled.

Example 5. Traditional 2-person sequential game. N1 are be

odd numbers and N2 are the even numbers and Let B = {b1, b2} and

for x 2 T 0 let

�(x) =

8
<

:
b1 if x is odd,

b2 if x is even.

For example, a sequential game of with two rounds under each play-

ers control is represented by a suitable tree T of height 4 with N1 =

{1, 3} and N1 = {0, 1}.

A more general form of sequential games is when there are finitely

many players, one of them owning the decision in each step, though

not necessarily following a fixed repeated pattern. This corresponds

to the definition of a sequential decision process 4.
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Example 6. Generalised sequential game. Let Nj ⇢ N0, j 2
{1, . . . , J}, be a partition of N0, B = {b1, . . . , bJ} and for x 2 T 0 let

�(x) = bj if x 2 gNj .

A property we want to highlight specifically is if two decision owners

complement each other. This can be aligned with steps, as is the

case in a sequential game examples, but it can also defined for more

general situations, where decision ownership is more dependent on

outcomes, as the example following the definition.

Definition 7. Complementary ownership. Let B be a set of

decision makers and b1, b2 2 B. Two decision makers b1, b2 own

complementary parts of a decision process if

�(x) = b1 () �(x) 6= b2 for all x 2 T 0.

Example 8. Decision sharing. This is a 3-step decision process

where two people b1 and b2 share decision ownership (e.g. two co-

workers dividing up tasks by competence), while a third one (e.g. an

external force) b3 also controls some of the decisions.

�(⇢) = b1,

�(1) = b2,�(2) = b3,

�(11) = b3,�(12) = b1,�(21) = b2,�(22) = b1.

In some models, one or more of the decision makers are distinguished

as representing a form of external control. For example, games

against nature in economic game theory fall into this category. This

and more general layouts are covered by the above formalism, with

one of more coordinates of � representing one or more of such forces.

For illustration, here is a concrete example of a 3-step sequential

decision process that provides a template that involves two decision

makers and one external force.

Example 9. Let T 2 T with ht(T ) = 3. Let b1 and b2 be human

decision makers and b3 be an external force. In the first step of this

decision process, �2 decides whether or not to make a conditional

o↵er to �1. In the second step of the decision process, �1 decides

whether or not to accept it. In the third step, an external force

decides whether or not the condition of the o↵er is fulfilled. The
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Example 6. Generalised sequential game. Let Nj ⇢ N0, j 2
{1, . . . , J}, be a partition of N0, B = {b1, . . . , bJ} and for x 2 T 0 let

�(x) = bj if x 2 gNj .

A property we want to highlight specifically is if two decision owners

complement each other. This can be aligned with steps, as is the

case in a sequential game examples, but it can also defined for more

general situations, where decision ownership is more dependent on

outcomes, as the example following the definition.

Definition 7. Complementary ownership. Let B be a set of

decision makers and b1, b2 2 B. Two decision makers b1, b2 own

complementary parts of a decision process if

�(x) = b1 () �(x) 6= b2 for all x 2 T 0.

Example 8. Decision sharing. This is a 3-step decision process

where two people b1 and b2 share decision ownership (e.g. two co-

workers dividing up tasks by competence), while a third one (e.g. an

external force) b3 also controls some of the decisions.

�(⇢) = b1,

�(1) = b2,�(2) = b3,

�(11) = b3,�(12) = b1,�(21) = b2,�(22) = b1.

In some models, one or more of the decision makers are distinguished

as representing a form of external control. For example, games

against nature in economic game theory fall into this category. This

and more general layouts are covered by the above formalism, with

one of more coordinates of � representing one or more of such forces.

For illustration, here is a concrete example of a 3-step sequential

decision process that provides a template that involves two decision

makers and one external force.

Example 9. Let T 2 T with ht(T ) = 3. Let b1 and b2 be human

decision makers and b3 be an external force. In the first step of this

decision process, �2 decides whether or not to make a conditional

o↵er to �1. In the second step of the decision process, �1 decides

whether or not to accept it. In the third step, an external force

decides whether or not the condition of the o↵er is fulfilled. The
9

control tree is given by

�(x) =

8
>><

>>:

b1 for all x 2 ⇢,

b2 for all x 2 g1(T 0),

b3 for all x 2 g2(T 0).

All pairs of decision makers in this example are complementary to

each other.

Example 10. Examples for non-sequential process, ideally some-

thing relevant for applications later. For example, a class of exam-

ples representing investigations of some sort. Pick up again in last

section, e.g. criminal case analysis (maybe use concrete example

from Sherlock Holmes in last section), medical diagnostics, environ-

mental pollution, loss of water in a distribution system, repairing

broken machine. Could later have decision maker dependent on ex-

ternal force (under bad conditions) or in one of the decision markers

control, could also depend on covariates (e.g. A-level results based

on private vs state).

So far we have described a crude way of assigning control over deci-

sions in absolute terms, full or none. For many situations, this is too

rigid and the next section is devoted to introducing a softer notion

of decision ownership that we will call decision influence.

4. Influence

To start with, we define influence of decision makers on a decision

at point x 2 T 0. Without further structural properties on the set of

outcomes r(C(x)) ✓ R it is not straight forward how to do that. In

cases where R is ordered or equipped with a metric (e.g.R), influ-
ence could be expressed through combinations of di↵erent decision

makers’ preferences. Such quantitative influence notions will be dis-

cussed further below. For a general spaces R, the key idea is to

add an additional layer to the decision process. The latter will gov-

ern the selection of a decision maker in decision point x 2 T 0 via a

probability distribution who will control that decision.

Definition 11. Influence distribution and influence tree. Let

T 2 T be a decision tree and P = (px)x2T 0 be a family of probability

distributions on a set of decision makers B. For each x 2 T 0 let �px

All DMs are complementary to each other.
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Example 6. Generalised sequential game. Let Nj ⇢ N0, j 2
{1, . . . , J}, be a partition of N0, B = {b1, . . . , bJ} and for x 2 T 0 let

�(x) = bj if x 2 gNj .

A property we want to highlight specifically is if two decision owners

complement each other. This can be aligned with steps, as is the

case in a sequential game examples, but it can also defined for more

general situations, where decision ownership is more dependent on

outcomes, as the example following the definition.

Definition 7. Complementary ownership. Let B be a set of

decision makers and b1, b2 2 B. Two decision makers b1, b2 own

complementary parts of a decision process if

�(x) = b1 () �(x) 6= b2 for all x 2 T 0.

Example 8. Decision sharing. This is a 3-step decision process

where two people b1 and b2 share decision ownership (e.g. two co-

workers dividing up tasks by competence), while a third one (e.g. an

external force) b3 also controls some of the decisions.

�(⇢) = b1,

�(1) = b2,�(2) = b3,

�(11) = b3,�(12) = b1,�(21) = b2,�(22) = b1.

In some models, one or more of the decision makers are distinguished

as representing a form of external control. For example, games

against nature in economic game theory fall into this category. This

and more general layouts are covered by the above formalism, with

one of more coordinates of � representing one or more of such forces.

For illustration, here is a concrete example of a 3-step sequential

decision process that provides a template that involves two decision

makers and one external force.

Example 9. Let T 2 T with ht(T ) = 3. Let b1 and b2 be human

decision makers and b3 be an external force. In the first step of this

decision process, �2 decides whether or not to make a conditional

o↵er to �1. In the second step of the decision process, �1 decides

whether or not to accept it. In the third step, an external force

decides whether or not the condition of the o↵er is fulfilled. The

Ownership does not have to be tied to the step of the decision process. 

Example: Most stages in UG admissions in the UK
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control tree is given by

�(x) =

8
>><

>>:

b1 for all x 2 ⇢,

b2 for all x 2 g1(T 0),

b3 for all x 2 g2(T 0).

All pairs of decision makers in this example are complementary to

each other.

Example 10. Examples for non-sequential process, ideally some-

thing relevant for applications later. For example, a class of exam-

ples representing investigations of some sort. Pick up again in last

section, e.g. criminal case analysis (maybe use concrete example

from Sherlock Holmes in last section), medical diagnostics, environ-

mental pollution, loss of water in a distribution system, repairing

broken machine. Could later have decision maker dependent on ex-

ternal force (under bad conditions) or in one of the decision markers

control, could also depend on covariates (e.g. A-level results based

on private vs state).

So far we have described a crude way of assigning control over deci-

sions in absolute terms, full or none. For many situations, this is too

rigid and the next section is devoted to introducing a softer notion

of decision ownership that we will call decision influence.

4. Influence

To start with, we define influence of decision makers on a decision

at point x 2 T 0. Without further structural properties on the set of

outcomes r(C(x)) ✓ R it is not straight forward how to do that. In

cases where R is ordered or equipped with a metric (e.g.R), influ-
ence could be expressed through combinations of di↵erent decision

makers’ preferences. Such quantitative influence notions will be dis-

cussed further below. For a general spaces R, the key idea is to

add an additional layer to the decision process. The latter will gov-

ern the selection of a decision maker in decision point x 2 T 0 via a

probability distribution who will control that decision.

Definition 11. Influence distribution and influence tree. Let

T 2 T be a decision tree and P = (px)x2T 0 be a family of probability

distributions on a set of decision makers B. For each x 2 T 0 let �px
10

be a random variable with distribution px. Then P is called influ-

ence distribution and �P defined by �P (x) = �px (x 2 T 0) is called

influence tree generated by P.

Note that in this set up, the influence decision makers have in a par-

ticular decision point is independent of their influence on other deci-

sion points, but that could be generalised by replacing the pointwise

construction of �P through marginals by a construction that allows

dependencies.

The definition of influence as a quantitative concept is justified by

an interpretation as average. Any given realisation of the random

variable �P defines an ownership tree as in Section 3 with only one

decision maker per decision point. Let (�(i))i2N be a sequence of

independent realisations of the same influence tree �P generated by

P. Then, by Borel’s law of large numbers, with probability 1,

1

n

���
�
i 2 N

�� 1  i  n,�(i)(x) = b
 ��� �! px(b) for n ! 1

for all b 2 B and for each x 2 T 0. That means, the probability that

the decision in x is taken by decision maker b is px(b), which justifies

the interpretation that b has an influence of px(b) on decision point

x.

The concepts ownership and influence can formally be linked by rep-

resenting ownership as a special case of influence using point mea-

sures.

Example 12. [ Given an ownership tree � define the px = ��(x) (x 2
T 0). Then the corresponding influence tree reduces to the original

ownership tree:

�P (x) = ���(x) = �(x) (x 2 T 0).

Some of the theory and examples below will just be spelled out for

influence as the case of ownership can be derived from this.

In analogy to Definition 4 consider the special class of sequential

decision processes. Probability distributions governing the selection

of the decision makers simply need to be applied to entire steps of

the process rather than to the individual vertices.

Definition 13. Sequential influence. Let T 2 T be a decision tree
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• Average of preferred choices (assumes algebraic structure)

• Voting models (algorithm to select group preference from individual 
decision makers’ preferences)

• Probability distributions to share ownership in each knot
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Utility and knowledge trees
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pn. Then P is called sequential influence distribution and �P defined

by

�P (x) = �n for all x 2 gn(T
0) (n = 0, . . . , ht(T 0))

is called sequential influence function generated by P.

5. Perspectives

Di↵erent decision makers see the process from di↵erent perspectives

and have di↵erent windows of attention. This is being formalised by

including multiple realisations of traditional decision theory concepts

such as utility and knowledge in the same decision model and by

introducing awareness to allow for more flexible modelling of the

individual’s selected attention.

5.1. Utility. It is common to replace the raw value of a decision

outcome by an interpretation involving a utility function u. One

important modification is to ensure that the appropriate subjective

interpretation is used, that is, the utility used by the owner of the

decision point, either in the deterministic sense (i.e., based on an

ownership tree) or in a probabilistic sense (i.e.,based on an influence

tree). Traditionally, the utility only depends on the final outcome,

but we define utility also for intermediate outcomes of the decision

process, which can be achieved by defining a utility u : T �! R for

the whole tree. In a prospect theory paradigm, the utility function

is replaced by the value function. The concepts developed here can

be applied to this situation as well.

In empirical examples, all ingredients discussed here may be esti-

mated from data. This can include covariates that may depend on

the situation and the decision maker.

Definition 14. Utility tree. Let T 2 T be a decision tree equipped

with an influence tree �P generated by P. For each b 2 B let ub :

R �! R be a the utility of decision maker b. Then the utility tree U

is defined as

U(x) = u�px
(r(x)) (x 2 T ).

It is justified to refer to U as a tree, because the structure is inherited.

The utility in x = ⇢ can also be thought of as a reference or initial

state of the utility. In all decision points the utility can depend on

the decision maker. This allows to consider decision makers with

di↵erent types of utilities a parts of the same decision model.
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P. For each b 2 B let u?b : T ⇥R �! R be the situation dependent

utility of decision maker b. Then the situation dependent utility tree

U⇤ is defined as

U?(x) = u?�px
(x, r(x))) (x 2 T ).

Definition 14 is a special case of Definition 18 using u?b(x, ·) = ub for

all x 2 T.

Apart from allowing preferences depending on decision makers and

situation, rather than raw values only, utility also opens up more

options to define compromises between di↵erent decision makers si-

multaneously influencing the same decision situation. As discussed

at the beginning of Section 4, without making additional assump-

tions on R, such combinations would be done via a probabilistic

combination of their individual decision. Having carried over their

individual preferences to R via utility functions, the can not be com-

bined by rules involving arithmetic operations. For example, a rule

for decision in point x could be to choose the child of x that max-

imises the utility over all children or x and over all decision makers.

(This assumes sensibly normalised utility across decision makers.)

More examples will be discussed in detail in the next section.

5.2. Knowledge. The second aspect that distinguishes decision mak-

ers from each other is the knowledge available to them. We assume

knowledge is described by values from a set S and can be discovered

while moving through the decision process. We present knowledge

using the same tree based notation as for the utility, allowing depen-

dency on the decision situation and the decision maker. In practical

applications, knowledge can e.g. be used to include covariates of an

observed process. Per definition, knowledge would naturally include

the path taken in the decision process so far, though one could choose

to ignore this. We use the knowledge rather than information, be-

cause the latter is often used in decision theory something particular

gained through a specific experiment and quantified through the im-

pact it has on decision making in the sense of deGroot rather than in

Lindsey’s interpretation of a general added value (see e.g. [3]). The

knowledge concept allows both interpretations.

Definition 19. Knowledge tree. Let T 2 T be a decision tree

equipped with an influence tree �P generated by P. For each b 2 B

let b : T �! S be a function that assigns each x 2 T the knowl-

edge available to decision maker b in that decision point. Then the
14

knowledge tree K is defined as

K(x) = �px
(x) (x 2 T ).

5.3. Awareness. The last ingredient distinguishing di↵erent deci-

sion makers’ perspectives is their awareness of the tree and prop-

erties attached to it. For reasons including both cognitive capacity

and emotional constraints they may not use the full tree for their

decision making. We model the awareness separately rather than

hardwiring it into the tree itself to have the flexibility to study the

e↵ects of knowledge selection on the decision outcomes.

This includes their degree of foresight as well as their depth of mem-

ory. Both can be path dependent rather than of a fixed level for each

decision point.

Definition 20. Memory. A function  � : T �! P(T ) on a deci-

sion tree T 2 T is called memory function if for any x 2 T,  �(x)

is connected and x 2  �(x).

Definition 21. Foresight A function  + : T �! T on a decision

tree T 2 T is called foresight function if for any x 2 T, x is the root

of  +(x) and  +(x) ✓ T.

This can be combined to for all decision points and decision makers

involved.

Definition 22. Awareness. Let T 2 T be a decision tree equipped

with an influence tree �P generated by P. For each b 2 B let  �
b

the memory function of band  +
b the memory and foresight trees are

defined as

 �(x) =  �
�px

(x) and  +(x) =  �
�px

(x) for (x 2 T ).

The combination  = ( �, +) is called awareness range.

To look at some examples, we start with decision makers who con-

sider all of the past or all of the available future options.

Example 23. Maximal memory. A memory function  � with

| �(x)| = g(x) for all x 2 T

describes maximal memory, that is, a decision maker who remembers

everything from the beginning of the decision process.



Memory and Foresight (Awareness)
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Not all available knowledge and utility may be taken into account.

Examples:
• Forgetful (1-step past)
• Amnesia (0-step past)
• Elephant (full past)

• Myopic (1-step future)
• No future (0-step)
• Farsighted (full future)
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Econometrics perspective & bigger picture

Classical
econometrics 
perspective



Ecometrics

Metrika, December 1969, Volume 14, Issue 1, pp 293–301

https://link.springer.com/journal/184
https://link.springer.com/journal/184/14/1/page/1


Agri-environmental-societal perspective

Time scale
Short term (e.g. harvest)
Long term (e.g. soil, air, climate)

More decision makers
Environment (e.g. pollinators)
Citizens (e.g. wellbeing, tourism)

Joint decisions (influence) 



Wild pollinators in apple orchardsStephen Brownsey

Plot 2: A scatter plot of honeybee abundance (defined as the log of honeybee abundance
+ 1) vs temperature, the blue line is a loess regression line with a 95% confidence interval
shaded. The red line denotes a simple linear regression line. It demonstrates a non-linear
association between honeybee abundance and temperature.

Plot 3: A density plot of the IUI Post Bloom.

Plot 4: A histogram plot of the IUI During Bloom coloured by region (denoted in the legend).

Correlation between variables was also evaluated to try and see how variables were related to
one another. For example, below is the correlation table associated with all the bee variables,
where the variables are as defined in Section 3.2. In the variable column, Solitary is referred
to as Sol and Social referred to as Soc.
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Stephen Brownsey

Year and Day Total Orchard Visits
Year 1, Day 1 15
Year 1, Day 2 7
Year 2, Day 1 19
Year 2, Day 2 19

From the research carried out, it is known that blooming percentage of the orchard plays
a large factor in the number of bees visiting the flowers and therefore the number caught
during walks of the transect. It is therefore important to understand how these varied from
Day 1 to Day 2 visits, and by different regions:

This Violin Plot of Bloom Index demonstrates how the distributions of the blooming values
vary greatly in each region and on each visit day. In order to reduce misleading artifacts
in the data, it would have been more ideal to have all Day 1 visits at a time with <50%
blooms and all Day 2 visits at a time with >50% blooms (see Section 2.2). There seems to
be little evidence of the Day 1 and Day 2 visits taking place in relation to the bloom values
as would have been hoped.

The distributions of all variables were investigated in order to understand the data and the
effects the variables played on one another. The GGpairs function in R was utilised to
summarise the interactions and distributions of the data as a whole. Violin plots, scatter
plots and distribution plots amongst others were used to visualise the data. In these cases,
a specialised function was written using ggplot2 in R and then all the combinations of plot
sought were passed in as inputs with the use of the lapply function. This ensured the code
was reusable and clean. Some examples of a few of these can be seen below, with plots being
referred to from 1 - 4 as they go from left to right:

Plot 1: Scatter plot of honeybee and wild bees abundance rating vs temperature. It demon-
strates a large variance in both honey and wild bee abundance in relation to temperature.

6

M. G. Park et al., Proceedings of the Royal Society B: Biological Sciences 282, 20150299 (2015) 

Study in New York state

16 orchards over 2 years, data before/after bloom on bloom index, pesticides, 
pollinators etc
Minimise impact of insecticides and herbicides (indirect) on pollinators!



Wild pollinators in apple orchards

• Orchard management is individualised 

• Covariate dependency (e.g. temperature)

• Missing data (mostly 1st year)

• No dates, only phases (“before/during/after bloom”) and bloom 
index varies largely within assessment days

• Measures for diversity not standardised, e.g. numbers of species, 
entropy based measures

Modelling challenges



Case study: farm scale experiment

J. N. Perry et al., Journal of Applied Ecology 40, 17–31 (2003).
Study in the UK

• Maize, Beet, Spring Oilseed Rape, and Winter Oilseed Rape 

• Records of the impact of growing practices on biodiversity and crop yield: 
herbicide application timings, percentage cover of weeds, crop height, 
biodiversity counts, pollinator counts during the growing season, Met Office 
weather station data, yields

• 65 fields per crop on average 

• Application of herbicides on weeds impacts pollinators



Case study: Farm scale experiment farming

• Individual management schemes

• Data in form of complex time courses

• Chemical quantities of pesticides given rather than environmental 
impact measures

• Decision rules

Modelling challenges



Current & future work

• Building trees: normative using expert judgement

• Building trees: data driven using machine learning

• Time and state dependent covariates

• Decision rules:  What is optimal and for whom?

• Data quality benchmarking and correction: missing data & 
imputation, sampling biases & adjustments

• Local vs global view (scales)

• Deviations from rationality
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