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1 Introduction

This course will have three components. We will start with a warm-up overview, using linear
regression models to review the major statistical inference tasks, discussing some aspects of the
modern statistical challenges. We will then have a thorough study on central limit theorems,
including some variants and several different proofs, with an emphasis on Stein’s methods. If time
permits, we will finish with minimax theory, including some key ingredients in developing minimax
lower bounds.

1.1 What we will not cover in this course

We will not cover Bayesian statistics, computational statistics and applied statistics.

2 An overview: linear regression models

There are three principles, roughly expressible in the following terms: Every (measur-
able) set is nearly a finite sum of intervals; every function (of class Lp) is nearly con-
tinuous; every convergent sequence of functions is nearly uniformly convergent.

J. E. Littlewood
Lectures on the Theory of Functions

Every isometry is a direct sum of copies of the unilateral shift and a unitary operator.

The Wold–von Neumann decomposition theorem

In many areas of mathematical modelling, a surprising amount can be gained by considering
simple linear models in which the relationship between quantities of interest are assumed to be
linear. In a regression problem, we are interested in modelling the conditional distribution of a
random variable Y , namely the response variable, for given values of p other random or fixed
variables X1, . . . , Xp, namely the explanatory variables.
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In a linear model, we assume the conditional expectation of Y given Xj = xj , j = 1, . . . , p, is a
linear function of some unknown parameters β∗

j , j = 1, . . . , p, namely regression coefficients. To be
specific, we assume that

E {Y |X1 = x1, . . . , Xp = xp} =

p!

j=1

xjβ
∗
j .

We suppose that n observations of each variable are available. Then the model for the ith obser-
vation is given by

E {Yi|Xi1 = xi1, . . . , Xip = xip} =

p!

j=1

xijβ
∗
j , i = 1, . . . , n.

We further assume that random variation of Y about the mean is additive, thus the model for a
set of observed yi, i = 1, . . . , n, is

yi =

p!

j=1

xijβ
∗
j + εi,

which we can write in matrix form that

y = Xβ∗ + ε,

with y = (y1, . . . , yn)
⊤ ∈ Rn, X = (xij) ∈ Rn×p, β∗ = (β∗

1 , . . . ,β
∗
p)

⊤ ∈ Rp and ε = (ε1, . . . , εn)
⊤ ∈

Rn. The matrix X is called the design matrix.
The definition of the linear model is completed by the assumption on the vector of errors ε. In

this section, we assume that εi, i = 1, . . . , n, are independent and identically distributed with mean
zero and variance σ2. For simplicity, we assume that ε1 ∼ N (0,σ2).

Remark 1. The linear model is linear in parameters, but not necessarily in the explanatory vari-
ables.

Remark 2 (Extensions). There are a number of directions to extend the linear models.

• Generalised linear models consider the case that there exists a link function g(·) such that
E(Y |X) = g−1(Xβ∗).

• Linear mixed models allow additional subject-specific random effects.

• Generalised linear mixed models combine the above two extensions.

Question 1. What are the key statistical inference tasks?

2.1 Estimation: the least squares estimator

In order to estimate the coefficient vector β∗, we start with a loss function and find a solution to
minimise the loss. Without much more information, the sum of residual squares is a natural choice,
i.e.

"β = argmin
β∈Rp

n!

i=1

(yi − β⊤xi)
2 = argmin

β∈Rp
$y −Xβ$2.
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Question 2.

• Why do we choose the squared loss?

• Advantages and caveats.

The solution can be written as
"β = (X⊤X)−1Xy,

provided that X⊤X ∈ Rp×p is invertible.

Question 3. What if X⊤X is not invertible?

2.2 Estimation: the maximum likelihood estimator

When assume that εi’s are Gaussian random variables, the least squares estimators and the maxi-
mum likelihood estimators are equivalent in the linear regression models. Before we dive into the
details, we note that the likelihood method is in fact a data reduction method.

We take a detour from the notation we used so far for a little while. In a statistical procedure,
an experimenter uses the information in a sample x1, . . . , xn to make inferences about an unknown
parameter θ. Let Xi, i = 1, . . . , n, be the random variables and denote X = (X1, . . . , Xn)

⊤ ∈ Rn.
Any statistic, T (X), defines a form of data reduction or data summary. We are interested in
methods of data reduction that do not discard important information about the unknown parameter
θ and methods that successfully discard information that is irrelevant as far as gaining knowledge
about θ is concerned. The sufficiency principle promotes a method of data reduction that does
not discard information about θ while achieving some summarisation of the data. The likelihood
principle describes a function of parameters, determined by the observed sample, that contains all
the information about θ that is available from the sample.

2.2.1 The sufficiency principle

Definition 1 (The sufficiency principle). If T (X) is a sufficient statistics for θ, then any inference
about θ should depend on the sample X only through the value T (X). That is, if x and y are two
sample points such that T (x) = T (y), then the inference about θ should be the same whether X = x
or X = y is observed.

Definition 2 (Sufficient statistics). A statistic T (X) is a sufficient statistic for θ if the conditional
distribution of the sample X given the value of T (X) does not depend on θ.

Theorem 1. If p(x; θ) is the joint pdf or pmf of X and q(t; θ) is the pdf or pmf of T (X), then
T (X) is a sufficient statistic for θ if, for every x in the sample space, the ratio p(x; θ)/q(T (x); θ)
is constant as a function of θ.

Example 1. Let X1, . . . , Xn be iid N (µ,σ2), where σ2 is known. We wish to show that the sample
mean T (X) = X = n−1

#n
i=1Xi is a sufficient statistic for µ.

The joint pdf of the sample X is

f(x;µ) =

n$

i=1

(2πσ2)−1/2 exp

%
−(xi − µ)2

2σ2

&
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= (2πσ2)−n/2 exp

%
−
#n

i=1(xi − µ)2

2σ2

&

= (2πσ2)−n/2 exp

%
−
#n

i=1(xi − x̄)2 + n(x̄−mu)2

2σ2

&
.

Since X ∼ N (µ,σ2/n), we have that, using the notation in Theorem 1,

p(x; θ)

q(T (x); θ)
= n−1/2(2πσ2)−(n−1)/2 exp

%
−
#n

i=1(xi − x̄)2

2σ2

&
,

which does not depend on µ. It follows from Theorem 1 that the sample mean is a sufficient statistic
for µ.

Question 4. Apparently for a statistical problem, there can be many sufficient statistics, including
the full data itself. Which one should we use? What kind of properties should a good sufficient
statistic to possess?

2.2.2 The likelihood principle

Definition 3. Let f(x; θ) denote the joint pdf or pmf of the sample X. Given that X = x, the
function of θ defined by

L(θ|x) = f(x; θ)

is called the likelihood function.

The likelihood function itself can be seen as a statistic and can be used to summarise data. If
X is a discrete random vector, then L(θ|X) = Pθ(X = x). If we compare the likelihood function
at two parameter points and find that

Pθ1(X = x) = L(θ1|x) > L(θ2|x) = Pθ2(X = x),

then the sample we actually observed is more likely to have occurred if θ = θ1 than if θ = θ2, which
can be interpreted as saying that θ1 is a more plausible value for the true value for θ than is for θ2.
If X is a continuous, real-valued random variable and if the pdf of X is continuous in x, then, for
some small δ > 0, we have that

Pθ1{x− δ < X < x+ δ}

Pθ2{x− δ < X < x+ δ}
≈ 2δL(θ1|x)

2δL(θ2|x)
=

L(θ1|x)

L(θ2|x)
.

Comparisons of the likelihood function at two parameter values again give an approximate com-
parison of the probability of the observed sample value x.

Definition 4 (The likelihood principle). If x and y are two sample points such that L(θ|x) is
proportional to L(θ|y), that is, there exists a constant C(x, y) such that

L(θ|x) = C(x, y)L(θ|y), ∀θ,

then the conclusions drawn from x and y should be identical.
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2.2.3 Linear regression models

We now investigate the maximum likelihood estimators of the linear regression models. Note that
in the regression models, depending on whether we assume the covariates X to be fixed or random,
the problems are called fixed design or random design problems. For now, we discuss the fixed
design case.

Recall our model is
Yi = X⊤

i β∗ + εi, i = 1, . . . , n,

where εi’s are i.i.d. Gaussian random variables with mean zero and variance σ2.
We first assume the variance σ2 is known. In this case, the likelihood function of β is

L(β) = f(y;β) = (2πσ2)−n/2 exp

%
−$y −Xβ$2

2σ2

&
.

The maximum likelihood estimator is

"β = argmax
β∈Rp

L(β) = argmax
β∈Rp

log{L(β)} = argmax
β∈Rp

ℓ(β)

= argmin
β∈Rp

$y −Xβ$2 = "β(LSE).

Question 5. Given all the good theoretical properties of the MLEs, what does the derivations above
tell us about the LSEs?

Under the Gaussian noise assumption and provided that X⊤X is invertible, we have that

"β = (X⊤X)−1Xy = (X⊤X)−1X(Xβ∗ + ε) = β∗ + (X⊤X)−1Xε,

which implies that
bias("β) = E("β)− β∗ = 0, Var("β) = σ2(X⊤X)−1

and
"β ∼ N (β∗,σ2(X⊤X)−1).

The Gauss–Markov theorem states that "β is a best linear unbiased estimator (BLUE), in the
sense that, out of the class of linear unbiased estimators for β in the linear model, "β having a
minimum variance. For the proof of having the smallest variance, see chapter 11.3.2 in Casella and
Berger (2021).

If σ2 is unknown, then we have that

L(β,σ2) = (2πσ2)−n/2 exp

%
−$y −Xβ$2

2σ2

&
.

The log-likelihood function is

ℓ(β,σ2) = −n

2
log(2π)− n

2
log(σ2)− $y −Xβ$2

2σ2
.

The score functions are '
s(σ2) = ∂ℓ(β,σ2)

∂σ2 = − n
2σ2 + &y−Xβ&2

2σ4

s(β) = ∂ℓ(β,σ2)
∂β = X(y−Xβ)

σ2 .
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Letting s((σ2) = s("β) = 0 leads to

(σ2 =
$y −X "β$2

n
=

$"ε$2

n
,

where

"ε = y −X "β = y −X(X⊤X)−1Xy = (I − PX)y = (I − PX)(Xβ∗ + ε) = (I − PX)ε

is called the residual vector.
Since

E{(σ2} =
1

n
E
)
y⊤(I − PX)y

*
=

1

n
E
)
tr
)
(I − PX)εε⊤

**
=

σ2
{n− rank(X⊤X)}

n
=

(n− p)σ2

n
,

where the last identity is due to the assumption that X⊤X is invertible, the MLE (σ2 is biased.

However, with fixed p, letting n diverge, we also know that (σ2 is asymptotically unbiased. It can

be further shown that (σ2 and "β are independent, since "ε and "β are uncorrelated.

2.3 Confidence intervals and hypothesis testing

In addition to the point estimation, it is equally important to quantify uncertainties. Providing
confidence intervals is a standard way to quantify uncertainties. In the linear regression models we
discuss, recall that

"β ∼ N (β∗,σ2(X⊤X)−1)

and
(n− p)(σ2

σ2
=

+
n− p

n

,
ε⊤(I − PX)ε

σ2
∼ χ2

(n−p).

For any j = 1, . . . , p, we have that

"βj − βj-
σ2{(X⊤X)−1}jj

∼ N (0, 1),

which means, for any α ∈ (0, 1), a (1− α)-level confidence interval for β∗
j is

.
"βj − z1−α/2σ

/
{(X⊤X)−1}jj , "βj + z1−α/2σ

/
{(X⊤X)−1}jj

0
.

When σ2 is unknown, we have that

"βj − β∗
j/

(σ2{(X⊤X)−1}jj

∼ t(n−k),

which means, for any α ∈ (0, 1), a (1− α)-level confidence interval for β∗
j is

.
"βj − t1−α/2,n−pσ̂

/
{(X⊤X)−1}jj , "βj + t1−α/2,n−[σ̂

/
{(X⊤X)−1}jj

0
.
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As for σ2, we have that

(n− p)(σ2

σ2
∼ χ2

(n−p),

which implies that a (1− α) level confidence interval for σ2 is given by

1
(n− p)(σ2

χ2
α/2,n−p

,
(n− p)(σ2

χ2
1−α/2,n−p

2
.

To determine whether a certain covariate xj , j = 1, . . . , p, is important in explaining the varia-
tion in Y , we can formulate the test that

H0 : βj = 0, vs. H1 : βj ∕= 0.

We can use the test statistic

Tj =
β̂j/

(σ2{(X⊤X)−1}jj

∼ tn−p.

For a pre-specified level α, the acceptance region is

Tj ∈ [−t1−α/2,n−p, t1−α/2,n−p].

The result of the test needs careful interpretation. If we reject H0, then βj is significantly different
from zero in the presence of all the other terms; or equivalently, xj contributes significantly to the
variation in Y after the contribution of all the other covariates has been taken into account. Given
the nature of the interpretation, such a test is also called as a partial t-test.

2.4 Prediction

The predicted mean response ŷ0 at a given set of variables x0 is

ŷ0 = x⊤0 β̂.

It holds that
E(ŷ0) = x⊤0 β

∗

and
Var(ŷ0) = x⊤0 Cov(β̂)x0 = σ2x⊤0 (X

⊤X)−1x0.

We then have that
ŷ0 ∼ N (x⊤0 β̂,σ

2x⊤0 (X
⊤X)−1x0).

With unknown σ2, we have a 1− α confidence interval for x⊤0 β
∗ that

.
ŷ0 − t1−α/2,n−p

/
(σ2x⊤0 (X

⊤X)−1x0), ŷ0 + t1−α/2,n−p

/
(σ2x⊤0 (X

⊤X)−1x0)

0
.

Since the regression model is based on the observed data, care should be taken when making
predictions outside of the observed range of the observations.
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The difference between a prediction interval and a confidence interval is that a prediction interval
is an interval on a random variable rather than a parameter. Intuitively, since a random variable
is more variable than a parameter, we expect a prediction interval to be wider than a confidence
interval of the same level. In the special case of a linear regression, we see that this is the case.

We assume that the new observation Y0 to be taken at X = x0 is a N (x⊤0 β
∗,σ2) random

variable, independent of the previous data {(xi, yi)}
n
i=1. The estimated β̂ and (σ2 are calculated

from the previous data, thus Y0 is independent of β̂ and (σ2. It holds that

E(Y0 − x⊤0 β̂) = x⊤0 β
∗ − x⊤0 β̂ = 0

and
Var(Y0 − x⊤0 β̂) = Var(Y0) + Var(x⊤0 β̂) = σ2 + σ2x⊤0 (X

⊤X)−1x0.

We then see that

T =
Y0 − x⊤0 β

∗
/

(σ2(1 + x⊤0 (X
⊤X)−1x0)

∼ tn−p,

which implies that a 1− α prediction interval is

.
x⊤0 β̂ − t1−α/2,n−p

/
(σ2(1 + x⊤0 (X

⊤X)−1x0), x
⊤
0 β̂ + t1−α/2,n−p

/
(σ2(1 + x⊤0 (X

⊤X)−1x0)

0
.

Remark 3. Prediction in time series analysis.

2.5 Asymptotics

2.5.1 Point estimation

Consistency.

Definition 5. A sequence of estimators Tn is a consistent sequence of estimators of the parameter
θ if, for every ε > 0 and every θ ∈ Θ, it holds that

lim
n→∞

Pθ(|Tn − θ| < ε) = 1.

It follows from Chebyshev’s inequality that

Pθ(|Tn − θ| ≥ ε) ≤ Eθ[(Tn − θ)2]

ε2
,

provided that both variance and bias converge to zero, Tn is consistent.
Under certain regularity conditions, one can show that MLEs are consistent.

Efficiency.

Definition 6. For an estimator Tn, if limn→∞ knVar(Tn) = τ2 < ∞, where {kn} is a sequence of
constants, then τ2 is called the limiting variance.

Definition 7. For an estimator Tn, suppose that kn(Tn − τ(θ)) → N (0,σ2) in distribution. The
parameter σ2 is called the asymptotic variance of Tn.
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Definition 8. A sequence of estimators Tn is asymptotically efficient for a parameter τ(θ) if

√
n(Tn − τ(θ)) → N (0, v(θ))

in distribution and

v(θ) =

)
∂τ(θ)
∂θ

*2

E
34

∂
∂θ log{f(X; θ)}

52
6 ;

that is the asymptotic variance of Tn achieves the Cramér–Rao lower bound.

Remark 4. The convergence rate n−1/2 and super-efficiency.

Under certain regularity conditions, one can show that MLEs are asymptotically efficient.

Remark 5. It is typically the case that MLEs are efficient and consistent. We note that efficiency
is defined only when the estimator is asymptotically normal and asymptotic normality implies con-
sistency. Suppose that

√
n
Wn − µ

σ

D→ Z,

where Z ∼ N (0, 1). By applying Slutsky’s theorem, we have that

Wn − µ =

+
σ√
n

,+√
n
Wn − µ

σ

,
→ lim

n→∞

+
σ√
n

,
Z = 0,

so Wn−µ → 0 in distribution. Convergence in distribution to a constant is equivalent to convergence
in probability, we thus have that Wn is consistent.

Asymptotic distribution of the likelihood ratio tests.
One of the most useful methods for complicated models is the likelihood ratio method of test

construction because it gives an explicit definition of the test statistic

λ(x) =
supΘ0

L(θ|x)

supΘ L(θ|x)

and an explicit form for the rejection region, {x : λ(x) ≤ c}.

Remark 6. Generalised likelihood ratio tests.

Theorem 2. For testing H0 : θ = θ0 vs. H1 : θ ∕= θ0, suppose that X1, . . . , Xn are i.i.d. f(x; θ), θ̂
is the MLE of θ and under regularity conditions, it holds that, under H0 as n → ∞,

−2 log{λ(X)}
D→ χ2

1.

2.6 Beyond independence: a time series example

The class of linear time series models, including the class of autoregressive moving-average (ARMA)
models, provides a general framework for studying stationary time series. In fact, every weakly
stationary process is either a linear process or can be transformed to a linear process by subtracting
a deterministic component.
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Remark 7. Weak stationarity; why second order properties.

Definition 9. The time series {Xt} is a linear process if it has the representation

Xt =

∞!

j=−∞
φjZt−j ,

for all t, where {Zt} ∼ WN(0,σ2) and {ψj} is a sequence of absolutely summable sequence of
constants.

Definition 10. The time series {Xt} is an ARMA(p, q) process if {Xt} is stationary and if for
every t,

Xt −
p!

i=1

φiXt−i = Zt +

q!

j=1

θjZt−j ,

where {Zt} ∼ WN(0,σ2).

The most popular non-linear time series model is to incorporate the heteroscedasticity and as-
sumes the linearity lies in the variance. That is the general autoregressive conditional heteroscedas-
ticity (GARCH) model, which assumes that

7
89

8:

rt = Et−1(rt) + εt,

εt = ztσt,

σ2
t = a0 +

#p
i=1 aiε

2
t−i +

#q
j=1 bjσ

2
t−j .

2.7 Other issues

Model selection; residual checks.
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3 Central limit theorems

This chapter is from various of post in Terrence Tao’s blog (https://terrytao.wordpress.com).

3.1 Universality

Given how complicated life is, it may seem that the ability of mathematics to model real-life
situations is sharply limited. There is however, a remarkable phenomenon that occurs with some but
not all complex systems: as the number of degrees of freedom increases, a system can become more
predictable and orderly, rather than less. Even more remarkable is the phenomenon of universality:
many complex systems have the same macroscopic behaviour, even if they have very different
microscopic dynamics. This ultimately derives from two fundamental results in probability theory:
the law of large numbers and the central limit theorem.

It is important to note, however, that there are limits to this universality principle: if the
individual factors that are aggregated into a combined quantity are not independent of each other,
but are instead highly correlated with each other, than the combined quantity can in fact be
distributed in a manner radically different from the bell curve.

The central limit theorem is one of the most basic examples of the universality phenomenon in
nature, in which the compound quantity being measured is simply an aggregate of the individual
components. There are, however, several other universal laws for complex systems, in which one
is performing a more complex operation than mere aggregation. Another example of universality,
which is only partially understood at present, arises in understanding the spectra of various large
systems.

3.2 A statement

Since the central limit theorem is a statement on weak convergence, we first recall the definition of
weak convergence.

Definition 11 (Weak convergence and convergence in distribution). Let R be a locally compact
Hausdorff topological space with the Borel σ-algebra. A sequence of finite measures µn on R is said
to converge weakly to another finite measure µ if one has

;

R
G(x) dµn(x) →

;

R
G(x) dµ(x),

as n → ∞ for all continuous compactly supported functions G : R → R.
A sequence of random variables Xn taking values in R is said to converge in distribution to

another random variable X if the distributions µXn converge weakly to the distribution µX , or
equivalently if

E{G(Xn)} → E{G(X)},

as n → ∞ for all continuous compactly supported functions G : R → R.

Remark 8. The limits are unique up to equivalence in distribution. This allows that the random
variables X1, . . . , Xn and X are modelled by different probability spaces. This is in contrast to the
stronger notions of convergence in probability or almost surely convergence. The convergence in
probability or almost sure convergence implies convergence in distribution. The converse is not
true.
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We can now state the famous central limit theorem.

Theorem 3 (Central limit theorem). Let X1, X2, . . . be i.i.d. copies of a scalar random variable X
of finite mean µ = E(X) and finite non-zero variance σ2 = Var(X). Let Sn = X1+ · · ·+Xn. Then

√
n

σ

+
Sn

n
− µ

,
→ N (0, 1).

The central limit theorem is a basic example of the universality phenomenon in probability -
many statistics involving a large system of many independent (or weakly dependent) variables end
up having a universal asymptotic limit, regardless of the precise makeup of the underlying random
variable X that comprised the system.

However Theorem 3 does not quantify the rate of convergence. This is partly addressed in the
Berry–Esséen theorem, which roughly speaking gives a convergence rate of O(1/

√
n), if we assume

that X has finite third moment.

Theorem 4 (Berry–Esséen theorem). Let X have mean zero and unit variance. Let Sn = X1 +
· · ·+Xn, where X1, . . . , Xn are i.i.d. copies of X. Then we have that

<<<<P
%

Sn√
n
≤ x

&
− Φ(x)

<<<< ≤
C√
n
E{|X|

3
},

for any x ∈ R, where Φ(·) is the CDF of a standard normal distribution and C > 0 is an absolute
constant.

Remark 9. Note that, if E(|X|
3) = ∞, then the statement is trivial.

There are still some quantitative aspects which are not addressed by the Berry–Esséen theorem.
For instance one may be interested in bounding the large deviation probabilities

P
%<<<<

Sn − nµ√
nσ

<<<< ≥ λ

&
,

in the setting where λ grows with n.
The central limit theorem studies the fluctuations of Sn/

√
n =

#n
i=1(Xi/

√
n), where each

individual term Xi/
√
n is small - typically of order O(1/

√
n). We now consider a variant, where

Sn is usually zero, but occasionally equal to a larger value. This situation arises in many real-life
situations when compiling aggregate statistics on rare events. In this case, one can get a different
distribution than the Gaussian distribution, namely a Poisson distribution with some intensity λ,
that is to say, a random variable Y taking values in the non-negative integers with probability
distribution

P(X = n) =
λn

n!
e−λ.

Theorem 5 (Poisson central limit theorem). Let {Xj,n}1≤j≤n be a triangular array of real random
variables, where for each n, the variables X1,n, . . . , Xn,n are jointly independent. Assume further
that

• (Xj,n mostly 0 or 1). One has
#n

j=1 P{Xj,n /∈ {0, 1}} → 0, as n → ∞.

• (Xj,n rarely 1). One has maxj=1,...,n P(Xj,n = 1) → 0, as n → ∞.

• (Convergent expectation). One has
#n

j=1 P(Xj,n = 1) → λ as n → ∞ for some 0 < λ < ∞.

Then the random variables Sn =
#n

j=1Xj,n converge in distribution to a Poisson random variable
of intensity λ.
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3.3 Preliminary: Reductions

We first observe scale invariance: if the central limit theorem holds for one random variable X,
then it is easy to see that it also holds for aX + b for any a, b ∈ R, a ∕= 0. Because of this, one can
normalise to the case when X has mean µ = 0 and variance σ2 = 1, in which case we can consider
that

Zn =
Sn − nµ√

nσ
=

Sn√
n
.

The other reduction we can make is truncation: to prove the central limit theorem for arbitrary
random variables X of finite mean and variance, it suffices to verify the theorem for bounded
random variables. To see this, we first need a basic linearity principle.

Exercise 1 (Linearity of convergence). Let V be a finite-dimensional real or complex vector space,
Xn, Yn be sequences of V -valued random variables (not necessarily independent), and let X,Y be
another pair of V -valued random variables. Let cn, dn be scalars converging to c, d respectively.

• If Xn converges tin distribution to X and Yn converges in distribution to Y , and at least one
of X,Y is deterministic, then cnXn + dnYn converges in distribution to cX + dY . (This does
not necessarily hold if X and Y are both not deterministic.)

• If Xn converges in probability to X, and Yn converges in probability to Y , then cnXn + dnYn
converges in probability to cX + dY .

• If Xn converges almost surely to X, and Yn converges almost surely to Y , then cnXn + dnYn
converges almost surely to cX + dY .

Now suppose that we have established the central limit theorem for bounded random variables,
and want to extend to the unbounded case. Let X be an unbounded random variable, which we
can normalise to have mean zero and unit variance. Let N = Nn > 0 be a truncation parameter
depending on n which, as usual, we shall optimise later, and split X = X≤N +X>N in the usual
fashion X≤N = X {|X| ≤ N} and X>N = X {|X| > N}. We thus have

Sn = Sn,≤N + Sn,>N .

Let µ≤N = (X≤N ) and σ2 = Var(X≤N ). As we are assuming that the central limit theorem
is already true in the bounded case, we know that if we fix N to be independent of n, then

Zn,≤N =
Sn,≤N − nµ≤N√

nσ≤N

converges in distribution to N (0, 1). By a diagonalisation argument, we conclude that there exists
a sequence Nn going to infinity with n, such that Zn,≤Nn still converges in distribution to N (0, 1).

For such a sequence, we see from the dominated convergence that σ≤N converges to σ = 1. As
a consequence of this and the linearity of convergence, we obtain the claim.

Remark 10. The truncation reduction is not needed for some proofs including the Fourier-analytic
proof, but is very convenient for some other proofs.

By applying the scaling reduction after the truncation reduction, we observe that to prove the
central limit theorem, it suffices to do so for random variables X which are bounded and which
have mean zero and unit variance.
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3.4 The Fourier method

Let us now give the standard Fourier-analytic proof of the central limit theorem. Given any real
random variable X, we introduce the characteristic function FX : R → C, defined by the formula

FX(t) = E{eιtX}.

Equivalently, FX is the Fourier transform of the probability measure µX . Note that for the normal
distribution N (µ,σ2), the characteristic function is

F (t) = eιtµe−σ2t2/2.

More generally, for a random vector X ∈ Rd, the characteristic function is FX : Rd → C that

FX(t) = E{eι〈t,X〉
}.

Even more generally, one can define the characteristic function on any finite dimensional real or
complex vector space V , by identifying V with Rd or Cd.

The characteristic function is bounded in magnitude by 1 and equals one at the origin. By the
Lebesgue dominated convergence theorem, FX is continuous in t.

Let X be a real random variable with finite kth moment for some k ≥ 1. We can show that FX

is k times continuously differentiable and one has the partial Taylor expansion

FX(t) =

k!

j=0

(ιt)j

j!
E(Xj) + o(|t|k). (1)

In particular, we have that
dj

dtj
FX(t) = ιjE(Xj).

Note that the characteristic function depends only on the distribution of X: if X ≡ Y , then
FX = FY . The converse statement is also true: if FX = FY , then X ≡ Y . This follows from a more
general and useful fact, known as Lévy’s continuity theorem.

Theorem 6 (Lévy’s continuity theorem, special case). Let V be a finite-dimensional real or complex
vector space, and let Xn be a sequence of V -valued random variables, and let X be an additional
V -valued random variable. Then the following statements are equivalent:

• FXn converges pointwise to FX .

• Xn converges in distribution to X.

Lemma 7 (Fourier identities). Let V be a finite-dimensional real or complex vector space, and let
X,Y be independent random variables taking values in V . Then

FX+Y (t) = FX(t)FY (t)

for all t ∈ V . For any scalar c, one has

FcX(t) = FX(c̄t).

More generally, for any linear transformation T : V → V , one has

FTX(t) = FX(T ∗t).

14



Due to Lemma 7, we have that

FZn(t) = {FX(t/
√
n)}n (2)

describing the characteristic function of Zn in terms of that of X.
We now have enough machinery to give a quick proof of the central limit theorem.

Proof of Theorem 3, the Fourier method. We first normalise X such that it has mean zero and unit
variance. Due to (1), we have that

FX(t) = 1− t2/2 + o(|t|2)

for sufficiently small t, or equivalently

FX(t) = exp{−t2/2 + o(|t|2)}

for sufficiently small t. It follows from (2) that

FZn(t) → exp(−t2/2)

as n → ∞ for any fixed t. Since exp(−t2/2) is the characteristic function of the normal distribution
N (0, 1), the claim holds due to Theorem 6.

Exercise 2 (Vector-valued central limit theorem). Let X = (X1, . . . , Xd)
⊤ ∈ Rd be a random

vector with finite second moment. Define the covariance matrix ΣX be

ΣX,ij = E[{Xi − E(Xi)}{Xj − E(Xj)}].

• Show that the covariance matrix is positive semi-definite, real and symmetric.

• Conversely, given any positive definite real symmetric matrix Σ ∈ Rd×d and µ ∈ Rd, show
that the normal distribution N (µ,Σ), given by the absolutely continuous measure

1

{(2π)d/2|Σ|1/2}
exp

)
−(x− µ)⊤Σ−1(x− µ)/2

*

has mean µ, covariance matrix Σ and a characteristic function given by

F (t) = eι〈t,µ〉−t⊤Σt/2.

• Let Sn =
#n

i=1Xi. Show that
Sn − nµ√

n
→ N (0,ΣX)

in distribution.

Theorem 8 (Lindeberg central limit theorem). Let X1, X2, . . . be a sequence of independent (but
not necessarily identically distributed) real random variables, normalised to have mean zero and
unit variance. Assume the (strong) Lindeberg condition

lim
N→∞

lim sup
n→∞

1

n

n!

j=1

E{|Xj,>N |
2
} = 0.
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It holds that

n−1/2
n!

i=1

Xi → N (0, 1)

in distribution.

Theorem 8 can be proved in a very similar way as the proof of Theorem 3 by modifying the
truncation argument. The Lindeberg central limit theorem can also be stated as follows, but this
statement requires more involved proofs.

Theorem 9 (Lindeberg central limit theorem: Another statement.). Let kn be a sequence of natural
numbers diverging in n. For each n ∈ N, let X1,n, . . . , Xkn,n be jointly independent real random
variables of mean zero and finite variance. We do not require them to be jointly independent in n.
Let

σ2
n =

kn!

i=1

Var(Xi,n).

Assume that σn > 0 for all n.

• Under the Lindeberg condition that

1

σ2
n

kn!

i=1

E
4
|Xi,n|

2
{|Xi,n| > εσn}

5
→ 0,

as n → ∞ for any ε > 0, then the random variables σ−1
n (

#kn
j=1Xj,n) converge in distribution

to N (0, 1).

• The Lindeberg condition implies the Feller condition

1

σ2
n

max
1≤i≤kn

E(|Xi,n|
2) → 0

as n → ∞.

3.5 The Moment method

The above Fourier-analytic proof of the central limit theorem is one of the quickest proofs available
for this theorem, and is accordingly the standard proof given in text books. However, it relies
heavily on the Fourier-analytic identities, including φX+Y (t) = φX(t)φY (t) for independent X
and Y . These extremely dependent on both the commutative nature of this situation (as it uses
the identity eA+B = eAeB) and on the independence of this situation (as it uses the identity
E(eAeB) = {E(eA)}{E(eB)}). As one or both of these factors can be absent when trying to
generalise this theorem, it is also important to look for non-Fourier based methods to prove results
such as the central limit theorem. These methods often lead to proofs that are lengthier and more
technical than the Fourier proofs, but also tend to be more robust.

The most elementary (but still remarkably effective) method available in this regard is the
moment method, which in principle is equivalent to the Fourier method, through the identity

φX(t) =

∞!

k=0

(ιt)k

k!
E(Xk).
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But in practice, the moment method proofs tend to look somewhat different from the Fourier-
analytic ones, and is often more apparent how to modify them to non-independent or non-commutative
settings.

We first need an analogue of Theorem 6. Here we encounter a technical issue: whereas the
Fourier phases x .→ eιtx were bounded, the moment functions x .→ xk become unbounded at
infinity. However, one can deal with this issue as long as one has sufficient decay, for instance,
sub-Gaussian random variables.

Example 2. Let X be a real random variable. The following statements are equivalent:

(i) There exist C, c > 0 such that P{|X| ≥ t} ≤ Ce−ct2 for all t > 0.

(ii) There exist C ′ > 0 such that E(|X|
k) ≤ (C ′k)k/2 for all k ≥ 1.

(iii) There exist C ′′, c′′ > 0 such that E(etX) ≤ C ′′ec
′′t2 for all t ∈ R.

Variables obeying (i), (ii) or (iii) are called sub-Gaussian. The function t → E(etX) is known as
the moment generating function of X.

Once we restrict to the sub-Gaussian case, we have an analogue of the Lévy continuity theorem
(Theorem 6).

Theorem 10 (Moment continuity theorem). Let Xn be a sequence of real random variables and
let X be a sub-Gaussian random variable. Suppose that fore every k = 0, 1, 2, . . ., E(Xk

n) converges
to E(Xk). Then Xn converges in distribution to X.

Remark 11. One corollary of Theorem 10 is that the distribution of a sub-Gaussian random
variable is uniquely determined by its moments. The situation can fail for distributions with slower
tails, for much the same reason that a smooth function is not determined by its derivatives at one
point if that function is not analytic.

The Fourier inversion formula provides an easy way to recover the distribution from the char-
acteristic function. Recovering a distribution from its moments is more difficult, and sometimes
requires tools such as analytic continuation; this problem is known as the inverse moment problem.

In fact, there exist different distributions having identical all moments. There are a number of
sufficient conditions on moments for the inverse is true, e.g. Carleman’s condition.

Theorem 11 (Converse direction of moment continuity theorem). Let Xn be a sequence of uni-
formly sub-Gaussian random variables and suppose Xn converges in distribution to a limit X. Then,
for any k = 0, 1, 2, . . ., E(Xk

n) converges to E(Xk).

Example 3. Let Z ∼ N (0, 1). It holds that

E(Xk) = 0,

if k is an odd natural number and

E(Xk) =
k!

2k/2(k/2)!
= (k − 1)(k − 3) · · · 1 = (k − 1)!!.
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Proof of Theorem 3, the moment method. We may assume without loss of generality that X is
bounded (and in particular sub-Gaussian). We may also normalise X to have mean zero and unit
variance. By Theorem 10, it suffices to show that

E(Sk
n/n

k/2) → E(Zk),

for all k = 0, 1, 2, . . ., where Z ∼ N (0, 1).
Given Example 3, we need to compute E(Sk

n/n
k/2). Using linearity of expectation, we can

expand this as

E(Sk
n/n

k/2) = n−k/2
!

1≤i1,...,ik≤n

E(Xi1 · · ·Xik).

To understand this expression, let us first look at some small values of k.
For k = 0, this expression is trivially 1.
For k = 1, this expression is trivially 0, due to the mean zero assumption on X.
For k = 2, we can split this expression into the diagonal and off-diagonal components:

n−1
n!

i=1

E(X2
i ) + n−1

!

1≤i<j≤n

E(2XiXj).

Each summand in the first sum is 1, as X has unit variance. Each summand in the second sum is
0, as Xi has mean zero and are independent. Then the second moment E(Z2

n) = 1.
For k = 3, we have a similar expansion

n−3/2
n!

i=1

E(X3
i ) + n−3/2

!

1≤i<j≤n

E(3X2
i Xj + 3XiX

2
j ) + n−3/2

!

1≤i<j<k≤n

E(6XiXjXk).

The summands in the latter two sums vanish because of the (joint) independence and mean zero
assumption. The summands in the first sum need not vanish, but are of order O(1), so the first
term is O(n−1/2), which is asymptotically negligible, so the third moment E(Z3

n) goes to zero.
For k = 4, the expansion becomes complicated

n−2
n!

i=1

E(X4
i ) + n−2

!

1≤i<j≤n

E(4X3
i Xj + 6X2

i X
2
j + 4XiX

3
j )

+n−2
!

1≤i<j<k≤n

E(12X2
i XjXk + 12XiX

2
jXk + 12XiXjX

2
k) + n−2

!

1≤i<j<k<l≤n

E(24XiXjXkXl).

Again, most terms vanish, except for the first sum, which is O(n−1) and is asymptotically negligible,
and the sum n−2

#
1≤i<j≤n E(6X2

i X
2
j ), which by the independent and unit variance assumptions

works out to be

n−26×
+
n

2

,
= 3 + o(1).

Thus the fourth moment E(Z4
n) goes to 3.

Now we tackle the general case. Ordering the indices i1, . . . , ik as j1 < · · · < jm for some
1 ≤ m ≤ k, with each jr occurring with multiplicity ar ≥ 1. We see that E(Sk

n/n
k/2) is the sum of

all terms of the form
n−k/2

!

1≤j1<···<jm≤n

ck,a1,...,amE(X
a1
j1

· · ·Xam
jm

),
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where 1 ≤ m ≤ k, a1, . . . , am are positive integers adding up to k and

ck,a1,...,am =
k!

a1! · · · am!
. (3)

The total number of such terms depends only on k.
As we already saw from the small k examples, most of the terms vanish and many of the other

terms are negligible in the limit n → ∞. Indeed, if any of the ar are equal to 1, then every
summand in (3) vanishes, by joint independence and the mean zero assumption. Thus, we may
restrict attention to those expressions (3) for which all the ar are at least 2. Since the ar sum up
to k, we conclude that m is at most k/2.

On the other hand, the total number of summands in (3) is at most nm and the summands are
bounded (for fixed k) since X is bounded. Thus, if m is strictly less than k/2, then the expression
in (3) is O(nm−k/2) and goes to zero as n → ∞. So asymptotically, the only terms in (3) which are
still relevant are those for which m = k/2. This already shows that E(Zk

n) goes to zero when k is
odd. When k is even, the only surviving term in the limit is when m = k/2 and a1 = · · · = am = 2.
By independence and unit variance, the expectation in (3) is 1. This term is equal to

n−k/2

+
n

m

,
ck,2,...,2 =

1

(k/2)!

k!

2k/2
+ o(1),

and the main term is equal to the moment E(Zk). This concludes the proof of the central limit
theorem.

3.6 The Lindeberg method

The moment method proof of the central limit theorem consists of four steps:

• Truncation and normalisation step. A reduction to the case when X was bounded with zero
mean and unit variance.

• Inverse moment step. A reduction to a computation of asymptotic moments limn→∞ E(Zk
n).

• Analysis step. Showing that most terms in the expansion of this asymptotic moment were
zero, or tend to zero as n → ∞.

• Algebra step. Using enumerative combinatorics to compute the remaining terms in the ex-
pansion.

In this particular case, the enumerative combinatorics is very classical and easy - it is basically
asking for the number of ways one can place k balls in m boxes, so that the rth box contains ar
balls, and the answer is well known to be given by the multinomial

k

a1! · · · ar!
.

This result matches up nicely with the computation of the moments of N (0, 1).
However, when we apply the moment method to more advanced problems, the enumerative

combinatorics can become more non-trivial, requiring a fair amount of combinatorial and algebraic
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computation. The algebraic argument that occurs at the end of the argument can then seem like a
very fortunate but inexplicable coincidence, making the argument somewhat unsatisfying despite
being rigorous.

In a 1922 paper, Lindeberg observed that there was a very simple way to decouple the algebraic
trick from the analytic computations, so that all relevant algebraic identities only need to be verified
in the special case of Gaussian random variables, in which everything is much easier to compute.
This Lindeberg swapping trick (or Lindeberg replacement trick) will be very useful in the later
theory of random matrices.

Proof of Theorem 3, the Lindeberg method. We repeat the truncation-and-normalisation and in-
verse moment steps in the preceding argument. Thus, X1, . . . , Xn are i.i.d. copies of a bounded
real random variable X of mean zero and unit variance, and we wish to show that E(Zk

n) → E(Gk),
where G is a standard normal random variable and k ≥ 0 is fixed.

Now let Y1, . . . , Yn be i.i.d. copies of G. By extending the probability space used to model Xi’s,
we can model the Yi’s and Xi’s by a common model, in such a way that the combined collection
{Xi, Yi}

n
i=1 of random variables are jointly independent. Since linear combinations of Gaussian

r.v.s are still Gaussian, we have that

Wn =
Y1 + · · ·+ Yn√

n

D
= G.

So it suffices to show either that
E(Zk

n) = E(W k
n ) + o(1).

We now perform the analysis part of the moment method argument again. We can expand E(Zk
n)

into terms (3) as before, and discard all terms except for the a1 = · · · = am = 2 term as being o(1).
Similarly, we can expand E(W k

n ) into very similar terms (but with Xi replaced by Yi) and again
discard all but the a1 = · · · = am = 2 term.

By the unit variance assumption, the second moments of X and Y match: E(X2) = E(Y 2) = 1.
Thus by joint independence, the a1 = · · · = am = 2 term in (3) for X is exactly equal to that of Y .
The claim then follows.

This is almost exactly the same proof as in the previous section, but not that we did not need
to compute the multinomial coefficient ck,a1,...,am , nor did we need to verify the miracle that this
coefficient matched (up to normalising factors) to the moments of Gaussian. Instead, we used the
much more mundane trick that the sum of independent Gaussians is again a Gaussian.

To put it another way, the Lindeberg replacement trick factors a universal limit theorem, such
as the central limit theorem, into two components:

• A universality or invariance result, which shows that the distribution (or other statistics, such
as moments) of some random variable F (X1, . . . , Xn) is asymptotically unchanged in the limit
n → ∞ if each of the input variables Xi are replaced by a Gaussian substitute Yi; and

• The Gaussian case, which computes the asymptotic distribution (or other statistics) of F (Y1, . . . , Yn)
in the case when Yi’s are all Gaussian.

The former type of result tends to be entirely analytic in nature (basically, one just needs to
show that all error terms that show up when swapping X with Y are all o(1)), while the latter
type of result tends to be entirely algebraic in nature (basically, one just needs to exploit the many
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pleasant algebraic properties of Gaussians). The decoupling of the analysis and algebra steps tends
to simplify both, both at a technical level and at a conceptual level.

3.6.1 Individual swapping

In the above argument, we swapped all the original input variables X1, . . . , Xn with Gaussian
random variables Y1, . . . , Yn en masse. There is also a variant of the Lindeberg trick in which the
swapping is done individually. To illustrate the individual swapping method, let us use it to show
the following weak version of the Berry–Esséen theorem.

Theorem 12 (Berry–Esséen theorem, weak form). Let X have mean zero, unit variance and
finite third moment, and let φ be smooth with uniformly bounded derivatives up to third order. Let
Zn = (X1 + · · ·+Xn)/

√
n, where X1, . . . , Xn are i.i.d. copies of X. Then we have

E{φ(Zn)} = E{φ(G)}+O

%
1√
n
E(|X|

3) sup
x∈R

|φ
′′′
(x)|

&
,

where G ∼ N (0, 1).

Proof of Theorem 12. Let Y1, . . . , Yn be i.i.d. copies of G and

Wn =
Y1 + · · ·+ Yn√

n

D
= G.

It suffices to show that
E{φ(Zn)− φ(Wn)} = o(1).

We telescope this (using linearity of expectation) as

E{φ(Zn)− φ(Wn)} = −
n−1!

i=0

E{φ(Zn,i)− φ(Zn,i+1)},

where

Zn,i =
X1 + · · ·+Xi + Yi+1 + · · ·+ Yn√

n

is a partially swapped version of Zn. It will suffice to show that

E{φ(Zn,i)− φ(Zn,i+1)} = O

%
E(|X|

3) sup
x∈R

|φ
′′′
(x)|/n3/2

&

uniformly for 0 ≤ i < n.
We can write Zn,i = Sn,i + Yi+1/

√
n and Zn,i+1 = Sn,i +Xi+1/

√
n, where

Sn,i =
X1 + · · ·Xi + Yi+2 + · · ·+ Yn√

n
.

To exploit this, we use Taylor expansions with remainders to write

φ(Zn,i) = φ(Sn,i) + φ′(Sn,i)Yi+1/
√
n+

1

2
φ′′(Sn,i)Y

2
i+1/n+O{|Yi+1|

3/n3/2 sup
x∈R

|φ′′′(x)|}
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and

φ(Zn,i+1) = φ(Sn,i) + φ′(Sn,i)Xi+1/
√
n+

1

2
φ′′(Sn,i)X

2
i+1/n+O{|Xi+1|

3/n3/2 sup
x∈R

|φ′′′(x)|},

where the implied constants depend on φ but not on n. By construction, the moments of Xi+1 and
Yi+1 match to second order, thus

E{φ(Zn,i)− φ(Zn,i+1)} = O{E(|Yi+1|
3) sup

x∈R
|φ′′′(x)|/n3/2

}+O{E(|Xi+1|
3) sup

x∈R
|φ′′′(x)|/n3/2

}

and the claim follows.

Remark 12. The above argument relied on Taylor expansion and the hypothesis that the moments
of X and Y matched to second order. It is not hard to see that if we assume more moments
matching, e.g. E(X3) = E(Y 3) = 3, and more smoothness on φ, we see that we can improve the
n−1/2 factor on the right-hand side. Thus we see that we expect swapping methods to become more
powerful when more moments are matching.

Theorem 12 is easily implied by Theorem 4 and an integration by parts argument. In the reverse
direction, let us see what Theorem 12 tells us about the CDF P{Zn < a} of Zn. For any ε > 0,
one can upper bound this expression by E{ψ(Zn)}, where ψ is a smooth function equal to one on
(−∞, a] that vanishes outside of (−∞, a+ ε], and has third derivative O(ε−3). By Theorem 12, we
thus have that

P{Zn < a} ≤ E{ψ(G)}+O{n−1/2E(|X|
3)ε−3

}.

On the other hand, as G has a bounded probability density function, we have

E{ψ(G)} = P{G ≤ a}+O(ε)

and so
P(Zn < a) ≤ P(G < a) +O(ε) +O{n−1/2E(|X|

3)ε−3
}.

A very similar argument gives the matching lower bound, thus

P(Zn < a) = P(G < a) +O(ε) +O{n−1/2E(|X|
3)ε−3

}.

Optimising in ε we conclude that

P(Zn < a) = P(G < a) +O[{n−1/2E(|X|
3)}1/4]

Comparing this with Theorem 4, we see that we have lost an exponent of 1/4. In the applications of
random matrices, such loss is acceptable, and so the swapping argument is a reasonable substitute
for the Fourier analytic one in this case. This method is quite robust and in particular extends well
to higher dimensions.

The Stein method can recover this loss while still avoiding Fourier-analytic techniques.

22


