University of Warwick, Department of Sociology, 2014/15
SO201: SSAASS: Surveys and Statistics (Richard Lampard)

Class work exercise II: Guidance notes in relation to answers
1.
Choose a substantive research topic, and use it as the focus for a discussion of the most important things that a researcher needs to think about when carrying out secondary analysis-based research.

Notes: Focusing on a particular data source is a good idea, and may also open up the possibility of referring to published secondary analyses, which may reflect on the merits of the source for secondary analysis purposes in ways relevant to you own focus. However, it is worth bearing in mind that there may be other data sources which have different pros and cons for research on a given topic. For example, if you were looking at health, the Census, GHS, Health Survey of England and the Health and Lifestyle Survey (HALS) all offer different advantages and disadvantages, so if you focus on a particular dataset it may be useful to refer to its limitations with reference to other datasets without those limitations.


Both survey documentation for, and lists of secondary analyses using, particular sources can be found on the Data Archive website.


Broad issues that are likely to need to be considered include sampling and fieldwork, topic coverage, concept operationalisation (including questionnaire design), and, if relevant, issues around official statistics (in fact some of these may be relevant even if the source isn’t ‘official’ per se...)



In addition to the Week 3 materials on the module web page, it would be worth looking at the two Dale et al. online course extracts, and maybe one or two other items on the Week 3 reading list (the choice of which may depend to an extent on your substantive focus). It might also be worth referring to the original report for the data source, if such a report exists.
2.
Choose a substantive research topic, and discuss how some (i.e. at least two) of the concepts of relevance to the topic could be operationalized. (The measures discussed should include both one or more categorical measures and also one or more scales; it would be sensible for the research topic to involve consideration of the relationship(s) between concepts, e.g. a study of class differences in masculinity/femininity).

Notes: The line of least resistance here is definitely to focus on ‘class and...’, with the other concept being something for which there is an existing measure that you can critique (e.g. the Bem Sex-Role Inventory in relation to masculinity/femininity, or the GHQ (General Health Questionnaire) in relation to psychological well-being).


In addition to the Week 11 and Week 13 materials on the module web page, I think that I circulated a hard copy chapter on concepts and indicators from de Vaus’s book... the online course extract by Roberts is a tolerable summary of issues relating to class measures, and just about stretches as far as NS-SEC (although I’m not sure that it refers to it in this way!)


Issues that will need to be considered are validity, reliability, numbers of underlying dimensions, and other aspects of scale construction. The pros and cons of using existing measures are also of relevance. The class measures are quite good as a point of reference for thinking about the role of sociological theory, and also for reflecting on whether an interval-level or a categorical measure is most appropriate...
3.
Discuss how and why survival analysis techniques such as Cox’s proportional hazards model are applied to duration data. (The discussion should refer to published research and focus on a particular area/field of research).  

Notes: The ‘obvious’ field of research would be marital formation and dissolution, in relation to which you can use my 1994 book chapter and 1999 journal article as points of reference, although some other example are mentioned in the Week 17 PowerPoint presentation, which is a key point of reference. The Tarling chapter that was circulated is of some relevance in terms of general issues (i.e. not just when you are applying the Cox model with SPSS!) The Tuma reference (which I’m not sure whether I circulated but is listed on the Week 17 web page if not) has the value of talking a bit about the ‘parametric’ models that can be considered as an alternative to the Cox model when one is modelling duration data (see also Marsh and Elliott, 2009).


Note that a key feature of the Cox model is that it allows cases to be included irrespective of whether they have reached a particular duration or have experienced the focal event. (As opposed to, for example, looking at divorce within the first ten years of marriage using logistic regression, which necessitates restricting attention to marriages which took place at least ten years before the survey date).
4.
Identify some different ways of quantifying inequality, and discuss the differing views that authors in the same field can have about how this should be done. (The discussion should refer to published material by the authors in question).

Notes: This is really all about the merits and limitations of odds ratios as a way of measuring ‘inequality’ (in a loose sense of the word), and documenting how inequality has varied over time. The key points of reference in terms of publications are probably the two articles by Marshall and Swift and by Ringen which were circulated as hard copies, but the Week 18 reading list contains a longer list of contributions to this broad ‘debate’, as well as some readings that may be of relevance to getting your head around odds ratios and the Gini coefficient as measures. 
For concrete examples of how the trends in measures are not necessarily comparable, you are probably better off looking at the Week 18 PowerPoint presentation than trying to extract something of relevance from the published articles. From the point of view of the relevance of this apparently ‘technical’ debate to substantive findings, it is worth bearing in mind that the Goldthorpe et al. finding of ‘constant social fluidity’ (in the context of intergenerational class mobility) has been very influential nationally and internationally over the last few decades, despite its strong dependence on odds ratios as a way of quantifying ‘inequality’; when the merits of different approaches to measurement are debated, intellectual politics sit alongside technical criteria as factors shaping the debate...
5.
Examine how a scaling technique, or techniques (e.g. correspondence analysis; multidimensional scaling), and/or cluster analysis, has been used by a researcher or researchers to learn something about a particular issue or field. (You should refer explicitly to published research relating to that issue/field).

Notes: The obvious field is social stratification, and the obvious focus would be Prandy and Bottero’s use of correspondence analysis in their 1998 article (which was circulated as a hard copy). This would provide scope for a brief reference to MDS as something that Prandy had used for similar purposes in the past, as well as an even briefer reference to the subsequent use of related statistical models (i.e. association models). The use of scaling techniques in a way presupposes that it makes sense to view stratified social positions as lying on an interval-level scale, so there is scope to mention cluster analysis as an approach that might be used to locate occupations in relation to each other if the objective is to generate occupational categories/occupational classes (see the Dale et al. article circulated as a hard copy)


The Week 19 PowerPoint presentation contains a correspondence analysis-related reference (available online) and an example of how the first dimension scores from a correspondence analysis relate to the residuals obtained when the independence model is applied to a contingency table (cross-tabulation). These may contribute to a better understanding of how correspondence analysis ‘works’; the reference also makes links to the use of (multiple) correspondence analysis by Bourdieu, which taken alongside its use in the evaluation of NS-SEC (see the circulated hard copy) makes the point that correspondence analysis has been seen as of value by as diverse users as a leading French social theorist and researchers developing an official/governmental classification for the UK...
6.
Table 1 shows the relationship in a random sample of men in Britain aged 18-65 between whether they have obtained qualifications from studying at higher education level and whether or not they are in a professional/managerial occupational class. Table 2 disaggregates Table 1 according to marital status. Chi-square and Cramér’s V values are given for each cross-tabulation.

Notes: The latter part of this question is close in form to one of the examination questions (Q5) from earlier years of this module, so you can practice selecting the appropriate log-linear model by looking at past examination papers (linked to the assessment sub-page of the 2010/11 module web-site; see the link on this year’s module web-page), and cross-referencing with the answers (see the link within the assessment sub-page of this year’s module webpage).


The material relevant to this question comes largely from Weeks 1-2 and 8-9. In a way it is as much about multivariate elaborations of cross-tabular analyses as about chi-square or log-linear models per se: see the online course extracts by Marsh and Elliott (2008) and de Vaus (2002). The online course extracts by Foster et al. (2006) and Tarling (2009: first part) are also of a degree of relevance.
7.
The following are extracts from an article focusing on religiosity and mental health, and incorporating a linear regression analysis:

Notes:  In addition to the linear regression analysis itself, there are other features of the article that are worth commenting on. With regards to the sampling and sample, the question arises as to how representative the sample is likely to be of the population of interest, which brings in issues of randomness, non-response, etc. It is also worth reflecting on whether any necessary adjustments appear to have been made in relation to the sample design, i.e. weighting to correct for unequal probabilities of inclusion, and adjustments to standard errors (and hence p-values) to take account of the impact of a complex sample design (if it is complex!) on the precision of the results.


With regard to the operationalisation of concepts, the validity and reliability of the dependent and/or independent variables may be worth commenting upon. For example, in the case of variables that are scales constructed from a number of items, does the scale seem a valid way of measuring the concept? Has the reliability of the scale been evaluated (in a technical sense), e.g. via the use of Cronbach’s alpha (α)?



The extent to which the assumptions of linear regression have been checked is worth commenting upon. Have the residuals been examined to see whether they are normally distributed? If it is not evident that they have, does it seem likely that they would not be? Similarly, is there any evidence that the researchers have checked and/or adjusted for heteroscedasticity? Has the possibility of curvilinearity been considered and/or adjusted for? Has the possibility of multicollinearity among the independent variables been considered? (This last point is particularly pertinent if any of the independent variables seem strongly related to each other in substantive terms).



In relation to statistical inference/testing within the article, does an appropriate approach appear to have been used? Do the researchers place any reliance on findings with a p-value of above 0.05? Do the researchers appear aware of the increased likelihood of Type I errors as the number of tests carried out increases?


Do the researchers compare a number of linear regressions to highlight changes in model fit (r-squared) and/or the way in which the impacts of independent variables (i.e. B-values or beta(β)-values) change when other independent variables are included? (This may be referred to as the explanation or mediation of the effect of one variable by another variable, or may be discussed in terms of suppression/the identification of a suppressed effect.) Is the selection of independent variables that are controlled for within the analysis adequate, and are control variables included in the any series of models in an appropriate way? 
Do the researchers check for any possible interactions between the effects of the independent variables? (This may be referred to in terms of the moderation of the effect of one variable via another variable). If separate regressions are carried out for sub-groups of the population, and results compared between them, do the researchers assess the statistical significance of any apparent differences by formally testing for interaction effects within a model including both subgroups?


It may also be worth commenting on some particular aspects of the presentation of the regression results. Are standard errors reported for the B-values? Are beta (β)-values also presented and/or referred to? (To allow the relative strengths of different independent variables to be properly compared). Are exact p-values presented or are p-values ‘truncated’ (e.g. turned into asterisks corresponding to p<0.05, p<0.01, p<0.001, etc.)

Do the researchers make complementary use of other statistical techniques in a helpful and appropriate way?

***

Note that in addition to the materials from Weeks 4 to 6, the material from Week 12 is highly relevant here, perhaps especially the handout containing notes on relevant aspects of the five published examples of regression/logistic regression (see the sub-webpage for Week 12).

Finally, it is important to consider whether the researchers discuss the key results from the regression (in terms of effects, variation explained, etc.) in an adequately thorough and competent way.

8.
The following are extracts from an article focusing on the relationships between job acquisition methods and social ties and occupational attainment in Australia, and incorporating logistic regression analyses:


Notes: In addition to the logistic regression analysis itself, there are other features of the article that are worth commenting on. With regards to the sampling and sample, the question arises as to how representative the sample is likely to be of the population of interest, which brings in issues of randomness, non-response, etc. It is also worth reflecting on whether any necessary adjustments appear to have been made in relation to the sample design, i.e. weighting to correct for unequal probabilities of inclusion, and adjustments to standard errors (and hence p-values) to take account of the impact of a complex sample design (if it is complex!) on the precision of the results.
With regard to the operationalisation of concepts, the validity and reliability of the dependent and/or independent variables may be worth commenting upon. For example, in the case of variables that are scales constructed from a number of items, does the scale seem a valid way of measuring the concept? Has the reliability of the scale been evaluated (in a technical sense), e.g. via the use of Cronbach’s alpha (α)? Is the dependent binary variable a simplification of a more detailed measure, with a consequent loss of information arising during its operationalisation?

While assumption checks are perhaps less crucial for logistic regression than for linear regression, there are still some that may be worth referring to. Do the researchers appear to have checked whether a logistic curve/model is appropriate (e.g. using Hosmer and Lemeshow’s test)? Has the possibility of curvilinearity in the effects of the independent variables on the log odds been considered and/or adjusted for? Has the possibility of multicollinearity among the independent variables been considered? (This last point is particularly pertinent if any of the independent variables seem strongly related to each other in substantive terms).



In relation to statistical inference/testing within the article, does an appropriate approach appear to have been used? Do the researchers place any reliance on findings with a p-value of above 0.05? Do the researchers appear aware of the increased likelihood of Type I errors as the number of tests carried out increases? 


Do the researchers compare a number of logistic regressions to highlight changes in model fit (Deviance/-2 Log Likelihood (LL)) and/or the way in which the impacts of independent variables (i.e. B-values or Exp(B)-values) change when other independent variables are included? (This may be referred to as the explanation or mediation of the effect of one variable by another variable, or may be discussed in terms of suppression/the identification of a suppressed effect.) Is the selection of independent variables that are controlled for within the analysis adequate, and are control variables included in the any series of models in an appropriate way? 

Do the researchers check for any possible interactions between the effects of the independent variables? (This may be referred to in terms of the moderation of the effect of one variable via another variable). If separate logistic regressions are carried out for sub-groups of the population, and results compared between them, do the researchers assess the statistical significance of any apparent differences by formally testing for interaction effects within a model including both subgroups?

It may also be worth commenting on some particular aspects of the presentation of the logistic regression results. Are standard errors reported for the B-values? Are exact p-values presented or are p-values ‘truncated’ (e.g. turned into asterisks corresponding to p<0.05, p<0.01, p<0.001, etc.) Are the reference categories used for categorical independent variables clearly evident, and is the choice of reference category appropriate in each case (i.e. does it make substantive sense to compare the other categories with this one, and is it sufficiently large for comparisons with it to avoid being consistently non-significant?) In the text of the article, have odds ratios been discussed in a clear and appropriate way (e.g. have the authors fallen into the trap of implying that odds ratios impact on chances rather than odds?)
Do the researchers make complementary use of other statistical techniques in a helpful and appropriate way?
***

Note that in addition to the materials from Weeks 7 to 9, the material from Week 12 is highly relevant here, perhaps especially the handout containing notes on relevant aspects of the five published examples of regression/logistic regression (see the sub-webpage for Week 12). 
Finally, it is important to consider whether the researchers discuss the key results from the logistic regression (in terms of effects, variation explained, etc.) in an adequately thorough and competent way.

9.
The following are extracts from an article focusing the relationships between negative experiences, how the feminist movement is labelled, and attitudes to feminism, and incorporating two-way analyses of variance (ANOVAs):


Notes: In addition to the ANOVA itself, there are other features of the article that are worth commenting on. With regards to the sampling and sample, the question arises as to how representative the sample is likely to be of the population of interest, which brings in issues of randomness, sources of respondents, etc. 
With regard to the operationalisation of concepts, the validity and reliability of the dependent and/or independent variables may be worth commenting upon. For example, in the case of variables that are scales constructed from a number of items, does the scale seem a valid way of measuring the concept? Has the reliability of the scale been evaluated (in a technical sense), e.g. via the use of Cronbach’s alpha (α)?



The extent to which the assumptions of ANOVA have been checked is worth commenting upon. Have the residuals been examined to see whether they are normally distributed within each group? If it is not evident that they have, does it seem likely that they would not be? Similarly, is there any evidence that the researchers have checked for homogeneity of variance across groups? 



Have appropriate post-hoc tests been carried out to compare all the groups within independent variables in a pairwise fashion, without an associated increase in the risk of Type I errors?



Do the researchers report various aspects of the findings (a) at all, and (b) in a clear and appropriate way: e.g. the group means that are being compared, the statistical significance and meaning of interactions between the independent variables, etc.?



Do the researchers make complementary use of other statistical techniques in a helpful and appropriate way?


Material relevant to (two-way) ANOVA can, of course, be found under Week 14 of the module.
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