University of Warwick, Department of Sociology, 2014/15
SO201: SSAASS (Surveys and Statistics) (Richard Lampard)

Measuring the strength of association in a table (cross-tabulation) (Week 2)
The following tables (cross-tabulations) look at the relationship between class identification and possession of ‘O’ levels (equivalent to GCSEs) and ‘A’ levels for men and for women respectively:

MEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A'
 
 TOTAL
   Middle              7  (9%)   23 (25%)   20 (62%)     50 (25%)

   Working            69 (91%)   69 (75%)   12 (38%)    150 (75%)

   TOTAL              76         92         32

WOMEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A’

 TOTAL
   Middle             11 (16%)   22 (22%)   17 (53%)     50 (25%)

   Working            57 (84%)   78 (78%)   15 (47%)    150 (75%)

   TOTAL              68        100         32

The chi-square statistic for the first of the two tables is 34.1 with 2 degrees of freedom. (Both tables have 2 rows and 3 columns, and hence have {R-1}x(C-1} = {2-1}x{3-1} = 2 degrees of freedom).

Let us calculate the chi-square statistic for the second table.

The expected values for the second table can be obtained (among other ways) by multiplying the proportions in each row by the totals in each column, i.e.:

68 
x  0.25 
= 17

68 
x  0.75 
= 51

100 
x  0.25 
= 25

100 
x  0.75
= 75

32 
x  0.25 
= 8

32 
x  0.75 
= 24

Hence the table of expected values is as shown at the top of the next page:

WOMEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A’
   Middle             17         25          8

   Working            51         75         24

and the difference between the observed and expected tables (i.e. the set of ‘residuals’) thus looks like this:

WOMEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A’
   Middle             -6         -3         +9

   Working            +6         +3         -9

so the table of squared differences (squared residuals) looks like this:

WOMEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A’
   Middle             36          9         81

   Working            36          9         81

Dividing the last table (of squared differences) by the expected values gives the following:

WOMEN
                          Qualifications
     Class          Neither   ‘O’ but

identified with   ‘O’ nor ‘A’  not ‘A’      ‘A’
   Middle            2.12       0.36      10.12

   Working           0.71       0.12       3.38

Thus the chi-square statistic for the table is


2.12 + 0.36 + 10.12 + 0.71 + 0.12 + 3.38 = 16.81

with 2 degrees of freedom.

Hence the chi-square statistics corresponding to the two tables are 34.1 and 16.8, each with 2 degrees of freedom. The critical value (at the 5% level) for a chi-square statistic with 2 degrees of freedom is 5.991. Therefore, for each of the two tables, there is less than a 5% chance that results as ‘extreme’ as these would have occurred (as a reflection of sampling error) if there were no relationship between qualifications and class identification in the population. (Note that the more precise probabilities {P-values/Significance values}, as calculated by SPSS, are 0.0000 and 0.0002). Thus, we conclude that, both for men and also for women, qualifications and class identification are related.

However, though we have concluded that qualifications and class identification are related in each of the two populations (i.e. both for men and also for women), we have not yet said anything about the strengths of the relationships in the two samples (two populations). Since, assuming that a relationship exists, the magnitude of the corresponding chi-square statistic depends on sample size (see the fourth page of this handout), the statistic is not a sensible measure of the strength of relationships. So, how then can we measure the strength of the relationship in each of the two tables?

One obvious way to produce a measure of association (i.e. a measure of the strength of a relationship) is to adjust the chi-square statistic to take account of both sample size and also table shape (since this also affects the magnitude of chi-square statistics). Thus, one frequently-used measure of association is:
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where  (2  is the chi-square statistic, N is the sample size and R is the smaller of the number of rows and the number of columns. The above statistic is known as Cramér’s V (and, when applied to 2x2 tables, is equivalent to another measure of association referred to as ‘phi’).

For the two tables above, the values of Cramér’s V are:
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So the relationship in the first table appears to be stronger than the relationship in the second table, i.e. the relationship between qualifications and class identification appears to be stronger for men than for women (but could the difference between the two Cramér’s V values reflect sampling error? Strictly speaking we should test for this possibility, but this would involve using a more sophisticated statistical technique (see page 5 of this handout). In fact, the difference could easily just reflect sampling error!)

You may have noticed that the chi-square statistics seem to be ‘saying the same thing’ as the values of Cramér’s V. In fact, the only situation in which chi-square statistics can be used in a sensible way to compare the strengths of the relationships in two tables is when the following are true:


(a) the sample sizes of the two tables are identical


(b) the table shapes are comparable.

This is indeed the case in the above example. We will now, however, consider another example, in which the relationships in two tables based on samples of different sizes are examined. The two tables at the top of the next page document the relationship between hourly pay and sex for people with two different levels of educational qualifications:

People with highest qualifications lower than ‘A’ levels (N=163)

Pay per hour           Male        Female
Up to 4 pounds          26 (28%)     57 (83%)

4 or 5 pounds           53 (56%)     11 (16%)

6 or more pounds        15 (16%)      1 ( 1%)

People with highest qualifications of ‘A’ levels or higher (N=37)

Pay per hour           Male        Female
Up to 4 pounds           1 ( 6%)     10 (53%)

4 or 5 pounds            6 (33%)      5 (26%)

6 or more pounds        11 (61%)      4 (21%)

The chi-square statistics corresponding to the above two tables are 48.7 and 10.7, each with 2 degrees of freedom. The critical value (at the 5% level) for a chi-square statistic with 2 degrees of freedom is 5.991. Therefore, for each of the above tables, there is less than a 5% chance that results as ‘extreme’ as these would have occurred (as a reflection of sampling error) if there were no relationship between sex and hourly pay in the population. (The more precise probabilities {P-values/Significance values} are 0.0000 and 0.0047). Thus, in each case we conclude that sex and hourly pay are related.

The values of Cramér’s V for the above two tables are
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Hence the strengths of the relationships in the two tables appear very similar, and there is thus little evidence that the relationship between hourly pay and sex differs according to level of qualifications. Note that the value of the chi-square statistics for the two tables were very different, but that the difference between them can largely be accounted for in terms of the difference between the sizes of the samples on which the two tables are based.

Effect on chi-square of doubling sample size
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i.e. doubling the sample size can, on average, be expected to approximately double the value of chi-square, assuming that there is a (fairly strong) relationship in the population. 
[Note: The above ignores the existence of sampling error. In reality, doubling the sample size only comes close to doubling (O - E) if there is a strong relationship in the population, and hence (O - E) primarily reflects this rather than sampling error. For weaker relationships, the effect of doubling the sample size will fall further short of doubling the value of chi-square, because sampling error is proportionately more important in this situation. If there is no relationship in the population, the chi-square statistic does not reflect sample size at all.]

The odds ratio as a measure of association
People with highest qualifications lower than ‘A’ levels
Pay per hour           Male        Female
4 or more pounds        68 (72%)     12 (17%)

Up to 4 pounds          26 (28%)     57 (83%)

People with highest qualifications of ‘A’ levels or higher
Pay per hour           Male        Female
4 or more pounds        17 (94%)      9 (47%)

Up to 4 pounds           1 ( 6%)     10 (53%)

Looking at the first of the two tables, the ratio of men earning more than 4 pounds to those earning less than 4 pounds is 68/26 = 2.62. The ratio of women earning more than 4 pounds to those earning less than 4 pounds is 12/57 = 0.21.

The ratio of these two ratios is known as an odds ratio and is a measure of the association in a 2x2 table. In this case the odds ratio is 2.62/0.21 = 12.5

For the second table the ratio of men earning more than 4 pounds to those earning less than 4 pounds is 17/1 = 17.0. The ratio of women earning more than 4 pounds to those earning less than 4 pounds is 9/10 = 0.90. Hence in this case the odds ratio is 17.0/0.90 = 18.9.

Though the two odds ratios seem rather different from each other, note that the second one alters radically from 18.9 to 8.9 if the values in the first column are changed to 2 and 16 instead of 1 and 17. Odds ratios are not very good measures of association when one or more of the values in a 2x2 table is small.

Note that there are many other measures of association for tables (e.g. Gamma; Kendall’s Tau; the Contingency Coefficient). Cramér’s V has the advantage of being based on the chi-square statistic; odds ratios have the advantage of being the measure of association used within a statistical technique called log-linear modelling. Odds ratios are also central to another statistical technique, logistic regression. (Both these techniques are discussed later in the module.)

[Log-linear modelling has become a standard technique for the analysis of multi-way tables, especially in areas such as the analysis of social mobility. This is, in part, because both odds ratios and log-linear modelling focus on the association in tables in a way which is unaffected by changes in the marginal distributions of the variables defining the tables.


More specifically, log-linear modelling is the technique that would have allowed us to test for a difference between women and men in the strength of the relationship between qualifications and class identification (see the relevant example earlier in this handout)].

TRENDS IN INTERMARRIAGE BETWEEN ROMAN CATHOLICS AND OTHER CHRISTIAN DENOMINATIONS

Wife’s birth cohort





Husband




1937-1940



RC
Other




Wife




RC

28
  25

Cramér’s V
=    0.387




Other

42
420

Odds ratio
=  11.2






Husband




1941-1944



RC
Other




Wife




RC

38
  31

Cramér’s V
=    0.527




Other

24
483

Odds ratio
=  24.7






Husband




1945-1948



RC
Other




Wife




RC

29
  33

Cramér’s V
=    0.353




Other

44
449

Odds ratio
=    9.0






Husband




1949-1952



RC
Other




Wife




RC

19
  47

Cramér’s V
=    0.215




Other

35
352

Odds ratio
=    4.1






Husband




1953-1956



RC
Other




Wife




RC

12
  22

Cramér’s V
=    0.172




Other

35
189

Odds ratio
=    3.0

Data from the 1976 Family Formation Survey

Chi-square tests (using the Continuity Correction version of chi-square appropriate to 2x2 tables) show the relationships in each of the above five (sub-)tables to be statistically significant (P < 0.05).

[Note also that a log-linear model can be used to show that the above pattern of variation between birth cohorts is statistically significant (i.e. is unlikely to just reflect sampling error)].
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