University of Warwick, Department of Sociology, 2014/15
SO201: SSAASS Surveys and Statistics (Richard Lampard).

Questions for Week 2 seminar: Example cross-tabulations from NATSAL (1990) 
1. Which of the chi-square statistics corresponding to relationships in Tables 1 to 5 are statistically significant, i.e. provide adequate evidence of relationships in the population? (For the moment don’t worry about small expected cell frequencies).

2. Which of the (statistically significant) relationships is strongest?

3. If the relationship that is not significant had been significant, would you have been surprised? How might you have tried to explain the existence of this relationship? 

4. Are all the chi-square statistics for Tables 1 to 5 valid? How would you deal with any tables where the chi-square statistic is not valid?

5. What is the nature of the relationship in each of the tables where the relationship has been found to be statistically significant? (i.e. look at the percentages in each of these tables to see what form the pattern takes).

6. What would we be able to learn by using row percentages in the tables rather than column percentages?

7. How does the gender difference in ideal lifestyle vary according to age? (Look at the Cramér’s V values and percentages for the three-way table constituted by Tables 6A to 6D).

8. Can we tell from Table 3 whether there is a statistically significant difference between the ideal lifestyles of single people and divorced/separated people (i.e. whether the ideal lifestyles of single people and divorced/separated people differ in the population)? If not, how would we do this?

9. If you wanted or needed to reduce the number of categories in Q42a, which answers would you combine and why?

10. Do you have any thoughts about Q42a’s role as an indicator of some underlying concept? (What does it measure and how well does it measure it?) More generally, can you think of any aspects of the data collection process that may have influenced the patterns in the various tables?

11. Does looking at the tables make you think of any interesting further analyses that could be done?
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Answers to Questions for Week 2 seminar:

Example cross-tabulations from NATSAL (1990) 
1. Which of the chi-square statistics for/relationships in Tables 1 to 5 are statistically significant, i.e. provide adequate evidence of relationships in the population?

This question should be answered by looking at the (Pearson) chi-square statistic for each table and checking it for significance. There are two ways of assessing the statistic’s significance:

(i) Comparing it with the appropriate critical value {which is only exceeded in 5% of tables by chance because of sampling error if there is no relationship in the population}, or

(ii) Looking at the significance, or P-value, in the right-hand column to see whether this is less than 0.05 (in which case the relationship in the table is adjudged to be significant, since the significance/P-value is the probability that a chi-square statistic as big as or bigger than the one observed would have occurred by chance as a consequence of sampling error if there was no relationship in the population). 

Using (i) and (ii) will produce identical conclusions; when interpreting SPSS output it makes sense to use approach (ii).

Thus Table 1 has a Pearson chi-square statistic of 177.37 with 7 degrees of freedom (since it is an 8x2 table), and this statistic has a significance/P-value of 0.00000. Hence there is close to a zero chance that as big a chi-square statistic as that observed would have occurred solely as a consequence of sampling error, and the P-value is certainly less than 0.05. There is therefore more than adequate evidence that a relationship between ideal lifestyle and sex exists in the population.

One might report the above result as follows: “The chi-square statistic for the cross-tabulation of ideal lifestyle (Q42a) by sex (A11) is 177.37 with 7 degrees of freedom (P=0.00000). Thus the relationship between ideal lifestyle and sex is statistically significant at the 5% level and the hypothesis that such a relationship exists in the population is accepted”. [This, however, is not the only valid way of reporting the significance of a chi-square statistic; the most important thing is that all the relevant information is included and that the conclusion is clear!]

Looking at Tables 2 to 5, the significance/P-values are respectively 0.00000, 0.00000, 0.00000 and 0.07406. In all but the last case, the value is less than 0.05. Thus there is statistically significant evidence of a relationship in each of Tables 1 to 4, but the evidence for a relationship in Table 5 is not statistically significant.

2. Which of the (statistically significant) relationships is strongest?

Cramér’s V is one way of measuring the strength of the relationship in a table. The values of Cramér’s V for Tables 1 to 5 are 0.212(44), 0.315(56), 0.449(94), 0.078(02) and 0.070(78) respectively. (Note that the value for Table 5 is somewhat irrelevant, since it was noted above that there is insufficient evidence in Table 5 to conclude that there is a relationship in the population). The strongest relationship is thus in Table 3, i.e. the relationship between ideal lifestyle and marital status.

Looking at both the significance and strength of the relationships in Tables 1 to 5, it is perhaps unsurprising that marital status is more strongly related to ideal lifestyle than age, sex and education are, and that men’s height was not found to be related to ideal lifestyle.

3. If the relationship that is not significant had been significant, would you have been surprised? How might you have tried to explain the existence of this relationship? 

Sometimes the most strange relationships are statistically significant! It is possible that aggregating some of the columns and/or rows of Table 5 might result in a statistically significant relationship (by removing ‘noise’ that may be swamping a relationship, especially given that the chi-square statistic is substantially larger than its number of degrees of freedom). Moreover, the relationship between women’s height and ideal lifestyle (not included in the handout) was found to be statistically significant. There are two possible explanations when this happens:

(i) that it is one of the rare occasions when sampling error leads to a significant relationship which does not, in fact, mirror a genuine relationship in the population, or 

(ii) for some reason that is not intuitively obvious the two variables are genuinely related.

Faced with an ‘inexplicable’ significant relationship one should reflect on how it might have come about. This usually involves bringing other variables into one’s reflections, e.g. in this case an increase in average height from generation to generation and a relationship between age and ideal lifestyle (as evident in Table 2) may have induced a relationship between women’s height and ideal lifestyle via age.

4. Are all the chi-square statistics for Tables 1 to 5 valid? How would you deal with any tables where the chi-square statistic is not valid?

The chi-square test relies for its validity on the assumption that all the expected frequencies are reasonably large (i.e. 5 or greater). Under each of the tables in the SPSS output is given a minimum expected frequency and the number of cells in the table where the expected frequency is less than 5. Where the minimum frequency is bigger than 5, as in Tables 1, 2 and 5, there is no problem. Where there are a large number of degrees of freedom and only a small number of cells with expected frequencies of less than 5 (i.e. less than 20% of the cells; see Hays, 1973), as in Table 4, the problem is probably not serious. However, where there are many cells (20%+) with expected frequencies of less than 5, as in Table 3, the validity of the test may be seriously compromised. (Note also that all the expected frequencies should ideally be greater than 1).

The solution is to reduce the number of cells with low expected frequencies by aggregating or removing categories. In Table 3 there are only 9 cases in the third column (same-sex cohabitees), which means both that what can be said about this group is profoundly limited and that the cells in this column will inevitably have low expected frequencies. Perhaps regrettably, removing this column (or combining it with the second column) would result in only a small loss of information but would reduce the number of cells with low expected frequencies, perhaps to an acceptable level.

Reference: HAYS, W. 1973. Statistics for the Social Sciences (2nd Edition). New York: Holt, Rinehart and Winston.

5. What is the nature of the relationship in each of the tables where the relationship has been found to be statistically significant? (i.e. look at the percentages in each of these tables to see what form the pattern takes).

A couple of brief examples: looking at Table 2, it appears that some lifestyles (e.g. a single, non-resident partner) become progressively less ‘idealized’ as age increases (40%, 13%, 7%, 7%), whereas a ‘faithfully’ married lifestyle becomes more ‘idealized’ (16%, 63%, 73%, 78%); looking at Table 1, lifestyles involving more than one partner seem to be more often ‘idealized’ by men than by women! (4%+2%+5% vs. 1%+0.7%+1%).

Note that big, many-celled tables like these can be awkward to discuss/interpret, and there is often a case for recoding variables and using a small table with few rows and columns as a starting point. There is, of course, a trade-off between simplicity and an appropriate level of detail!

6. What would we be able to learn by using row percentages in the tables rather than column percentages?

Looking at the first row in Table 1, we can see that ‘celibacy’ is the ideal lifestyle of 2.7% of men and 4.7% of women. Hence column percentages are telling us what proportion of people of each sex ‘idealize’ celibacy. Row percentages would answer a different question; i.e. what proportion of people ‘idealizing’ celibacy is of each sex? (The answers being: 33% men; 67% women). The appropriate choice of percentage depends on whether we want to know the answer to “Which lifestyles do men and women idealize?” or to know the answer to “What is the gender balance in people idealizing specific lifestyles?"

7. How does the gender difference in ideal lifestyle vary according to age? (Look at the Cramér’s V values and percentages for the three-way table constituted by Tables 6A to 6D).

The Cramér’s V values are 0.265 (16-24), 0.265 (25-34), 0.219 (35-44) and 0.178 (45-59). Note also that the significance/P-value for the chi-square statistic for each age-specific table is less than 0.05. Thus the gender difference appears to diminish with increasing age, but is statistically significant for all age groups. Looking at the percentages, and focusing specifically on the last row, it can be seen that the gender difference in the proportions idealizing ‘faithful’ marriage decreases with increasing age and more or less disappears in the oldest age group (Table 6D), though there are still gender differences apparent elsewhere in this table, e.g. between the percentages of men and women idealizing marriage plus extra-marital sexual activity!

8. Can we tell from Table 3 whether there is a statistically significant difference between the ideal lifestyles of single people and divorced/separated people (i.e. whether the ideal lifestyles of single people and divorced/separated people differ in the population)? If not, how would we do this?

It is important to recognise that a significant chi-square statistic only indicates that there is adequate evidence of a global relationship between two variables. Hence, while it has been noted above that there is evidence of a significant relationship between marital status and ideal lifestyle (though as mentioned above in relation to Question 4 one would strictly have to deal with the problem of small expected frequencies to confirm this!), the significant global chi-square statistic for Table 3 does not tell us whether there is a significant difference between single people and divorced/separated people in terms of their ideal lifestyles.

Specific comparisons require specific tests, i.e. one would need, in order to make this comparison, to restrict attention to the ‘divorced/separated’ and ‘single’ columns rather than looking at the whole of Table 3.

Furthermore, if one wished, for example, to answer the question, “Are single people more likely than divorced/separated people to idealize a lifestyle based around casual partners?" then one would need to (i) restrict attention to the two relevant columns, and (ii) collapse all the other lifestyle categories into a single ‘Other’ category. The question could then be answered by looking at the chi-square statistic for the resulting 2x2 table. (Note that in this case one would need to look at the Continuity Correction version of chi-square rather than the standard Pearson chi-square, since it is the former that is relevant in the case of 2x2 tables).

9. If you wanted or needed to reduce the number of categories in Q42a, which answers would you combine and why?

The important point here is that aggregating/removing categories is, explicitly or implicitly, a theoretical process. It might be consistent with one’s theoretical objectives to collapse all the categories into three according to whether the idealized lifestyle involved 0, 1, or 2+ partners. Conversely, it might be consistent with one’s theoretical objectives to reduce the eight categories to a dichotomy (two categories) distinguishing between those ideal lifestyles involving a resident partner and those that do not.

10. Do you have any thoughts about Q42a’s role as an indicator of some underlying concept? (What does it measure and how well does it measure it?) More generally, can you think of any aspects of the data collection process that may have influenced the patterns in the various tables?

The point here is that one should reflect on the meaning and validity of the answers to Q42a. Are they likely to be truthful and/or comparable? Is the question ‘measuring’ a sensible concept? What are the conceptual and practical strengths/limitations of the question? (Note that the question appears to have been asked using a show-card and single-letter responses, presumably because of the ‘sensitive’ nature of some of the categories of answer).

A range of aspects of the data collection process may have influenced the patterns in the various tables, but perhaps the most obvious issue to reflect upon is whether the patterns of response/non-response to the survey differed between relevant sub-groups of the population, as this may have induced biases in the results.

11. Does looking at the tables make you think of any interesting further analyses that could be done?

These might fall into two categories: (i) tables looking at ideal lifestyles according to other variables, e.g. religious denomination, and (ii) tables extending the analyses given in the handout, e.g. Is the age/ideal lifestyle relationship induced by the relationships between age and marital status and marital status and ideal lifestyle? Does the relationship between education and ideal lifestyle vary according to sex? (Both these examples would involve multivariate analyses, i.e. examinations of three-way/three-variable tables).

