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SO201: SSAASS Surveys and Statistics (Richard Lampard).

Handout for the Week 8 Lecture on Log-linear Models

This material follows on in part from the stuff on elaborating tables covered earlier in this term, as log-linear modelling is a technique that is applied to multi-way cross-tabulations.

Suppose that we are examining trends in social mobility. The three variables relevant to an analysis of this sort are (current) occupational class, occupational class of origin and birth cohort. If we produce a three-way cross-tabulation with birth cohort as the third variable (or ‘layer’ variable, in SPSS-speak!), then we can generate chi-square statistics for each of the cohort-specific tables. These chi-square statistics will tell us whether or not there is adequate evidence of a relationship between current class and class of origin for each of the various cohorts.

Looking at the values of Cramér’s V for each of the cohort-specific cross-tabulations of current class by class of origin will give us a sense of whether there is a trend in (ease or difficulty of) social mobility. However, the set of Cramér’s V values cannot on its own answer the following important question: Is an apparent trend in social mobility ‘genuine’ (i.e. Does the trend observed in the sample mirror a similar trend in the population?) or might the observed pattern have occurred by chance (i.e. as a consequence of sampling error)? We therefore need, in addition to the descriptive Cramér’s V values, a specific significance test that addresses this question. Such a test can be carried out as part of the process of fitting a log-linear model to the three-way cross-tabulation.

Before discussing this kind of test it is important to remind ourselves of a measure of association mentioned last week, i.e. the odds ratio, since odds ratios are fundamental to the way in which log-linear models model patterns of association within multi-way cross-tabulations. Odds ratios are discussed below in the context of a cross-tabulation showing the gendering of attitudes to the gendered division of labour.

Odds ratios:

The following calculations give the odds ratio for the basic SEXROLE by SEX cross-tabulation (see the end of this handout). Depending on which way around we calculate the odds ratio we get a value of 1.41 or 0.71, but these values are in a sense ‘the same’ (since if the odds {of not disagreeing} for men are 1.41 times as big as the corresponding odds for women, then the odds for women are (1/1.41 =) 0.71 times as big as the odds for men).

Ratios (Odds):



833/538 = 1.55

538/833 = 0.65






831/758 = 1.10

758/831 = 0.91

Ratios of ratios = Odds ratios:
1.55/1.10 = 1.41

0.65/0.91 = 0.71

Note that if the odds ratio is 1, there is no relationship. Note also that if we take the log of each of the two odds ratio calculated above, then we get:

 log (1.41)
=  0.34









 log (0.71) 
= -0.34









[log(1) 
=  0].

The ‘symmetry’ of the two log-odds ratios reflects the fact that, in multiplicative terms, 0.71 is the opposite of 1.41.

[In the case of cross-tabulations based on variables with more than two categories, an odds ratio exists for each possible combination of (a) a pair of rows and (b) a pair of columns. However, the number of ‘independent’ odds ratios is equal to the number of degrees of freedom of the table (since any odds ratio which can be calculated from a table can be expressed in terms of odds ratios which are based on neighbouring pairs of rows and columns)].

Models and goodness-of-fit:

Thinking back to the chi-square statistic generated from a cross-tabulation, it summarises the differences between (a) the observed values, and (b) the expected values given a specific hypothesis or model, i.e. the hypothesis that the two variables defining the cross-tabulation are unrelated (the so-called independence model). Thus the chi-square statistic is a measure of the goodness-of-fit of the independence model to a cross-tabulation. Furthermore, the chi-square statistic allows us to choose between two different models, i.e. (i) the independence model, and (ii) a model that says that the two variables are related to each other. If the two variables in question are labelled A and B then we might represent the two models as follows:


[A][B] = Independence model (no interaction exists between A and B).


[AB] = ‘Saturated’ model (an interaction exists between A and B; note that this model 



fits the data exactly).

In the case of the second model the chi-square statistic is effectively zero, since if we specify a model which allows any form of relationship between A and B, the ‘expected’ values are by definition the same as the observed values. Thus, when we look at a chi-square statistic for a cross-tabulation, we are effectively comparing two chi-square statistics, the first measuring the goodness-of-fit of the independence model and the second measuring the goodness-of-fit of the saturated model. However since the ‘saturated’ model fits the data perfectly, the second chi-square statistic is, by definition, always equal to zero!

Relating the two models to the (single) odds ratio which can be calculated in the case of a 2x2 cross-tabulation, the independence model assumes that this odds ratio is equal to 1, whereas the saturated model allows this odds ratio to vary.

[Note that the independence model assumes that the value in each cell of the table is based on the following equation:


Cell Frequency = Row Proportion x Column Proportion x Sample Size

If we take the logs (logarithms) of each part of the formula, we get:


Log (Cell Freq.) = Log (Row Prop.) + Log (Col. Prop.) + Log (Sample Size)

This sort of equation helps explain the origin of the term “log-linear model”; if one takes the logs of values in a multiplicative formula it becomes a linear (additive) formula!]

Multi-way tables:

(When reading the following it may be helpful to think in terms of a substantive study of trends in the gendering of higher education, wherein the variable labelled A is sex, the variable labelled B is whether one gets a degree or not, and the variable labelled C is the decade in which one was born).

In a three-way cross-tabulation, based on variables A, B and C, there are a number of relationships that may exist, e.g. A may be related to B, B may be related to C, etc. Combinations of these relationships give rise to models of the three-way cross-tabulation, each of which assumes that each of the various possible relationships either exists or doesn’t exist:
[A][B][C] = Independence model (i.e. no variable is related to any other variable).

[AB][C] = Model specifying a relationship between A and B only.

[AC][B] = Model specifying a relationship between A and C only.

[BC][A] = Model specifying a relationship between B and C only.

[AB][AC] = Model specifying relationships between A and B and between A and C.

[AB][BC] = Model specifying relationships between A and B and between B and C.

[AC][BC] = Model specifying relationships between A and C and between B and C.

[AB][AC][BC] = Model specifying that each variable is related to each other variable.

[ABC] = ‘Saturated’ model in which there is a three-way interaction between the three variables (e.g. the relationship between gender and getting a degree varies between cohorts).

Each of the above models specifies that some of the odds ratios relating to the three-way cross-tabulation are equal to 1 and allows others to vary. This in turn allows expected values corresponding to each model to be calculated for each of the cells in the cross-tabulation. A comparison of the observed values with the expected values for a given model gives rise to something equivalent to a chi-square statistic corresponding to that model (i.e. the deviance, or lack of goodness-of-fit of that model).

Note that each interaction term has a number of degrees of freedom attached to it. This is relatively easy to grasp if we think in terms of the ‘sub-table’ corresponding to the interaction between two variables, since this has the familiar (R-1)(C-1) degrees of freedom.

The set of deviance values for the different models allows us to do two things:


(i) It allows us to test whether each model fits the data adequately (by seeing whether the P-value for the deviance is greater than 0.05). If a model does not fit the data adequately (i.e. P < 0.05), then the conclusion is that the difference between the data and the expected values predicted by that model is too big to be solely a reflection of sampling error.


(ii) It allows us, by comparing the deviance values for two of the models, to assess whether one of these models fits the data significantly better than the other model. This is achieved by seeing whether the change in deviance between one model and the other is significant (P<0.05). If the change in deviance is not significant, the principle of parsimony leads us to prefer the simpler model (since there isn’t adequate evidence that the additional complexity of the other model mirrors something ‘real’ in the population).

Returning to our first example, the test for the existence of a trend in social mobility would correspond to an examination of the change in deviance between the saturated model [ODT] and the model excluding the three-way interaction, i.e. the model [OD][OT][DT] {O = Class Origin; D = Class Destination (i.e. current class); T = Birth Cohort}. If the P-value for the change in deviance turned out to be less than 0.05, the conclusion would be that the pattern of social mobility varied between birth cohorts, i.e. that some form of trend existed.

Note that log-linear models can also be used to check whether an observed relationship between two variables can be fully explained in terms of a third variable. For example, the relationship [OD] may exist in a two-way cross-tabulation of class origin by current occupational class. However, when education [E] is brought into consideration, generating a three-way cross-tabulation, one can test whether the goodness-of-fit of the model [OE][ED] to the data is no worse than that of the model [OE][ED][OD], i.e. one can check whether the impact of class of origin on current class operates entirely via education.

The tables of information overleaf show the goodness-of-fit of various log-linear models to the three-way cross-tabulations shown at the end of this handout.

In the first example (wherein [C] = Class, [S] = Sex, and [A] = Attitude) none of Models 1 to 8 fits the cross-tabulation adequately (p < 0.05 in all eight cases). Hence Model 9, the saturated model, which fits the data adequately ‘by definition’, is the only acceptable model. It can also be seen to fit the data significantly better than Model 8 (p=0.046 < 0.05). Thus one can conclude that the relationship between sex and attitude varies with class.

In the second example (wherein [B] = Bride’s father’s social class, [G] = Groom’s father’s social class, and [Y] = Year of marriage, the saturated model is again the only acceptable model. Hence the relationship between the classes of the two fathers varies according to year of marriage, and one can conclude (given the patterns) that class inter-mixing became more common over time during the late 19th and early 20th Centuries.
[The first example is based on British Social Attitudes Survey data. The data for the second example were put together from marriage certificates by Miles: see Miles, A. 1993. ‘How open was nineteenth-century British society? Social mobility and equality of opportunity, 1839-1914’. In Miles, A. and Vincent, D. (eds) Occupational change and social mobility in Europe, 1840-1940. Manchester: Manchester University Press.]

Model






   Change in

  Compared

No.    Model    Deviance  d.f.    P

   deviance  d.f.    P
  to model

════════════════════════════════════════════════════════════════
1.
[C][S][A]
124.2    4    0.000



2.
[C][SA]
102.7    3    0.000

21.5    1    0.000
1

3.
[A][SC]
 69.0    3    0.000

55.2    1    0.000
1

4.
[S][CA]
 89.6    3    0.000

34.5    1    0.000
1

5.
[SC][CA]
 34.5    2    0.000

34.5    1    0.000
3

6.
[SC][SA]
 47.5    2    0.000

21.5    1    0.000
3

7.
[CA][SA]
 68.2    2    0.000

21.5    1    0.000
4

8.
[SC][CA][SA]  4.0    1    0.046

30.5    1    0.000
5

9.
[CSA]

  0.0    0    -----

 4.0    1    0.046
8

════════════════════════════════════════════════════════════════
Model






   Change in

  Compared

No.    Model    Deviance  d.f.    P

   deviance  d.f.    P
  to model

════════════════════════════════════════════════════════════════
8.
[BY][GY][BG] 37.4   12    0.000



9.
[BGY]

  0.0    0    -----

37.4   12    0.000
8

════════════════════════════════════════════════════════════════
References relating to Log-linear Models

Standard quantitative research methods texts often do not contain extensive (or any!) discussion of log-linear models. See the Module Reading List for books: the section on log-linear models in Pole and Lampard (2002) follows on from material on cross-tabular analysis (p210 onwards), and various items under the Week 8 heading consider the use of SPSS to fit log-linear models, as does a chapter in  Miller et al. (2009; see the Statistical Computing section on page 5 of the Reading List).
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Note that many applications of log-linear models involve somewhat more sophisticated variants of log-linear model compared to standard, hierarchical log-linear models; in such applications a particular form is often specified for the interactions between some of the variables, as in the following:

Halpin, B. 1999. ‘Is class changing? A work-life history perspective on the salariat’, Sociological Research Online 4.3: U61-U100. 
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